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Abstract
Automatic Summarization is probably crucial with the increase of document generation. Particularly when retrieving, managing and processing information have become decisive tasks.
However, one should not expect perfect systems able to substitute human summaries. The
automatic summarization process strongly depends not only on the characteristics of the documents, but also on user different needs. Thus, several aspects have to be taken into account
when designing an information system for summarizing, because, depending on the characteristics of the input documents and the desired results, several techniques can be applied. In order
to support this process, the final goal of the thesis is to provide a flexible multitask summarizer
architecture. This goal is decomposed in three main research purposes. First, to study the
process of porting systems to different summarization tasks, processing documents in different
languages, domains or media with the aim of designing a generic architecture to permit the
easy addition of new tasks by reusing existent tools. Second, to develop prototypes for some
tasks involving aspects related with the language, the media and the domain of the document
or documents to be summarized as well as aspects related with the summary content: generic,
novelty summaries, or summaries that give answer to a specific user need. Third, to create an
evaluation framework to analyze the performance of several approaches in written news and
scientific oral presentation domains, focusing mainly in its intrinsic evaluation.
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Resumen
El resumen automático probablemente sea crucial en un momento en que la gran cantidad
de documentos generados diariamente hace que recuperar, tratar y asimilar la información que
contienen se haya convertido en una ardua y a su vez decisiva tarea. A pesar de ello, no podemos
esperar que los resúmenes producidos de forma automática vayan a ser capaces de sustituir a los
humanos. El proceso de resumen automático no sólo depende de las caracterı́sticas propias de los
documentos a ser resumidos, sino que es fuertemente dependiente de las necesidades especı́ficas
de los usuarios. Por ello, el diseño de un sistema de información para resumen conlleva tener en
cuenta varios aspectos. En función de las caracterı́sticas de los documentos de entrada y de los
resultados deseados es posible aplicar distintas técnicas. Por esta razón surge la necesidad de
diseñar una arquitectura flexible que permita la implementación de múltiples tareas de resumen.
Este es el objetivo final de la tesis que presento dividido en tres subtemas de investigación. En
primer lugar, estudiar el proceso de adaptabilidad de sistemas a diferentes tareas de resumen,
como son procesar documentos producidos en diferentes lenguas, dominios y medios (sonido y
texto), con la voluntad de diseñar una arquitectura genérica que permita la fácil incorporación
de nuevas tareas a través de reutilizar herramientas existentes. En segundo lugar, desarrollar
prototipos para distintas tareas, teniendo en cuenta aspectos relacionados con la lengua, el
dominio y el medio del documento o conjunto de documentos que requieren ser resumidos, ası́
como aspectos relacionados con el contenido final del resumen: genérico, novedad o resumen
que de respuesta a una necesidad especifica. En tercer lugar, crear un marco de evaluación que
permita analizar la competencia intrı́nseca de distintos prototipos al resumir noticias escritas y
presentaciones cientı́ficas orales.
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Chapter 1

Introduction
Large amounts of digital information are produced on a daily basis in the course of normal human
activity, such as news reports, scientific presentations, meetings, etc. Documents generated from
such events can be of different types in terms of the media (e.g., written, audio, video), the
domain (e.g., politics, science, business), or the context of their creation (e.g., newspaper prose,
telephone conversation, political speech, business meeting discussion, or scientific conference
presentation). In this context, to deal with the increasing amount of available information it is
helpful to use Automatic Summarization (AS). Some examples of summaries in daily activities
are the production of news headlines, student note outlines, meeting minutes, film or book
synopsis, and weather forecasts or stock market bulletins.
This chapter is divided in three sections, in the next one the problem to be solved is defined,
Section 1.2 presents the aim of the thesis and Section 1.3 describes the research method employed.

1.1

Problem to be solved

To define the problem to be solved in this thesis, we should first ask ourselves the following
questions:
What is a summary? “no one seems to know exactly what a summary is”(Hovy 2005). For
example, some generic definitions of what a summary is are presented bellow.
(Cambridge Dictionaries Online 2007) “a short clear description that gives the main facts
or ideas about something”.
(Encarta Dictionary Online 2007) “short version containing gist of something: a shortened
version of something that has been said or written, containing only the main points”.
1
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(Sparck-Jones 2001) “a reductive transformation of a source text into a summary text by
extraction or generation”.
(Hovy 2005) “a text that is produced from one or more texts, that contains a significant
portion of the information in the original text(s), and that is no longer than half of the
original text(s)”. “Text” includes multimedia documents, on-line documents, hypertexts,
etc. Of the many types of summary that have been identified (Sparck-Jones 1999); (Hovy
and Lin 1999).

What is Automatic Summarization? This thesis addresses the process of producing summaries by means of automatic techniques defined as follows:
(Mani and Maybury 1999) “to take an information source, extract content from it, and
present the most important content to the user in a condensed form and in a manner
sensitive to the user’s or application’s needs”.
The aim of the work presented in the following chapters is to propose a modular architecture able to produce summaries from documents with different characteristics. Moreover, the
architecture should be parametrizable to take into account general user needs (e.g. size of the
summary, output media, general content, novelty or related to a query). In this thesis the
AS problem has been tackled more in breadth than in depth. Section 1.1.1 presents several
facets to be taken into account when creating a multitask automatic summarizer. Some of the
aspects relevant for the thesis are exemplified by citing automatic approaches. In addition, due
to the fact that the evaluation process is always an important issue when developing information
systems, Section 1.1.2 briefly introduces some specific issues of the AS evaluation process.

1.1.1

Automatic Summarization Aspects

Effective summarizing requires an explicit and detailed analysis of context factors, as is apparent
when we recognize that what summaries should be like is defined by what they are wanted for.
The parameters to be taken into account in AS systems have been widely discussed in the
literature (Mani and Maybury 1999; Hovy 2001; Mani 2001). Acording to (Sparck-Jones 1999)
work, three main aspects affect the process of Summarization: input, purpose and output. These
aspects are described bellow.

Input Aspects
The first main aspects relevant to the AS process are the input aspects. The features of the
document to be summarized crucially determine the way a summary can be obtained.
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Document Structure. Besides textual content, heterogeneous documental information concerning format can be found in a source document, for example, labels that mark headers,
chapters, sections, lists, tables, etc. This information has been used by (Kan 2003) and (Elhadad et al. 2005) to exploit the organization of medical articles in sections in order to build a
tree-like representation. On the other hand, (Teufel and Moens 2002) systematize the structural
properties of scientific articles to assess the contribution of each textual segment.
However, it can also be the case that the information provided by the structure of the document
does not help in the analysis. In this case, document structure is not taken into account.
Domain. Domain-sensitive systems are only able to obtain summaries of texts that belong
to a pre-determined domain, with varying degrees of portability. In contrast, general purpose
systems are not dependant on information about domains, which usually results in a more
shallow approach to the analysis of the input documents.
Nevertheless, some general purpose systems are prepared to exploit domain specific information.
For example, the meta summarizer developed at Columbia University (Barzilay et al. 1999;
Barzilay et al. 2001; Hatzivassiloglou et al. 1999; Hatzivassiloglou et al. 2001; McKeown et al.
2002) applies different summarizers for different kinds of documents: MULTIGEN (Barzilay
et al. 1999; McKeown et al. 1999) is specialized in simple events; DEMS (Schiffman et al. 2001)
(with the bio configuration) deals with biographies; and for the rest of documents, DEMS has a
default configuration that can be resorted to.
In general, working with domain-specific documents alleviates some NLP problems, such as
restricting the valid senses for a word, but new problems appear, such as terminological units,
jargon, etc.
Specialization level. A text may be broadly characterized as ordinary, specialized, or restricted, in relation to the presumed subject knowledge of the source text readers. This aspect
can be considered the same as the domain aspect discussed above.
Restriction on the language. The language of the input can be general language or restricted
to a sublanguage within a domain, purpose or audience. It may be sometimes necessary to
preserve the sublanguage in the summary.
Scale. Different summarizing strategies have to be adopted to handle different text lengths.
Indeed, the analysis of the input text can be performed at different granularities, for example,
when determining meaning units. In the case of news articles, sentences or even clauses are
usually considered the minimal units, whereas for longer documents, like reports or books,
paragraphs seem a more adequate . The techniques for segmenting the input text in meaning
units differ depending on the length of the document: for shorter texts, orthography and syntax,
even discourse boundaries (Marcu 1997a) indicate significant boundaries, for longer texts, topic
segmentation (Kozima 1993; Hearst 1994) is more usual. There is a growing interest on defining
such minimal meaning units for both summarizing and evaluating summaries. The Summary
Content Unit (SCU), defined in the framework of the pyramid method (Nenkova and Passonneau
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2004) and Basic Element (BE) (Hovy et al. 2005) go in the direction of defining such minimal
TU.
Media. Although the main focus of summarization is textual summarization, in recent years
summaries of non-textual documents, like videos, meeting records, images, graphics or tables
have also been undertaken. Sometimes this non-textual documents are transformed to text by
means of an Automatic Speech Recognizer (ASR) or an Optical Character Recognizer (OCR).
The result of this transformation is usually an ill-formed text.
Two broad cases can be distinguished, cases where the source input and the summary output
is in the same media, and cases where the source is in one media and the summary in the other.
An example of cross-media work is (Takeshita et al. 1997), that select representative images from
video by analyzing the topic structure of the closed-captioned text. (Futrelle 1999) summarizes
diagrams from scientific and technical text. (Merlino and Maybury 1999) propose a tool for
searching, browsing and summarizing TV news broadcasts by using information from the audio,
the video and the text using a variety of presentation techniques.
The complexity of multimedia summarization has prevented the development of wide coverage
systems, which means that most summarization systems that can handle multimedia information
are limited to specific domains or textual genres . However, some research efforts try to integrate
information from different media by providing a suite of tools for describing semantics relations
of multimedia (Benitez and Chang 2002).
Genre. Some systems exploit typical genre-determined characteristics of texts, such as the
pyramidal organization of newspaper articles, or the argumentative development of a scientific
article. Some example of genre-dependent systems are: (Elhadad et al. 2005), in healthcare;
(Kan 2003), in medical articles; (McKeown and Radev 1995), in agency news; (Hauptmann and
Witbrock 1997), in broadcast fragments; (Zechner 2001), in meeting recording; (Muresan et al.
2001), in e-mails; and (Radev et al. 2002), in web pages. In contrast, those systems that do not
exploit the genre characteristics of texts are genre-independent.
Unit. The input to the summarization process can be a single document or multiple documents,
either simple text or multimedia information such as audio or video (Sundaram 2002).
Language. Systems can be language-independent, crosslingual, when exploiting characteristics
of documents that hold cross-linguistically (Radev et al. 2003; Pardo et al. 2003), or otherwise
their architecture can be determined by the features of a concrete language, being then languagedependent. This means that some adaptations must be carried out in the system to deal with
different languages. This aspect is extended in Section 2.2.2.
Purpose Aspects
The second main aspect set of the AS process are the purpose aspects, which deal with the
specific characteristics of the task or the final utility of the summary.
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Situation. Summarization systems can perform general summarization or they can be embedded in larger system, as an intermediate step for another NLP task or application, like
Machine Translation (MT),Information Retrieval (IR) or Question & Answering (QA). Taskdriven summarization presents the advantage that systems can be evaluated with respect to the
improvement they introduce in the final task they are applied to.
Audience. In case a user profile is available, summaries can be adapted to the needs of specific
users, for example, the user’s prior knowledge on a determined subject. Background summaries
assume that the reader’s prior knowledge is poor, and so extensive information is supplied,
while just-the-news are those kind of summaries conveying only the newest information on an
already known subject. Briefings are a particular case of the latter, they collect representative
information from a set of related documents.
Usage. Summaries can be sensitive to determined uses: retrieving source text (Kan et al.
2001), previewing a text (Leuski et al. 2003), refreshing the memory of an already read text,
sorting, etc.

Output Aspects
The third important AS relevant aspect set are those related with the features of the document
to be presented as output.

Content. A summary may try to represent all relevant features of a source text or it may focus
on some specific ones, which can be determined by queries, subjects, etc. Generic summaries
are text-driven, while user-focused (or query-driven) ones rely on a specification of the user’s
information need, often expressed by a question or a list of keywords.
Format. The output of a summarization system can be plain text or it can be formatted.
Formatting can be targeted to many purposes: conforming to a pre-determined style (tags,
organization in fields), improving readability (division in sections, highlighting), or classifying
the relationship between themes and documents (Ando et al. 2000).
Style. A summary can be informative, if it covers the topics in the source text; indicative,
if it provides a brief survey of the topics addressed in the original; aggregative, if it supplies
information not present in the source text that completes some of its information or elicits some
hidden information (Teufel and Moens 2002); or critical, if it provides an additional valoration
of the summarized text.
Production Process. The resulting summary text can be an extract, if it is composed by
literal fragments of text, or an abstract, if it is generated. The type of summary output desired can be relatively polished, for example, if text is well-formed and connected, or else more
fragmentary in nature (e.g., a list of key words). A very aggressive form of summarization,
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known as very short summaries, ultrasummarization or headline generation, usually results in
unconnected lists of terms or short sequences of terms.
There are intermediate options, mostly concerning the nature of the fragments (TUs) that
compose extracts, which can range from topic-like passages, paragraph or multiparagraph long,
to clauses or even phrases. In addition, some approaches perform editing operations in the
summary, overcoming the incoherence and redundancy often found in extracts, but at the same
time avoiding the high cost of a NLG system. (Jing and McKeown 2000) apply six re-writing
strategies to improve the general quality of an extract-based summary by edition operations like
deletion, completion or substitution of clausal constituents.
Surrogation. Summaries can stand in place of the source as a surrogate, or they can be linked
to the source (Kan et al. 2001; Leuski et al. 2003), or even be presented in the context of the
source, e.g., by highlighting source text, (Lehmam and Bouvet 2001).
Length. The targeted length of the summary crucially affects the informativeness of the final
result. This length can be determined by a compression rate, that is to say, a ratio of the
summary length with respect to the length of the original text. Summary length can also be
determined by the physical context where the summary is to be displayed. For example, in the
case of delivery of news of summaries to hand-helds (Boguraev et al. 2001; Buyukkokten et al.
2001; Corston-Oliver 2001), the size of the screen imposes severe restrictions to the length of the
summary. Headline generation is another application where the length of summaries is clearly
determined (Witbrock and Mittal 1999; Daumé III et al. 2002). In very short summaries,
coherence is usually sacrificed to informativeness, so lists of words are considered acceptable
(Kraaij et al. 2002; Zajic et al. 2002).

1.1.2

Automatic Summarization Evaluation

The evaluation of a Natural Language Processing (NLP) system (or some of its components) is
complex, controversial and costly. Recently, it has also become a critical issue for many difficult
NLP applications, such as AS.
According to (Sparck-Jones and Galliers 1999), two major types of NLP evaluation can be
differentiated: intrinsic and extrinsic evaluations. Both can be applied to evaluate AS systems.
The first type directly measures the quality of the created summary by evaluating some intrinsic
properties, such as coverage or readability. The second type of evaluation indirectly measures
summary performance in a task dependant on the quality of the summary. Usually, extrinsic
methods are used to compare the accuracy of different systems without assigning absolute scores
to them. TIPSTER SUMMAC (Mani et al. 1998) and the Japanese NII Test Collection for IR
Systems (NTCIR)1 (NTCIR 2006) are good examples of AS extrinsic evaluations. In contrast,
1

http://research.nii.ac.jp/ntcir/index-en.html
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the ones carried out by the National Institute of Standards and Technology (NIST) in the DUC2
contest are good examples of AS intrinsic evaluations.
Evaluating summaries, either manually or automatically, is a hard task. The main difficulty
in evaluation comes from the impossibility of building a fair gold standard against which the
results of the system we wish to evaluate can be compared. This difficulty is due to the very
low agreement among human evaluators when faced with interpretative decisions. This lack of
agreement comes, in turn, from the difficulty of defining the set of measurable properties that
contribute to the quality of summaries. Usually, different properties are taken into account and
it is a difficult task to select the most appropriate ones and to combine them properly. (Mani
2001) provides a clear picture of summary evaluation, both by human judges and by automated
metrics.
Different initiatives have been taken to try to solve the summary evaluation problem trying
to provide the most neutral and objective evaluation mechanisms. These mechanisms include:
The organization of evaluation contests to provide training and test material, objective
metrics and evaluation criteria, human judgment of the performance of the systems, etc.
As said before, among these contests we can find DUC, that since 2001 has been the major
international forum for comparing summarization systems. Participating groups work on
the same tasks, use the same collection of documents and metrics, and then compare their
results.
The production of annotated corpora to be used as gold standards such as the human
built extracts obtained from the DUC 2001 data (Conroy et al. 2001) or the CAST project
corpus (Orasan et al. 2003), containing news articles taken from the Reuters Corpus and a
few science texts from the British National Corpus, as well as summary sentences marked
as essential or important.
The study of the inter-assessor agreement with measures such as Kappa (Carletta 1996).
Although Kappa has been widely used as a measure of agreement between evaluators,
recent studies point out some limitations and propose alternatives. See Chapter 4 of
(Boleda 2007) for an excellent survey of human judgment agreement measures.
The use of automatic evaluation metrics, including well known simple metrics, like precision
and recall, or the ones based on n-gram overlap as Recall-Oriented Understudy for Gisting
Evaluation (ROUGE) (Lin 2004).
The combination of different metrics and judgments to increase the robustness of the
evaluation process using evaluation frameworks such as QARLA(Amigó et al. 2005; Amigó
2006).
2

http:/www-nlpir.nist.gov/projects/duc/
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An important issue in the evaluation process is to establish carefully a real summarization
task. Tables 1.1, 1.2 and 1.3 show summary examples for different summarization tasks tackled
along this thesis. For each task, a table with manual and automatic summaries (or “peers”) are
presented. Manual summaries are usually considered as a reference to evaluate the content of
the automatic ones.

Paper KeyWords
Paper Title
Human 1
Human 2

Manual Summary
excitation vocoder text-to-speech synthesis
a new model of excitation for text-to-speech synthesis
distance text to speech synthesis excitation model residual signal
new excitation model for the distance speech synthesis residual signal
Automatic Summary
excitation model for the distance speech synthesis quality of text

Table 1.1: Example of 10-word summaries produced from an automatic oral presentation transcript. The human summaries and the corresponding title and the keywords of the paper are
used as reference and summaries.

In the first example, Table 1.1, the objective of the task is to produce very short summaries
from an oral presentation transcript, in other words, to briefly present the main subject of the
presentation. The resulting summary will be displayed in a hand-held, or the corresponding
audio segment will be reproduced, this task is treated in Chapter 5. In Table 1.1, aside from the
manual summaries produced by the assessors, the title and the keywords of the scientific paper
related to the oral presentation to be summarized are also considered as manual summaries to
be used in the evaluation of the automatic summary content. In the other examples, Tables 1.2
and 1.3, the goal is to summarize a set of related documents trying to give answer to a user
need (or “query”). These examples try to illustrate that different aspects can be considered
for the evaluation of each task. In Table 1.2 the user need is represented as the topic of the
set of documents (oral transcript, scientific papers, slides, author notes, ...) from the oral
presentation to be summarized and a list of keywords to be taken into account as a query to
produce the summary (see Chapter 7 for more details). In Table 1.3 the user need is represented
by a title describing the cluster of related documents to be summarized, a narrative description
of the information that should be answered using the cluster of related documents, and the
summary content granularity (general or specific). The expected summary granularity indicates
user/task context information for systems and human summarizers. While general summaries
are supposed to capture some general user/task preference in a simple user profile, specific
summaries explicitly reflect the specific interests of a potential user in a task context. This task
is one of the recently proposed by DUC contest, more information about it can be found in
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User need
topic: Speech Translation
query: Statistical Machine Translation, Noisy Channel Paradigm
Manual Summaries
The translation model used is the CMU Statistical Machine Translation toolkit. The one best sentence inputted
is converted into a single path lattice first. Statistical machine translation work is based on the noisy channel
paradigm. The noisy-channel approach is a basic concept of SMT that was adapted to the problem of disfluency
cleaning, by assuming that “clean” i.e. fluent speech gets passed through a noisy channel. The channel adds
noise to the clean speech and creates “noisy” disfluent speech as output. The modelling task is to build
statistical models which capture the characteristics of the translation and the target language.
In conventional speech translation systems, the recognizer outputs a single hypothesis which is then translated
by the Statistical Machine translation (SMT) system. This approach has the limitation of being largely dependent
on the word error rate. A translated sentence from English to French is garbled or is encoded by some noisy
channel and we need to model this noisy channel in some statistically meaningful way. The cleaning component
is based on a noisy channel approach, a basic concept of SMT that is adapted to the problem of disfluency
cleaning, by assuming that fluent speech gets passed through a noisy channel.
While speech recognition emerged to be rapidly adaptable to new languages in large domains, translation
still suffer from lack of large parallel corpora for statistical machine translation. Statistical machine translation
work is based on the noisy channel paradigm. The model to describe this noisy channel needs to provide us with
a probability of an English target sentence given a French source sentence. In SMT we use alignments to establish
correspondences between the positions of the source and the target sentences. In conventional speech translation
systems, the recognizer outputs a single hypothesis which is then translated by the SMT system.

Automatic Summary
Furthermore, while speech recognition emerged to be rapidly adaptable to new
languages in large domains, translation still suffer from the need of hand-crafted
grammars for interlinguabased approaches or the lack of large parallel corpora for
statistical machine translation. The translation model used is the CMU Statistical
Machine Translation toolkit CMU-SMT 13. um it is based on the noisy channel
paradigm.The channel adds noise to the clean speech and creates ” noisy ”, i.e.
disfluent speech as output. Given a ” noisy ” string N the goal is to recover the
” clean ” string such that p N becomes

Table 1.2: Given a user query, example of 100-word manual and automatic summaries produced
from different sorts of documents from an oral presentation.
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User need
topic: d426a
title: Welsh devolution and British Parliament
narrative: What is the status of British plans for re-structuring the Welsh government? How is
the issue of separation from British rule being treated by Welsh and British legistators?
granularity: general
Manual Summaries
Wales is following Scotland, and moving towards a call for an elected assembly with devolved powers, as advocated by the Labour Party. Labour
has committed to the creation of a Welsh assembly, and party leader Tony Blair set out proposals for devolution, setting off a constitutional battle
with the Tories. Conservatives oppose any form of devolution, and want to maintain a strong Welsh Office with a cabinet minister, believing that
would produce the best results for Wales. Prime Minister John Major and the Tories are against the establishment of a Welsh parliament, which has
eroded the usual support conservative legislators had received in Wales. Plaid Cymru, the Welsh nationalist party, stepped up its campaign for equal
rights to Welsh self-determination, demanding equal constitutional treatment with Northern Ireland, and Scotland. The British government is pressing
ahead with plans to reform the structure of local government in Wales. It will establish an elected Welsh assembly, with law-making and financial
powers, to replace the current two-tier system of county and district councils with single-purpose, unitary authorities. The government intends to set
up 21 new authorities to replace the eight counties and 37 districts in Wales. Shadow elections to the new unitary authorities will be held as early as
next year. Implementation of the local government reform will take place in April 1995.
On December 31, 1994 a fight was expected to begin on the devolution of parliamentary powers to Wales.Tony Blair, the Labor party leader, planned
to pursue his intentions to set up a Welsh assembly. The Conservative party leader, John Major, called Blair’s plan the most dangerous propositions
ever put before the British nation. The most recent push for self-rule for Wales became strong in 1992. White papers recommended government
reforms, which replaced the eight county councils and 37 district councils with 21 unitary authorities. Plans were to create shadow councils for Wales
and have them operational by the spring of 1995. In 1993 these plans were delayed for one year with shadow council elections scheduled for 1995 and
in place in 1996. Support for the devolution of Wales generally followed party lines. In 1992 Conservatives called the present arrangement the best
for the UK and even the Welch minister, Alun Michael, did not consider devolution an issue. Plaid Cymru, the nationalist party of Wales, called for a
Welsh parliament and wanted full self-government for Wales within the European Community. By 1994 Plaid Cymru demanded equal rights with
Scotland for self-determination. Labor party leaders continued to back regional administrations for Wales and an elected assembly, although the 1992
party leader Neil Kinnock said the working class would gain nothing from the changes. The Liberal-Democratic party leaders in 1992 believed there
was popular support for devolution and in 1994 minister Paddy Ashdown said he possibly would support the assembly.

Automatic Summary
The manifesto, titled Towards 2000, says any funding from Europe must be handled within Wales by a Welsh
parliament, and must be in addition to money from the UK government. Plaid’s three seats in the last
parliament had all been won in the one Welsh county where Welsh is very much the medium of conversation.
PLAID CYMRU The Welsh nationalist party is highly unlikely to make any deal with the Tories and says
any deal will not support any government without a promise of a Welsh parliament within a year.’ their
mad policies have infiltrated the Welsh party and are pushing it in a direction and at a rate that the people
of Wales do not altogether want’. Conservatives are adamantly opposed to any form of devolution. Accepting
the government’s position that reform should be cost-neutral the CBI claims the handling of strategic
issues could be fragmented if the number of authorities were to be too large and that the small Welsh
authorities ’ may also be at a disadvantage compared to the English counties. ’ The calls for an elected
assembly come mainly from Labour, the dominant political force in Wales. The government is facing growing
demands from Welsh and Scottish nationalists for equal constitutional treatment with Northern Ireland,
including the establishment of devolved assemblies. Nationalists in both countries see the Ulster peace talks
as the trigger for a campaign to highlight the contradictions between the government’s approach to Northern

Table 1.3: Given a user need, example of 250-word manual and automatic summaries produced
from a set of 25-50 documents.

1.2

Aim of the Thesis
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Chapter 6. Human and automatic summarizers have to create a 150-word summary (in Table
1.2) and a 250-word summary (in Table 1.3) from a cluster of related documents satisfying a
user need. The manual summaries (3 in Table 1.2 and 2 in Table 1.3) will be used as reference
to evaluate the summary content.

1.2

Aim of the Thesis

The final goal of this thesis is to provide a flexible multitask summarizer architecture to allow
a simple integration of different techniques, tools, and resources. This goal can be decomposed
in three main research purposes:
First, to study different AS aspects and existing systems to propose a modular architecture
to facilitate the re-usability of code for different tasks. The architecture should permit:
To process different sorts of input documents in different languages.
To create different sorts of summaries depending on the summarization task to be performed or the user information need.
To create different content summaries: generic text-driven or query-driven summaries.
To produce different output formats: synthesized voice, audio/video or plain text segments.
To allow processing raw text coming from different media, domain, or genre.
Second, to instantiate some prototypes within this architecture for different summarizing
tasks. These tasks include:
To summarize documents in Catalan, Spanish, and English.
To consider text and/or audio transcribed documents as input.
To process news or scientific presentation documents.
To deal with well written text or ill-formed text as input.
To process a variable number of documents. The number of the input units to be summarized can range from 1 to about 50 documents.
To produce different length summaries. The length of the output can range from 10-word
for headline production to 250-word.
To give answer to different types of user needs (a complex question or a list of keywords),
when the content of the summary is query-focused.
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To study the question of porting the implemented approaches to other tasks, languages,
domains or media.
Third, to create an evaluation framework to analyze the performance of several approaches
in the domains of written news and scientific oral presentations. In this thesis, we mainly focus
in intrinsic evaluation:
The participation in the international contests to obtain manual (human) evaluations for
our prototypes.
The creation of summary reference corpora and the definition of procedures to evaluate
the summary content produced for different tasks.

1.3

Research Method

Figure 1.1 represents the circular method applied during the research process to obtain the
thesis presented in this document. Starting by studying the existing systems and summarization
methodologies, a prototype based design is used and some approaches are implemented applying
different summarization techniques. Prototypes have been extremely useful in understanding
what the software is supposed to do. To be able to evaluate and improve the implemented
approaches, several in-house (own in Figure 1.1) evaluations have been proposed. Furthermore,
when possible, the implemented approaches have been evaluated in internationally recognized
evaluation frameworks. An important requirement in the generic architecture design process
was to facilitate the re-use of existing software; new approaches should be able to easily re-use
architecture components previously instantiated by other approaches. Moreover, this generic
architecture should allow to instantiate any technique used in existing systems or methodologies.

1.4

Document Outline

The thesis is divided into eight chapters. The first chapter is this Introduction, and the remaining
chapters are organized as follows:
Chapter 2 presents an overview of the state-of-the-art in Automatic Summarization.
Chapter 3 provides an overview of the general architecture proposed in this thesis.
Chapter 4 discusses the experimental results obtained in Multilingual summarization.
Chapter 5 details the experiments carried out in Spontaneous Speech Summarization.

1.4

Document Outline
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Figure 1.1: Diagram of the research method applied to obtain this thesis.
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Chapter 6 reports the performance obtained by several evolving prototypes in the queryfocused Multi-Document Summarization task at the DUC international conference.
Chapter 7 refers an experiment directed at analyzing the general architecture customization to summarize different sort of documents.
Chapter 8 summarizes the author’s thesis work with some conclusions and future directions
in which the presented work could be extended.
To facilitate the reading process, a list of acronyms and other abbreviations used in this
document is provided, as well as an index pointing to relevant words and concepts.
As it will be indicated, parts of the thesis material have been published.

Chapter 2

State of the Art
The aim of this chapter is to present previous research in AS. Due to the interdisciplinary
nature of the Summarization field, several disciplines are involved, such as Linguistics, Logic,
Philosophy, Psychology, Anthropology and Information Science, among others. In this chapter
we focus in the Artificial Intelligence (AI) point of view, specially when using automatic NLP
techniques.
The human production of abstracts has been studied for a long time. (Borko and Bernier
1975), a well known book for library science students and professional abstractors, states: “a
well-written abstract must convey both the significant content and the character of the original
work”. This is an interesting definition but hard to implement using automated procedures and
even harder to validate.
When the objective is to automate the summarization process, the study of human summarizers is a line of research that provides useful insight to establish a model to produce abstracts
automatically. Some work has been carried out in that direction, to try to identify the phases
of the human abstracting process, finding tasks and rules:
(Cremmins 1982) states that the abstracting process consists of mental acts performed
in four approximate separated stages: focusing on the basic features of the materials to
be abstracted, identifying relevant information; extracting; organizing and reducing the
relevant information into a coherent unit, usually one paragraph long; and refining the
completed abstract through editing.
Following the model presented by (van Dijk and Kintsch 1978), (Brown and Day 1983)
propose a methodology for abstracting based on five rules: removing irrelevant information; overcoming redundancy; producing concept superarrangement; selecting the thematic
sentence representing the text, if possible; and constructing the abstract.
(Endres-Niggemeyer 1989) differentiates two kinds of rules for producing abstracts: ana15
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lytical ones (reducing and selecting), with which the salient facts are obtained and condensed, and synthesis rules (clarifying, reorganizing and stylizing), with which the text
of the abstract is produced. (Pinto Molina 1995) also agrees in these two phases for abstract production, proposing an integrated model based on three operative stages: readingunderstanding, selection and interpretation, and synthesis. The synthesis phase is the most
delicate, the instructions are stated at a very high conceptual level and are difficult to be
implemented in an automatic procedure. Using Pinto’s words, “It is practically impossible to establish techniques of synthesis that are valid for all types of documents and
abstractor”.
In the same direction as (Pinto Molina 1995), many researchers in automated creation of
summaries of one or more texts have decomposed the process in three distinct stages (SparckJones 1999; Mani and Maybury 1999; Hahn and Mani 2000; Hovy 2001; Mani 2001):
Analyzing the input text to obtain text representation.
Transforming it into a summary representation.
Synthesizing an appropriate output form to generate the summary text.
(Sparck-Jones 2001) divides the Text Summarization (TS) problem into:
Locating the relevant fragments, i.e. sentences, paragraphs, passages or utterances of a
source text.
Ranking these fragments by relevance.
Producing a summary, either an extract, if the summary is composed by literal fragments
of text, or an abstract, if it is generated.
(Hovy 2005) identifies the following stages:
Topic identification: Recognition of the most important unit(s) (words, sentences, paragraphs, etc) containing a particular subject wrote about it or discussed in the text. He
states that “Most of the systems today embody the first stage only”.
Interpretation: Fusion of concepts. He states that “No system can perform interpretation
without prior knowledge about the domain.”
Summary generation: Summary content selection by abstracting and/or information extraction, with the exception that “Extract summaries do not require generation stage.”
Instead of trying to automate all kinds of human summarization tasks, this thesis is oriented
to automate summarization tasks that are really expensive or difficult for humans.

2.1

Automatic Summarization from a classical perspective
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Research on AS has a long tradition, specially in Single Document Summarization (SDS),
since the summaries based on relative word frequencies proposed by (Luhn 1958) or the disagreement between humans when perceiving relevance detected by (Rath et al. 1961). During
a first period (50s – 70s), AS was applied mainly to scientific text using statistical techniques,
and the first commercial applications were developed (Pollock and Zamora 1975). During the
80s, symbolic AI techniques were used to summarize short texts, narrative and news trying to
model strategies used by humans. In the 90s some hybrid systems appeared mainly for news and
scientific text. In recent years, new tasks have been considered, such as headline generation or
Multi-Document Summarization (MDS) for different domain or scenario: news, law, medicine,
e-mail, web-pages, using hand-held devices and summarizing documents in different languages
or from different media. Many comparative studies can befound in the literature, among the
most comprehensive, (Paice 1990); (Zechner 1997); (Hovy and Marcu 1998); (Sparck-Jones
1999); (Tucker 1999), (Radev 2000); (Mani 2001); (Maybury and Mani 2001); and (Alonso et al.
2003).
As said in the introduction, task-based competitions are one of the most important forums
of discussion in the area. The TIPSTER Text Summarization Evaluation (SUMMAC) (Mani
et al. 1998) and especially the DUC contest (from 2001 until today) (DUC 2007) provide a
good overview of current AS systems. The Multilingual Summarization Evaluation (MSE)1 is
the special contest carried out to evaluate Arabic-English multilingual summarizers. Another
relevant AS contest is the one organized by the NTCIR Japanese Project (NTCIR 2006).
The structure of this chapter is as follows. First, Section 2.1 presents a classical processing
level perspective of AS, where several AS approaches are classified according to the level at
which texts are analyzed. The conclusion is that the predominant tendency in AS systems is to
integrate several techniques, then, a disjunct classification is difficult to establish. Section 2.2
presents new tendencies in AS from a multitask perspective. Recent state of the art multitask
summarizers are classified, taking into account the kind of tasks they are able to deal with.
Finally, in Section 2.3 the problem of evaluating summary quality is exposed.

2.1

Automatic Summarization from a classical perspective

There are several ways in which one can characterize different approaches to Text Summarization,
such as those proposed by (Hovy and Marcu 1998; Mani and Maybury 1999; Tucker 1999; Radev
2000; Maybury and Mani 2001; Mani 2001; Alonso and Castellón 2001). In this section, we use
(Mani and Maybury 1999)’s classification to describe the level at which several summarization
systems process texts. Based on this classification, automatic summarizers can be characterized as approaching the problem at the surface, entity, or discourse level. The simplest type
of summarizers are the ones classified at surface level, presented in Section 2.1.1. Entity level
1

http://projects.ldc.upenn.edu/MSE/ and http://research.microsoft.com/~lucyv/MSE2006.htm
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approaches are discussed in Section 2.1.2 and discourse level ones in Section 2.1.3.

2.1.1

Surface level

Surface-level approaches tend to represent information in terms of shallow linguistic features that
are then selectively combined together to yield a salience function used to extract information.
This kind of shallow features were first used by (Luhn 1958) and (Edmundson 1969). The first
one calculated sentence weights using the frequency of terms in the text and the second one
taking into account sentence position in text, words occurring in the title and heading and a list
of cue words.
Shallow linguistic features used in surface-level approaches can be classified as follows:
Term frequency statistics provide a thematic representation of text, assuming that important
sentences are the ones that contain words that occur frequently. The salience of a sentence
increases for each frequent word it contains, according to the frequencies of words in the text.
The assumption is that frequent content words indicate the discussed topic, usually, in this
process word stemming is used and stop words are filtered out. As said before, (Luhn 1958)
proposes to extract sentences which have the highest salience value, obtaining summaries with a
reasonable quality. Various frequency measures are also used by (Edmundson 1969; Kupiec et al.
1995; Teufel and Moens 1999; Hovy and Lin 1999). But the combination of word frequency with
other measures does not always produce an improvement, as shown by (Kupiec et al. 1995) and
(Teufel and Moens 1999). (Witbrock and Mittal 1999) obtain a statistical model to determine
the likelihood that each individual word in the text has to appear in the summary.
Location relies on the intuition that important sentences are located at pre-defined positions
in the text, usually genre-dependent. Instances of that assumption are the lead method and the
title-based method. The lead method consists of taking the first sentences to create an extractbased summary. The lead method often outperforms other methods, specially with newspapers
articles. The title-based method assumes that words in titles and headings are positively relevant to summarization. Some variants of the location method are used in (Baxendale 1958;
Edmundson 1969; Donlan 1980; Kupiec et al. 1995; Teufel and Moens 1997). A generalization
of location methods is the Optimum Position Policy (OPP) used by (Lin and Hovy 1997) in
their SUMMARIST system, where they exploit Machine Learning (ML) techniques to identify
the positions where relevant information is placed within different textual genres and domains.
Bias reflects the fact that the relevance of meaning units (sentences, clauses, etc.) is determined by the presence of terms from the title or headings, initial part of text, or user’s query.
On the one hand, (Kupiec et al. 1995; Teufel and Moens 1997; Hovy and Lin 1999) use those
words contained in the text’s title or headings. On the other hand, (Buckley and Cardie 1997;
Strzalkowski et al. 1999; Hovy and Lin 1999; Conroy and O’Leary 2001; Schlesinger et al. 2002)
use the words in user’s query to produce query-based summaries.

2.1
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Cue words and phrases are signals of relevance or irrelevance. They are typically metalinguistic markers (e.g., cues: ”in summary”, ”in conclusion”, ”our investigation”, ”the paper
describes”; or emphasizers: ”significantly”, ”important”, ”in particular”, ”hardly”, ”impossible”), as well as domain-specific bonus phrases and stigma terms. (Pollock and Zamora 1975)
propose an algorithm for sentence rejection rather than selection using a list of words and a sort
of marking system to decide whether a word or a phrase is an indicator for informativeness or
non-informativeness. Instead, (Kupiec et al. 1995) or (Teufel and Moens 1997) use a manually
built list of cue phrases. (Aone et al. 1997) detect such a list by gathering knowledge automatically from a corpus. The method started in (Teufel and Moens 1997) is expanded in (Teufel and
Moens 1999), exploiting cue phrases that denote multi-sentence rhetorical blocks of text instead
of single sentences.

2.1.2

Entity level

Entity-level approaches build an internal representation of the text to determine salience by modeling text entities (e.g., simple words, compound words, Named Entity (NE), terms), and their
relationships (including similarity; proximity; co-occurrence relatedness; thesaural relationships
among words; co-reference; and logical relations such as agreement, contradiction, entailment,
and logical consistency). The first entity-level approaches based on syntactic analysis appeared
in the early 1960s, (Climenson et al. 1961). Some of these approaches represent patterns of connectivity between entities in the text as a graph. Different granularities of graph nodes have been
implemented (sentences (Skorochod’ko 1972), paragraphs (Salton et al. 1994) or words/phrases
(Mani and Bloedorn 1997)). The underlying assumption is that highly connected nodes are
more likely to carry salient information.
Relations between entities used in the internal representation of the text to determine salience
include:
Similarity. Similarity between lexical units can be stated at different levels: orthographic
(i.e. units sharing a common stem); distributional (i.e. units occurring in similar contexts);
and semantic (i.e. units with a similar meaning). Many different approaches have been followed
for measuring similarities between words or other linguistic units, ranging from vectorial distributional word based methods to semantic based ones, see (Rodrı́guez 2003; Budanitsky and
Hirst 2006) surveys. (Myaeng and Jang 1999) use two similarity measures for determining if
a sentence belongs to the main content of the document: similarity between the sentence and
the rest of the document and similarity between the sentence and the title of the document.
Also, in NTT (Hirao et al. 2002; Hirao et al. 2003), and CENTRIFUSER (Kan et al. 2001), a
combination of similarity measures are applied.
Proximity. The distance between the text units where entities occur is a determining factor
for establishing relations between entities.
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Cohesion. Cohesion can be defined in terms of connectivity. Connectivity accounts for the
fact that important text units usually contain entities that are highly connected in some kind
of semantic structure. Cohesion can be approached by:
Word co-occurrence: words can be related if they occur in common contexts. Some applications are presented in (Baldwin and Morton 1998; McKeown et al. 1999). (Salton et al.
1997; Mitra et al. 1997) apply IR methods at the document level, treating paragraphs in
texts as documents are treated in a collection of documents. Using a traditional IR-based
method, a word similarity measure is used to determine the set Si of paragraphs that each
paragraph Pi is related to. After determining relatedness scores Si for each paragraph,
paragraphs with the largest Si scores are extracted.
In SUMMAC (Mani et al. 1998), in the context of query-based summarization, the Smartbased approach of Cornell University and SabIR, expands the original query, compares
the expanded query against paragraphs, and selects the top three paragraphs (max 25%
of original) that are most similar to the original query.
Local salience: important linguistic units are detected by a combination of grammatical,
syntactic, and contextual parameters (Boguraev and Kennedy 1997).
Lexical similarity: words can be related by thesaural relationships (synonymy, hypernymy,
meronymy relations). (Barzilay 1997) details a system where Lexical Chains are used,
based on (Morris and Hirst 1991). This line has also been applied to Spanish and Catalan,
relying on EuroWordNet relations between words (Fuentes and Rodrı́guez 2002; Fuentes
et al. 2004). The assumption is that important sentences are those that are crossed by
strong chains. This approach provides a partial account of texts, since it focuses mostly
on cohesive aspects. An integration of cohesion and coherence features of texts might
contribute to overcome this, as (Alonso and Fuentes 2002) point out.
Co-reference: referring expressions can be linked, and co-reference chains can be built with
co-referring expressions. Both Lexical Chains and Co-reference Chains can be priorised if
they contain words in a query (for query-based summaries) or in the title. In that case, the
preference imposed on chain usually is: query > title > document. (Bagga and Baldwin
1998; Azzam et al. 1999) use co-reference chains for summarization. (Baldwin and Morton
1998) exploit co-reference chains specifically for query-sensitive summarization.
The connectedness method (Mani and Bloedorn 1999) represents text with graphs in which
words in the text are the nodes, and arcs represent adjacency, grammatical, co-reference,
and lexical similarity-based relations.
Logical relations. Some example of this sort of relations are: agreement, contradiction, entailment, and logical consistency. (Hahn and Reimer 1999) present an approach to text summarization based on knowledge representation structures. A set of salience operators, grounded
in the semantics of a terminological logic, are described and applied to knowledge databases in
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order to identify concepts, properties, and relationships playing a relevant role in the text. More
recently, (Lacatusu et al. 2006) propose to use Textual Entailment (TE), i.e. whether a text
logically entails a summary, to better recognize relevant information across documents.
Meaning representation-based relations. An example of the relations to be established
is predicate-argument, between entities in the text. (Baldwin and Morton 1998) system uses
argument detection in order to resolve co-reference between the query and the text for performing summarization. (McKeown et al. 1999) use an algorithm to compare predicate argument
structures of the phrases within each theme.

2.1.3

Discourse level

Discourse-level approaches model the global structure of the text, and its relation to communicative goals. Traditionally, two main properties have been distinguished in the discursive
structure of a source text: cohesion and coherence. As defined by (Halliday and Hasan 1976),
while cohesion tries to account for relationships among the elements of a text, coherence is
represented in terms of relations between text segments, such as elaboration, cause or explanation. Thus, coherence defines the macro-level semantic structure of a connected discourse, while
cohesion creates connectedness in a non-structural manner. In fact, approaches classified at
discourse-level exploit text coherence by modeling discourse relations using different sources of
evidence (document, topic, rhetorical, or narrative structure). (Correira 1980) implemented the
first discourse-based approach based on story grammars (van Dijk and Kintsch 1978; vanDijk
1980).
Text coherence allows exploiting the following sources of evidence:
Format of the document (e.g., hypertext markup, document outlines) or layout (sections,
chapters, etc.).
Threads of topics can be revealed in the text. An example of this is SUMMARIST, which
applies Topic Identification (Hovy and Lin 1999; Lin and Hovy 2000). Topic Identification
in SUMMARIST implies previous acquisition of Topic Signatures (that can be automatically
learned). A Topic Signature is a set of weighted terms that characterize a topic. Then, given a
text span, it is determined whether it belongs to a topic characterized by its signature. Topic
Identification, then, includes text segmentation and comparison of text spans with existing Topic
Signatures. Identified topics are fused during the interpretation of the process. Fused topics are
then expressed in new terms. Other systems that use Topic Signatures are (Boros et al. 2001)
and MEAD (Radev et al. 2000; Radev et al. 2001; Otterbacher et al. 2002). These systems
assign a topic to each sentence in the text in order to create clusters to select the sentences to
appear in the final summary avoiding redundancy. (Harabagiu and Lacatusu 2005) have recently
extended the sets of weighted terms of Topic Signatures to include not only terms but related
pairs of terms.
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Rhetorical Structure of the text, representing argumentation or narrative structure. The
main idea is that the coherence structure of a text can be constructed, so that the ’centrality’
of the textual units in this structure will reflect their importance. A tree-like representation of
texts is proposed by the Rhetorical Structure Theory (Mann and Thompson 1988). (Ono et al.
1994; Marcu 1997a) use this kind of discourse representation in order to determine the most
important textual units. They propose an approach to rhetorical parsing by discourse markers
and semantic similarities in order to hypothesize rhetorical relations. These hypotheses are used
to derive a valid discourse representation of the original text.

2.1.4

Combined Systems

The predominant tendency in current systems is to integrate more than one of the techniques
mentioned so far. Integration is a complex matter, but it seems the appropriate way to deal
with the complexity of textual objects. Some examples of combination of different techniques
are: (Kupiec et al. 1995; Teufel and Moens 2002; Hovy and Lin 1999; Mani and Bloedorn 1999)
where title-based methods are combined with cue-location, position, and term frequency based
methods.
As the field progresses, summarization systems tend to use more and deeper knowledge.
For example, Information Extraction (IE) techniques are becoming widely used. Therefore,
many systems do not rely any more in a single indicator of relevance or coherence, but take
into account as many of them as possible. So, the tendency is that heterogeneous kinds of
knowledge are merged in increasingly enriched representations of the source text(s). These
enriched representations allow for adaptability of the final summary to new summarization
challenges, such as MDS multilingual and even multimedia summarization. In addition, such a
rich representation of text is a step forward towards generation or, at least, pseudo-generation
by combining fragments of the original text. Good examples of the latter are (McKeown et al.
2002; Lin and Hovy 2002; Daumé III et al. 2002; Lal and Rueger 2002; Harabagiu and Lacatusu
2002), among others.

2.2

Automatic Summarization from a Multitask perspective

In this section the newest tendencies on AS research are presented from a multitask perspective.
The different tasks proposed in the DUC contest are taken as a departure point to survey the
techniques used by different systems and groups. Section 2.2.1 presents a brief description of
the tasks proposed in DUC, while Section 2.2.2 proposes a classification with respect to one of
the tasks that most groups tackle.

2.2

Automatic Summarization from a Multitask perspective
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DUC Summarization tasks

As said previously, DUC has become the main international forum of discussion in the area of
AS, with extensive evaluations carried out in several tasks since its first edition in 2001. This
section briefly describes each task.
In each DUC edition, several aspects of the performance of the participant summarizers,
working in the same conditions, are compared. There is no doubt that DUC contests have
contributed to the development of AS systems. However, these contests are not free of critics.
The main criticism is that DUC requirements are constantly changing and therefore do not allow
the community research continuity.
During the two first editions of DUC contests (DUC 2001 and 2002), the summarization tasks were mainly two. A first task was the fully automatic summarization of a single
newswire/newspaper document in 100 words (SDS), while the other consisted in producing single summaries given multiple newswire/newspaper documents on the same subject (MDS), with
different lengths (400, 200, 100, 50 words in DUC 2001, and 200, 100, 50, 10 words in DUC
2002).
In DUC 2003, three of the four proposed tasks were new. The first task was Headline
Generation (HG), consisting in producing a very short, 10-word, summary from a single document. This task was similar to one of the MDS summaries in DUC 2002, also of 10-word length
and with the form of a headline. Due to the specific difficulties associated to this task in 2002,
a specific task was created in 2003 to study the problem of strong compression.
The second task in 2003 was mainly the MDS task of previous DUC contests, to produce
short (100-word) summaries focused on events. The third task consisted in, given a cluster of
documents, producing short summaries focused on viewpoints. The viewpoint description was
supposed to be a Natural Language string no larger than a sentence. It described the important
facet(s) of the cluster the NIST assessor had decided to include in the short summary. These
facets were represented in at least all but one of the documents in the cluster. Finally, given each
document cluster, a question, and the set of sentences in each document deemed relevant to the
question, the fourth task consisted in the creation of short summaries of the cluster answering
that question.
In DUC 2004, two new crosslingual tasks were proposed for Arabic and English: very short
crosslingual single-document summaries and short crosslingual multi-document summaries by
cluster. For each task, two runs were submitted by participant. In the first run one or more automatic English translations were used, while in the second one only a manual English translation
of each document was used.
In DUC 2005 only one new task was proposed: to synthesize, from a set of 25-50 documents,
a brief, well-organized, fluent answer to a need for information that cannot be met by just stating
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a name, date, quantity, etc. This task models real-world complex question answering and was
suggested by (Amigó et al. 2004). The main difference between DUC 2005 and DUC 2006 was
that in 2006 there was not indication about the granularity (specific, generic) of the desired
answer, and that the questions had to be answered using less information (less documents).
In DUC 2007 two independent tasks were proposed. The main task is the same question
answering task of DUC 2006. The second is a pilot task called the update task. This new
task consists in producing short (100-word) multi-document update (just-the-news) summaries
of newswire articles, under the assumption that the user has already read earlier information
on the topic or event the articles deal with. The purpose of each update summary is to inform
the reader of new information about a particular topic. The topics and documents for the
update pilot task are a subset of those for the main DUC task. For each topic, documents
are ordered chronologically and then partitioned into 3 sets, A-B-C, where the time stamps on
all the documents in each set are ordered such that time(A) < time(B) < time(C). There are
approximately 10 documents in Set A, 8 in Set B, and 7 in Set C.

2.2.2

Automatic Summarization Multitask classification

Initially the AS task was reduced to textual, monolingual, SDS. But it has evolved for covering
currently a wide spectrum of summarization tasks that can be classified in several dimensions,
among others: extracting vs abstracting, generic vs query-focused, restricted vs unrestricted
domain, textual vs multimedia, SDS vs MDS, monolingual vs multilingual.
The aim of this section is to propose a generic classification of summarization tasks to
reflect the research carried out in the development of systems to solve some relevant AS tasks.
Figure 2.1 graphically reflects this distribution. For instance, the initial work in query-focused
summarization consisted in summarizing the content of a single document to help in the detection
of relevant documents when dealing with large amounts of documents, World Wide Web search
engines are a good example of such systems. However, motivated by the recent DUC contest
task, different techniques have been applied to MDS in order to give answer to a user need, some
of which use QA systems. With respect to the language, although initially most of the work
was related with single language SDS, several systems were recently applied to summarize a set
of documents from different languages, some of the documents being automatic MT outputs. A
MT document can be considered as ill-formed text, just as e-mails, graphics, images, multimedia,
ASR or OCR output, among others. So, in Figure 2.1 it can be observed that with the exception
of crosslingual summarization, until now, most of the research in summarizing ill-formed text
documents involves summarizing a single document.
The tendency in recent years is to adapt the same AS approach to different tasks. As
a result, there are several systems considered multitasking summarizers. More or less effort is
needed when adapting a system originally designed for a specific summarization task, depending
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Figure 2.1: A summarization multitask classification.

not only in the tools and techniques used, but also on the characteristics of the new task.
In some cases, minimal modifications are needed: That is the case of the work proposed by
(Mihalcea and Tarau 2005), where a language independent SDS is used for MDS. However,
many more modifications are needed when moving from Text Summarization (TS) tasks to
Speech Summarization (SS) ones (Christensen et al. 2004; McKeown et al. 2005).
Another good example of an adapted system is the SumUM, originally developed by (Saggion and Lapalme 2002) to produce short automatic abstracts of long scientific and technical
documents, which has been adapted to different tasks. In the first place, it was adapted by
the Montreal University to face DUC 2002 SDS task (Farzindar et al. 2002), which implied a
different domain, with documents of different genre and to produce shorter summaries. The
following year, a new version (Farzindar and Lapalme 2003) was evaluated in the DUC 2003
MDS, focused by event task and to answer a question. After that, the SumUM system also
evolved at Sheffield University. Same components were used to develop a centroid-based summarization system for DUC 2004 (Saggion and Gaizauskas 2004), a crosslingual summarization
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system (Saggion 2005a), and a query-focused MDS (Saggion 2005b) one.
(Daumé III and Marcu 2006) adapted a query-focus MDS summarizer to a generic MDS one
with the possibility of summarizing utomatically translated documents.
In Figure 2.1, tasks proposed in DUC or other international contests are represented by an
oval shape, while rectangular shapes are used for the rest of the AS tasks. Each one of this
specific tasks will be addressed below, we also present some example of the techniques used by
the state-of-art AS systems to solve each task. At the end of this section some of the systems
adapted to solve several DUC tasks are presented and some on-line summarizers are listed.

Single Document Summarization
Although some work on summarizing ill-formed text has been recently carried out, as exemplified
in the Spontaneous Speech Summarization task description, this Section synthesizes the large
amount of techniques applied to solve textual SDS. Among them, using cohesion properties:
lexical chains, (Barzilay 1997; Brunn et al. 2001a), co-reference chains, (Baldwin and Morton
1998); topic identification: (Hovy and Lin 1999); document rhetorical structure: (Marcu 1997b;
Alonso 2005); alignment techniques: (Banko et al. 1999); similarity and divergence measures,
as Maximal Marginal Relevance (MMR), (Carbonell and Goldstein 1998); statistical models,
as Bayesian models, (Schlesinger and Baker 2001), Hidden Markov Models (HMM), (Conroy
et al. 2001), Logistic Regression, (Conroy et al. 2001), Latent Semantic Analysis (LSA), (Gong
and Liu 2001; Steinberger and Jezek 2004; Steinberger et al. 2005), Random Indexing, (Hassel
and Sjöbergh 2006); Machine Learning approaches, including Decision Tree (DT) and Inductive
Logic Programing (ILP), (Knight and Marcu 2000; Tzoukermann et al. 2001). ML has been
used mainly for two purposes: classifying a sentence from a source text into relevant or nonrelevant (Kupiec et al. 1995; Aone et al. 1998; Mani and Bloedorn 1998; Lin 1999; Hirao
et al. 2002) and transforming a source sentence considered relevant into a summary sentence
(Jing and McKeown 2000; Knight and Marcu 2000; Harabagiu and Lacatusu 2002). Sentence
reduction has also been applied, (Jing 2000); as well as IE techniques, (Kan and McKeown 1999);
graph-based algorithms: (Erkan and Radev 2004; Mihalcea and Tarau 2005); or combinations of
several techniques (Kraaij et al. 2001; Muresan et al. 2001; Alonso and Fuentes 2002).

Headline Generation
One of the last challenging AS tasks is Headline Generation (HG), also known as ultrasummarization. A headline is a highly concise representation of the most relevant points contained in
a document. It can consist of a sentence, either extracted from the document or automatically
generated, or, sometimes, of a list of relevant terms. The main characteristic of a headline
is its extremely small length (usually between 5 and 10 words). So, in the case of extractive
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HG, an aggressive condensation of the extracted sentence(s) has to be performed. Most of the
techniques applied to SDS have been applied as well to HG. We can find systems ranking from
purely statistical approaches to systems including different NLP tasks. However, three main
subtasks are present in most HG systems:
1. Identification of words signaling relevance. Schiffman et al. (2001) face the identification of
importance-signaling words, considering as key issues the lead property (words occurring
more frequently in the lead sentences of documents), the specificity of the verbs and the
use of “Concept Sets” derived from WordNet (Fellbaum 1998) instead of words. Kraaij
et al. (2002) aim to identify the most informative topical Noun Phrase (NP) (for a cluster
of documents). Sentences are ranked by a hybrid model that merges i) a unigram language
model, mixing cluster and document models, for scoring sentences and ii) a Bayesian model
on content features like cue phrases, position, length, etc. A Trigger Word Pool is built
from the ranked sentences and the most salient trigger word is selected. Then, all maximal
NPs containing the trigger word are found, and the one in the highest ranked sentence is
taken as a headline. Daumé III et al. (2002) go beyond words or NP and perform a full
parsing of the document to identify the main entities and their relations, from which the
headline is built. Zajic et al. (2002) use a Noisy Channel Model (NCM), implemented by
means of a HMM, for selecting a stream of headline words from a stream of story words.
The first is modeled by a bigram language model and the latter by a unigram one. The
headline is generated by a simple Viterbi decoder constrained by the model. A set of
penalty constraints (length, position, gap and string) has been added for improving the
quality of the headlines.
2. Combination of the results proposed by simpler individual methods. Lin (1999) uses a
simple linear combination schemata with weights empirically set, while Aone et al. (1997)
use DT and Nobata et al. (2001) consider different variants of 4 scoring functions (sentence
position, sentence length, term frequency and distance to the title or headline). The final
score of each sentence is computed by a linear combination of the individual scores. MEAD
(Erkan and Radev 2004) selects one sentence as summary taking into account features such
as centroid, position and length.
3. Compression or simplification of the extracted sentences. Knight and Marcu (2000) face
the problem of sentence compression as the translation of a sentence from a source language (full text) to a target language (summary), two different approaches are followed:
a NCM and a DT. Alternatively, Lal and Rueger (2002) employ lexical simplification and
addition of background knowledge for modifying the initial summaries. TOPIARY (Zajic
et al. 2004) uses a sentence compression parse tree approach (Dorr et al. 2003). The sentence compression is combined with the Unsupervised Topic Discovery (UTD), statistical
approach to associate meaningful topic descriptors to headlines.
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Multi-Document Summarization
MDS is one of the major challenges in current summarization systems. Interest in this area
started with the increasing amount of on-line information. The World Wide Web is the most
important source of on-line information.
The generic MDS task consists in producing a single summary of a collection of documents
dealing with the same topic. This research area has been greatly shaped by the corresponding
DUC task. Therefore, it has mainly focused in collections of news articles with a given topic.
Remarkable progresses have been achieved in avoiding redundancy, at the beginning mainly
based on the MMR proposed by Carbonell and Goldstein (1998).
Compared with SDS, new problems arise when dealing with MDS: lower compression factors
implying more aggressive condensation, anti-redundancy measures, temporal dimension, more
challenging coreference task (inter-document), etc. Clustering of similar documents is another
new problem to be solved (Carbonell and Goldstein 1998; Radev et al. 2000; Hatzivassiloglou
et al. 2001; McKeown et al. 2001). Selecting the most relevant fragments from each cluster
and assuring coherence of the summaries coming from different documents are other important
problems, currently under development in MDS systems.
Understanding of texts seems a desirable way of producing quality summaries. IE techniques
have been applied for very restricted domains (McKeown and Radev 1995). However, systems
tend to incorporate IE modules that perform a partial understanding of text, either by modeling
the typical context of relevant pieces of information (Lal and Rueger 2002; Kan and McKeown
1999), or by applying general templates to find, organize and use the typical content of a kind of
text or event (Harabagiu and Lacatusu 2002; Daumé III et al. 2002). This use of IE techniques
produces very good results, as is reflected in the high ranking obtained by Harabagiu and
Lacatusu (2002) in DUC 2002. Lin and Hovy (2002) use a combination of deeper knowledge
with surface clues that seems to yield good results too.
Interesting levels of performance are also obtained applying different statistical techniques.
The CLASSY system, proposed by Conroy et al. (2004), uses a HMM sentence selection approach with summary and non-summary states, co-reference resolution and sentence simplification. Saggion and Gaizauskas (2004) propose a centroid-based system where the relevance of
each sentence is measured by determining the similarity to the cluster’s centroid, similarity to
the document lead and absolute position; a shallow redundancy detection approach, based on
n-grams, is used.
The MEAD system (Radev et al. 2004; Erkan and Radev 2004) uses a graph-based algorithm to rank documents according to a linear combination of features including centroid,
position and first-sentence overlap. While MEAD for MDS uses the graph-based algorithm in
conjunction with other extractive summarization techniques, Mihalcea and Tarau (2005) use a
graph-based algorithm alone, to summarize Single and Multiple documents. This last approach
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uses a PageRank algorithm to score the nodes achieving state-of-the-art results in MDS.
As an example of a system based on ML techniques, (Hirao et al. 2003) present a similar
approach to the one applied for SDS by (Ishikawa et al. 2002). Thus, an Support Vector
Machine (SVM) is trained on SDS data and used to rank all the sentences from a document
collection.
(Zha 2002) proposes a method for simultaneous keyphrase extraction and generic text summarization to summarize news articles and news broadcast transcripts. Documents are modeled
as weighted bipartite graphs; clustering algorithms are used for partitioning sentences into topical groups. Mutual Reinforcement Learning (MRL) is used to score keyphrases or sentences
from each topical group.
Query-focused Summarization
uery-focused summarization tasks are related with a specific information need expressed by the
user. This need is usually expressed by a natural language query or, as in World Wide Web
search engines, by a list of keywords. This kind of tasks are also known as user-focused or
query-driven summarization, in contrast to generic or unbiased summarization, which is textdriven. As said in Section 1.1.1 for this task, the output summary content should be focused on
the specification of the user’s information need, in contrast to unbiased summarization, which
should include all relevant topics.
Several works have been carried out in SDS, especially to help users detect relevant documents among large quantities of documents. A well-known example of that are Google snippets
(small pieces of text that are indicative of the content of a certain link to a website). However,
we are more interested in the work produced recently to solve query-focused MDS tasks.
An important step in the generation of query-focused summaries is the selection and ranking
of candidate sentences. The procedures taken by most of the systems participating in the last
DUC 2005 and DUC 2006 competitions combine two different kinds of metrics: one that identifies
the saliency of a sentence inside a document, and another one that identifies the similarity of
each sentence to the query. Some common techniques for both metrics are the following:
1. To identify salient sentences, it is possible to estimate the probability that a term appears
in the summary by studying the term frequency in the document cluster (Nenkova and
Vanderwende 2005), by an approximate oracle score (Conroy et al. 2006) or by using
Bayesian approaches (Daumé III and Marcu 2005; Daumé III 2006). (Fisher and Roark
2006) train a perceptron on DUC 2001 and DUC 2002 MDS data (using ROUGE as the
scoring function) to rank sentences. Other techniques are the use of centrality metrics and
graph-based algorithms.
2. To identify the similarity between the query and each sentence, common procedures are
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the use of tree similarity (Schilder and McInnes 2006), QA systems (Fuentes et al. 2005;
S. Blair-Goldensohn 2006; Lacatusu et al. 2006; Molla and S. 2006) or the vector space
model, possibly extended with query expansion (Alfonseca et al. 2006), syntactic and
semantic relations (Lacatusu et al. 2006) or LSA and other kinds of semantic resources
(Miller 2003; Jagadeesh et al. 2005; Hachey et al. 2005). As said before, (Fisher and Roark
2006) train a perceptron to rank sentences. Moreover, a second perceptron is trained on
DUC 2005 to re-rank sentences taking the query into consideration.
The best system in DUC 2006 responsiveness measures, and one of the best scored in linguistic aspects, GISTexter (Lacatusu et al. 2006), combines multiple strategies for question
decomposition and summary generation. In a first step, complex questions are decomposed
into a set of simpler ones. The Question Processing module proceeds in three steps: keyword
extraction, syntactic decomposition and semantic decomposition. The output of each of these
three question decomposition strategies is sent to a QA system (Harabagiu et al. 2005) and to
a MDS system, generating six candidate summaries for each complex question. Next, a textual
entailmentt system is used in order to select the best candidate summary with respect to the
complex question. The Modified Pyramid score (Passonneau et al. 2005) is used to score each
summary.
Multilingual and Crosslingual Summarization
Regarding language coverage, systems can be classified as monolingual, multilingual, and crosslingual (a similar classification is commonly used in IR systems). Monolingual summarization systems deal with only one language for both the input document and the summary. In the case of
multilingual systems, input and output languages are also the same but in this case the system
can cover several languages. Crosslingual systems are able to process input documents in several
languages, producing summaries also in different languages.
The main additional difficulty when dealing with multilinguality is to have the adequate
language-dependent resources and tools. A more complex challenge is crosslinguality. There are
examples of single document crosslingual summarizers, implying a certain amount of translation,
possibly automatic, either on the input text or on the summary. Since the quality of MT is not
yet good enough, it can be considered that crosslingual systems based on MT are processing
ill-formed text. Nevertheless, most crosslingual summarizers are multi-document. In this case a
lot of problems specific of translinguality arise. Measures of similarity between documents and
passages in different languages, for identifying relations or for clustering, have to be envisaged.
Similarity between lexical units (words, NEs, multiword terms) belonging to different languages,
have to be computed as well.
Most multilingual systems follow statistical or ML approaches trying to be language independent. When linguistic information is used, specific processors and resources are needed for each
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language and appropriate wrappers have to be built for a proper interaction between system
components.
The best known multilingual summarization system is SUMMARIST (Hovy and Lin 1999).
The system extracts sentences in a variety of languages (English, Spanish, Japanese, etc.) and
translates the resulting summaries. SUMMARIST proceeds in three steps: topic identification,
interpretation, and summary extraction. In order to face multilingual problems, the knowledge
sources involved have to be as language independent as possible. In the case of SUMMARIST,
sets of Topic Signatures have to be obtained for all the languages involved, using the same
procedures. The segmentation procedure is also language independent. The accuracy of the
resulting summaries depends heavily on the quality of the translations.
As has been said before, a more challenging issue is crosslingual multi-document. Basically,
three main problems have to be addressed: 1) clustering of multilingual documents, 2) measuring the distance (or similarity) between multilingual units (documents, paragraphs, sentences,
terms), and 3) automatic translation of documents or summaries. Most systems differ on the
way they face these problems, the order of performance and the granularity of the units they
deal with.
(Evans and Klavans 2003) present a platform for multilingual news summarization that
extends Columbia’s Newsblaster system (McKeown et al. 2002). The system adds a new
component, translation, to the original six major modules: crawling, extraction, clustering,
summarization, classification and web page generation, that have been, in turn, modified to allow multilinguality (language identification, different character encoding, language idiosyncrasy,
etc.). In this system, multilingual documents are translated into English before clustering, so
that clustering is performed only on English texts. Translation is carried out at two levels. A
low quality translation is usually enough for clustering purposes and assessing the relevance of
the sentences, that’s why a simple and fast technique is applied for glossing the input documents
prior to clustering. In a second step, a translation of higher quality (using Altavista’s Babelfish
interface to Systran) is performed only over fragments selected to be part of the summary.
The system takes also into account the possible degradation of the input texts as a result of
the translation process, since most of the sentences resulting from this process are simply not
grammatically correct.
(Chen et al. 2003) consider three possibilities for scheduling the basic steps of document
translation and clustering:
1. Translation before document clustering (as in Columbia’s system), named one-phase strategy. As a result, this model clusters directly multiple documents in many languages,
resulting in multilingual clusters.
2. Translation after document clustering, named two-phase strategy. This model clusters
documents in each language separately and merges the results of clustering.
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3. Translation deferred to sentence clustering. First, monolingual clustering is performed at
document level. All the documents in each cluster refer to the same event in a specific
language. Then, for generating the extracted summary of an event, all the clusters referring
to this event are taken into account. Similar sentences of these multilingual clusters are
clustered together, now at sentence level. Finally, a representative sentence is chosen from
each cluster and translated if needed.

The accuracy of this process depends basically on the form of computing the similarity
between different multilingual units. Several forms of such functions are presented and empirially
evaluated by the authors. These measures are multilingual extensions of a baseline monolingual
similarity measure. Sentences are represented as bags of words, only nouns and verbs are taken
into account. The similarity measure is a function of the number of (approximate) matches
between words and of the size of the bags. The matching function in the baseline reduces,
except for NE, to the identity. In the multilingual variants of the formula, a bilingual dictionary
is used as a knowledge source for computing this match. Despite of its simplicity, the positionfree measure (the simplest one) seems to be the most accurate among the studied alternatives.
In this approach the translations of all the words of the bag are collected and the similarity is
computed as in the baseline. All the other alternatives constrain possible mappings between
words in different ways, using different greedy strategies. The results of constraining mappings
are, in all the cases, worse.
The two-phase strategy outperforms the one-phase strategy in the experiments. The third
strategy, deferring the translation to sentence clustering, seems to be the most promising.
A system following this approach, covering English and Chinese, is presented in (Chen and
Lin 2000). The main components of the system are a set of monolingual news clusterers, a
unique multilingual news clusterer and a news summarizer. A central issue of the system is the
definition and identification of meaningful units as the base for comparison. For English, these
units can be reduced to sentences, but for Chinese the identification of units and the associated
segmentation of the text can be a difficult task. Another important issue of the system (general
for systems covering distant languages or different encoding schemata) is the need of a robust
transliteration of names (or words not occurring in the bilingual dictionary) to assure an accurate
match.
In the DUC 2004 context, to produce very short crosslingual single-document summaries, the
LAKHAS system (Douzidia and Lapalme 2004) summarizes from Arabic documents and then
translates. This system scores sentences taking into account the following information: lead,
title, cue and Term Frequency Inverse Document Frequency (TFIDF). A sentence is reduced by
name substitution, word and phrase removal.
Since the MSE contest started, several MDS approaches have been adapted to deal with
crosslingual MDS. The techniques are similar to the ones used for MDS: based on clustering
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(Siddhartan and Evans 2005; Dalli et al. 2006),based on a Bayesian model (Daumé III and
Marcu 2006), centroid-based where the relevance of each sentence is measured by determining
the similarity to the cluster’s centroid (Saggion and Gaizauskas 2004; Saggion 2005a). As a ML
approach, (Roark and Fisher 2005) use SVM.The MEAD system (Radev et al. 2004; Erkan
and Radev 2004) uses a linear combination of features, which include centroid, position and
first-sentence overlap. In a similar direction, (Wei et al. 2006) also use a graph-based ranking
algorithm, but in this case nodes are scored using a PageRank algorithm. CLASSY (Conroy
et al. 2005) uses a HMM for the initial score and sentence selection, while in (Conroy et al.
2006) this score is substituted by an approximate oracle score. Using a Bayesian approach,
(Daumé III and Marcu 2006) model a document as a mixture of three components: a general
English component, a query-specific component and a document-specific component. Sentences
in a document are assigned as a continuous probability distribution of being drawn from each
component. For this task, an empty string was used as query.

Speech Summarization
With the increasing importance of human-machine interaction, speech, as the most natural way
of human communication, has become the core of many NLP applications. As said in Chapter 1,
AS is of help in digesting the increasing amounts of information that reach us every day. Thus, it
seems clear that the combination of speech and summarization, SS, will improve the interaction
between humans and computers.
Leaving aside problems intrinsic to AS, the main difficulty when summarizing oral input is
that the performance of ASRs is still far from perfect, and so words are often recognized wrongly
(e.g.: gate by Kate), thus misleading all subsequent linguistic processing. Another specific
problem is the lack of punctuation, capitalization and typographic information making more
difficult all the NLP analysis, such as text segmentation, Named Entity Recognition (NER) or
syntactic analysis, among others. (Zechner 2001) presents an excellent analysis of these specific
problems.
As said before, extracting a summary from an input text means identifying and selecting the
most relevant parts of the text, the most relevant Textual Unit (TU)s. Deciding which units
are more relevant than others requires measuring the relevance of the concept represented by
each of the units with respect to the set of concepts described in the whole text. However,
output from ASR systems does not usually include any kind of segmentation of the recognized
text into meaningful units (e.g. phrase chunks, clauses, sentences). Therefore, in order to deal
with transcriptions, producing such a segmentation is a subtask of the summarization system.
Statistical or ML techniques have been applied to segment dialogues into Semantic Dialogue
Units or partial sentences, with or without syntactic structure. There also exists some work in
monolog segmentation.
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Most of SS applications have focused on Broadcast News (Jing and Hauptmann 2000; Hori
et al. 2002; Stokes et al. 2004; Christensen et al. 2004; McKeown et al. 2005). Broadcast News
are typically read aloud from a text. The performance of ASRs is better in read text, and the
linguistic register is closer to the typical input of automatic summarizers, written text.
To produce headlines for news programs, (Jing and Hauptmann 2000) used lexical extraction
methods, (Stokes et al. 2004) used lexical chains, and (Hori et al. 2002) used statistical methods
to identify summary words. Such methods are all limited by the quality of the automatic
transcription. To solve this problem, (McKeown et al. 2005) propose a two-level approach:
first, domain specific aspects of newscasts are detected, second, portions of news stories are
extracted to serve as a summary. Thus, newscasts can be searched or browsed, to locate stories
of interest, and the user can ask for a summary of these stories. (Christensen et al. 2004) show
that classical text summarization features are portable to the broadcast news domain. Almost
all the techniques used to summarize broadcast news use lexical features derived from human
or ASR transcripts features; in contrast (Ohtake et al. 2003) only use prosodic features, and
(Maskey and Hirschberg 2006) exploit acoustic and prosodic features to train and test a HMM.
Besides the application to Broadcast News, Speech Summarization is also useful, for example, to grasp the main idea of political speeches or scientific conference presentations and to
quickly review corporate meetings. In these cases, the problems of automatic speech recognition
must be added to the problems caused by the fact that the linguistic register is very different
from standard, written text: utterances are often ungrammatical or ill-formed (they contain
disfluencies, repairs, or unfinished sentences), information tends to be more redundant than in
written text. Despite these difficulties, there is some work on summarizing voice mail (Koumpis
and Renals 2000; Koumpis and Renals 2005) utilizing prosodic features.
With respect to oral presentations, current work tends to be based on one single document,
the speech transcript, (Kikuchi et al. 2003; Hirohata et al. 2005; Chatain et al. 2006), although
some other work focuses on directly summarizing the speech signal of lectures (Hori et al. 2003).
In this approach, recognition and summarization components are combined into a single finite
state transducer.
Another spontaneous speech task is summarizing conversational speech, which is substantially different to text summarization. (Zechner 2002) summarizes spoken multiparty dialogues
using MMR, including automatic speech disfluency removal, sentence boundary marking and
question-answer pair detection. (Murray et al. 2005) investigate the use of several approaches:
MMR, LSA, as well as a prosodic and lexical feature-based approach. (Zhu and Penn 2006) show
that using more features incrementally improves the performance of summarization. In addition
to using prosodic features, (Murray et al. 2006) examine the use of speech-specific characteristics such as discourse cues, speaker activity and listener feedback. In a recent work, (Galley
2006) presents different approaches for ranking by importance all utterances in a sequence using
Conditional Random Fields (CRF).
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Examples of Multitask Summarizers
With the aim of synthesizing the multitask summarization research, Table 2.1 presents several
systems from different research groups that have been adapted to different tasks, taken from
the DUC and MSE participants. The content presented in the table is as follows: In the first
column, systems and research groups are identified. The rest of the columns present references
related with a specific task from a specific contest. The HG task was evaluated in DUC 2002 for
MDS and in DUC 2003 and 2004 for SDS. The MDS was evaluated in DUC 2002 and 2003 with
well written text and in 2004 automatic MT output was included. Crosslingual evaluations were
carried out in DUC 2004 and MSE 2005 and 2006. And the first query-focused summarization
task was proposed in DUC 2004. While in DUC 2004 the summary should give answer to a
“Who is X” question, in DUC 2005 and 2006 the query was a complex question.

Examples of on-line Summarizers
Table 2.2 lists some on-line or downloadable systems2 , both commercial and academic. For
each system some information about the language and the task is provided, as well as the url
were it can be found. The systems are mainly for SDS or MDS tasks, some of them potentially
multilingual.

2.3

Automatic Summarization Evaluation

As said in Section 1.1.2 the evaluation of difficult NLP tasks, such AS, MT or QA has become
a critical issue. The most important difficulty is that there is no single right output to any of
this kind of NLP task. Extensive evaluations have been carried out as early as the 1960’s (e.g.
Edmundson 1969). The achieved human evaluator agreement is usually very low. Evaluation
of summaries is a major issue, because objective judgments are needed to assess the progress
achieved by different approaches. (Mani 2001) provides a clear picture in summary evaluation,
both with human judges and by automated metrics, with a special emphasis on content-based
metrics. There seems to be a general agreement on the fact that summaries are so task and
genre specific, and so user oriented, that it doesn’t exist a single evaluation method to cover all
summarization tasks. Moreover, evaluation measures used until today are still under question.
An extensive investigation on the automatic evaluation of automatic summaries was carried
out in a six-week workshop at Johns Hopkins University (Radev et al. 2002), where different
evaluation metrics were proposed and the MEAD evaluation toolkit was developed. This tool
consists of a large variety of evaluation metrics, including co-selection (precision, recall, Fmeasure, Kappa), content-based metrics (cosine, binary cosine, longest common subsequence,
2

Site addresses valid at 6th June 2007.
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System
Group
CLASSY
IDA
DEMS-MG
Columbia

HG
DUC02,03,04

Harabagiu and Lacatusu 2002
Lacatusu et al. 2003

Daumé III and Marcu 2004
Angheluta et al. 2002
Angheluta et al. 2003
Angheluta et al. 2004
Otterbacher et al. 2002

Marcu et al. 2002

KULeuven

Erkan and Radev 2004
Lin and Hovy 2002
Zhou and Hovy 2003

GISTexter
LCC’s
GLEANS
ISI
Marcu et al.

MEAD
UMichigan
NeATS
ISI
Hovy et al.
OGI/OHSU

SumUM
USheffield
UAM

Alfonseca and Rodrı́guez 2003
Alfonseca et al. 2004

MDS
DUC02,03,04
Schlesinger et al. 2002
Dunlavy et al. 2003
Conroy et al. 2004
McKeown et al. 2002
Nenkova et al. 2003
Blair-Goldensohn et al. 2004
Harabagiu and Lacatusu 2002
Lacatusu et al. 2003
Lacatusu et al. 2004
Marcu et al. 2002
Daumé III and Marcu 2004
Angheluta et al. 2002
Angheluta et al. 2003
Angheluta et al. 2004
Otterbacher et al. 2002
Radev et al. 2003
Erkan and Radev 2004
Lin and Hovy 2002

Farzindar and Lapalme 2003

Crosslingual
DUC04, MSE05,06
Conroy et al. 2004
Conroy et al. 2005
Conroy et al. 2006
Blair-Goldensohn et al. 2004
Siddhartan and Evans 2005
Lacatusu et al. 2004

Daumé III and Marcu 2005

qMDS
DUC04,05,06
Conroy et al. 2004
Conroy et al. 2005
Conroy et al. 2006
Blair-Goldensohn et al. 2004
Blair-Goldensohn 2005
S. Blair-Goldensohn 2006
Lacatusu et al. 2003
Lacatusu et al. 2005
Lacatusu et al. 2006

Daumé III and Marcu 2006

Angheluta et al. 2004
Erkan and Radev 2004

Tobarro et al. 2005
Alfonseca et al. 2006

Fisher et al. 2005
Fisher and Roark 2006
Farzindar and Lapalme 2003
Saggion 2005b

Zhou et al. 2005

Erkan 2006

Erkan and Radev 2004

Roark and Fisher 2005

Saggion and Gaizauskas 2004
Saggion 2005a
Dalli et al. 2006

Table 2.1: Systems or Groups working in several tasks
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CENTRIFUSER
on-line demo
Copernic
downloadable demo
DMSumm
downoadable demo
Extractor
on-line demo
GISTexter
no straightforward access
GistSumm
downloadable demo
Island InText
no straightforward downloading
Inxight Summarizer /
LinguistX / Xerox PARC
no straightforward downloading
MEAD /CLAIR
NewsInEssence
on-line and dowloadable demo
MS-Word Autosummarize
Newsblaster
non-commercial research purposes
Pertinence Summarizer
on-line demo
Sinope Summarizer Personal Edition
30-day trial downloadable
Summ-It
on-line demo
SweSum
(Web pages or pasted text)
on-line demo
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English :: MDS (specific-topic: medical documents)
http://centrifuser.cs.columbia.edu/centrifuser.cgi

English, French, German :: SDS (many formats)
http://www.copernic.com/desktop/products/summarizer/download.html

English, Brazilian Portuguese :: SDS
http://www.icmc.usp.br/~taspardo/DMSumm_license.htm

English, French, Spanish, German, Japanese, Korean :: SDS (many formats)
http://www.extractorlive.com/

English :: SDS and MDS
form at: http://www.languagecomputer.com/demos/summarization/index.html
English, Brazilian Portuguese :: SDS
http://www.icmc.usp.br/~taspardo/GistSumm_license.htm

English :: SDS
form at: http://www.islandsoft.com/orderform.html
Chinese, Danish, Dutch, English, Finnish, French, German, Italian,
Japanese, Korean, Norwegian, Portuguese, Spanish and Swedish :: SDS
form at: http://www.inxight.com/products/sdks/sum/
English and Chinese (multilingual) :: MDS
http://www.clsp.jhu.edu/ws2001/groups/asmd/

multiple news summ. demo at: http://www.newsinessence.com/nie.cgi
supposedly any language :: SDS
included in MS-Word
multilingual :: MDS
http://www1.cs.columbia.edu/nlp/newsblaster/

English, French, Spanish, German, Italian, Portuguese, Japanese,
Chinese, Korean, Arabic, Greek, Dutch, Norwegian and Russian :: SDS
http://www.pertinence.net

English, Dutch and German :: SDS
http://www.sinope.info/en/Download

probably English only :: pasted text
http://www.mcs.surrey.ac.uk/SystemQ/summary/

English, Danish, Norwegian, Swedish,
French, German, Italian, Spanish, Greek and Farsi :: SDS
http://swesum.nada.kth.se/index-eng.html

Table 2.2: Some on-line demos of summarization systems, both commercial and academic.
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and word overlap), relative utility, and relevance preservation. Relative Utility was tested on
a large corpus in the framework of the MEAD project (Radev et al. 2003). This evaluation
metric takes into account chance agreement as a lower bound and interjudge agreement as an
upper bound of performance, allowing judges and summarizers to pick different sentences with
similar content in their summaries without penalizing them for doing so. Each judge is asked
to rank from 0 to 10 the importance of each sentence and specify which sentences subsume or
paraphrase each other. Using the relative utility metric, the score of an automatic summary
increases with the importance of the sentences included in it and decreases with the inclusion
of redundant or irrelevant sentences.
As said in the Chapter 1, some contests have been carried out to evaluate summarization
systems with common, public procedures. Specially DUC provides sets of criteria to evaluate
summary quality in many different dimensions: informational coverage (precision and recall),
suitability to length requirements, grammatical and discursive coherence, responsiveness, etc.
In DUC contests, from 2001 to 2004, the manual evaluation was based on a comparison with
a single human-written model. DUC evaluators used the SEE software (Lin 2001) to rate the
relevance of all units in the system summary by comparing them to each model unit. Much
information in the evaluated summaries (both human and automatic) was marked as “related to
the topic, but not directly expressed in the model summary”. Ideally, this relevant information
should also be scored positively during evaluation.
The early work of (Rath et al. 1961) report the disagreement between humans when perceiving relevance and (Lin and Hovy 2003) show that summaries produced by human judges are not
reliable as a gold standard, because they strongly disagree with each other. As a consequence,
a consensus summary obtained by applying content-based metrics, like n-gram overlap, seemed
much more reliable as a gold standard against which summaries can be contrasted. They implemented the summarization package ROUGE, and proposed to use it as a method of evaluation
in DUC.
For both SDS and MDS evaluations, different ROUGE measures can be used with different confidence intervals. The package is parametizable to indicate: summary target length, if
Porter’s stemmer has to be applied or stopwords have to be removed before computing evaluation
metrics. The metrics included in the ROUGE packages are:
ROUGE-n: n-gram co-occurrence statistics.
ROUGE-L: Longest common substring.
ROUGE-W: Weighted longest common substring.
ROUGE-Sn: Skip-bigram co-occurrence statistics without gap length limit and with maximum gap lengths of n words.
ROUGE-SUn: Extension of skip-bigram.
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Although ROUGE metrics are currently used in DUC, the resulting evaluation still does not
satisfactorily correlate with human assessment. Maybe with a bigger sample size correlation
would improve, but extending the sample size significantly increases the cost of evaluation.
Moreover, this correlation is clearly dependent on the task. Previous work (Radev et al. 2000)
reports evaluation methodologies and metrics that take into account variation of content in
human-authored summaries. As proposed in (Donaway et al. 2000), the tendency seems to be
the study of various metrics. For example, weight n-gram matches differently according to their
information content measured by Term Frequency (TF), Term Frequency Inverse Document
Frequency (TFIDF), or Singular Value Decomposition (SVD).
(Amigó 2006) proposes a framework, QARLA, to combine different metrics and human or
automatic judgments, in order to increase the robustness of the evaluators. Its probabilistic
model is not affected by the scale properties of individual metrics. Various evaluation metrics
are combined in a single measure, QUEEN. QARLA has been used for evaluating DUC 2004
tasks. This summary evaluation framework consists of three measures:
QUEEN to determine the quality of a set of systems. The assumption underlying QUEEN
is that “A good candidate must be similar to all models according to all metrics”.
KING to determine the quality of a set of metrics. KING represents the probability that,
for a given evaluation metric, a human reference is more similar to the rest of human
references than any automatic summary.
JACK to determine the quality of a test set. In principle, the larger the number of
automatic summaries, the higher the JACK values we should obtain. The important
point is to determine when JACK values tend to stabilize, to determine when it is not
useful any more to increase the number of summaries in the test set.
AutoSummENG3 is another toolkit to evaluate automatic summaries, “peers”, with respect
to a set of summary models by comparing the n-gram graph representation of the peer summary
to the n-gram graph representations of the model summaries. Each system is graded by a set
of similarity indications (one similarity indication for each model summary on the same topic).
AutoSummENG works with n-grams of words or characters.
Although reasonably good correlations with human judgements are obtained by ROUGE
measures, the problem when working with n-gram models of low order is that multi-word units,
such as “Single Document Summarization”, are not considered as a single term. To solve that,
some approaches deal with identifying semantically similar units such as elementary discourse
units (Marcu 2000; Soricut and Marcu 2003), or the relative utility (Radev et al. 2000) approach,
that is similar to the evaluation used by (Marcu 2000). In both cases, multiple subjects were
asked to rank the importance of information units. The main difference with previous work is
that the units were subsentential units rather than sentences.
3

http://www.ontosum.org/static/AutomaticSummarization
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In the direction of detecting elementary meaning units, two other approaches are specially
remarkable. First, (van Halteren and Teufel 2003) collected 50 abstractive summaries and
developed an annotation scheme for content units called factoids. One of the questions addressed
in this work was to study consensus across summarizers to determine how many summaries are
needed that obtain stable evaluation results. (Nenkova and Passonneau 2004) proposed a second
approach, the Pyramid Method, an annotation method and metric that addresses the issues of
interannotator reliability and the analysis of ranking stability. Within this method, a pyramid
is a model to predict the distribution of summaries informative content.
To create a pyramid, annotators identify units of information found within a pool of human
summaries. These basic meaning unit are refered as Summary Content Unit (SCU)s. An SCU is
a set of contributors expressing a unique content identified by a common semantic label. These
information units are usually smaller than sentences, in other NLP tasks (such as QA) have
been also referred as nuggets. The set of words (not necessarily consecutive) from one reference
summary to go into an SCU are referred to as a contributor of the SCU, and the shared meaning
is captured in the label (see Table 2.3 for an example).

SCU LABEL: Devolution and the Welsh assembly would happen within the first year
of a Labor government
C1: The Labor party, however, anxious for Plaid Cymru support, has promised to set up a
Welsh assembly within its first year of government
C2: Labour MP candidates committed to create a Welsh “assembly”, not self-government, with
representation to the EC’s soon-to-be-formed Committee of the Regions,“within the life-time”
of a prospective Labour-formed UK government, as well as assemblies for the English
regions, and a Scottish Parliament with taxing powers.
C3: Within the first year of a Labor government devolution would be expected and a Welsh
assembly granted.
C4: A Labour conference promised a Welsh assembly within the first year of a Labour
government

Table 2.3: Example of a pyramid SCU (D633.CDEH.pyr) with the contributors shown in their
original sentential contexts.

This method addresses the summary evaluation problem by using multiple human summaries
to create a summary gold standard, and exploits the frequency of occurrence of a certain piece
of information in the human summaries in order to assign relative importance to different pieces
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of information, represented by SCUs. Pyramids try to exploit the fact that the most relevant
SCUs are those occurring in the major number of human reference summaries. The number of
contributors per SCU ranges from a minimum of one to a maximum equal to the number of
model summaries. SCUs with the highest number of contributors are situated at the top of the
pyramid and SCUs with one contributor are situated in the lower pyramid layer.
(Nenkova 2006) studies significant differences across DUC 2004 systems as well as properties
of human and system summaries. Pyramid scores analyzes summary content taking into account
SCUs. The informativeness of a new summary can be computed based on a content pyramid.
The Pyramid Method has been used to try to evaluate together content selection and linguistic
quality in several DUC MDS tasks. Given a pyramid model, each peer summary produced by an
automatic summarizer for a document cluster is manually annotated4 . Table 2.4 presents several
peer annotation examples5 , and Figure 2.2 shows the tool used in the process of evaluating a
new summary against a pyramid (the peer summary in the left, the SCUs with its contributors
in the middle, and the reference summaries in the right). The peer annotation score information
appears superimposed.
In DUC 2005 was detected some disagreement problems in the pyrmaid anotation process
carried out by the participants. There were few clusters with more than one manual annotation.
Moreover, some inconsistencies were found, for instance system 11 obtained for cluster d324
a score of 0.2679 from one annotator and of 0.5446 from another annotator. To try to avoid
inter-annotator disagreements, in DUC 2006 each set of peer summaries manually evaluated was
supervised by another participant. Figure 2.3 shows an example of the kind of discussion that
apperared in this process.
Two different scores are computed from peer annotations. Both scores are based on a ratio
of sum of weights of the SCUs found in the peer to the sum for an ideal summary. On the
one hand, the original pyramid score is a ratio that indicates the proportion of SCUs that were
weighted with the maximum, the original score can be considered as a precision metric. On the
other hand, the modified pyramid score ratio, a recall oriented score, measures if the summary
under evaluation is as informative as one would expect given the human models.
Given the high cost of manual Pyramid annotation, the possibility of inconsistent annotations
across assessors, and the additional problem of inter-annotator disagreements, a method for the
automatic creation of Pyramid annotations is highly desirable. Automated approaches have
been developed to match peer sentences against pyramid SCUs (Harnly et al. 2005; Fuentes
et al. 2005). Both approaches still require SCUs and pyramids to be manually created a priori
for reference summaries before any summary comparison can take place.
4

The author of this thesis participated in the optional Pyramid evaluation organized by Columbia University
for DUC 2005 and 2006. Participants who wished to have their automatic summaries evaluated using the Pyramid
method were asked to manually annotate peer summaries’ SCUs.
5
http://www1.cs.columbia.edu/~ani/DUC2005/
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Example A: Text in the peer that partly matches two different SCUs; note that the discriminator
between the two SCUs is mainly that the second belongs to the European Community. There is some
overlap in the text that matches each SCU. However, it is not the case that the exact same text
matches more than one SCU.
SCU LABEL: Plaid Cymru wants full independence
Peer text: Plaid calls for Welsh self-rule within EC.
SCU LABEL: Plaid Cymru wants Wales to have full standing with the European Community
Peer text: Plaid calls for Welsh self-rule within EC.
Example B: A negative example. A too non-specific peer sentence to match any of the SCU’s in the
pyramid. Six of the twelve SCUs with the word assembly are listed, along with a reason why the label is
too specific.
SCU Label: The Labour Party advocates an elected assembly
(Peer text doesn’t mention/imply ”Labour Party”)
SCU Label: Labour has committed to the creation of a Welsh assembly
(Peer text doesn’t mention/imply ”Labour” or ”commitment”)
SCU Label: The British government will establish an elected Welsh assembly
(Peer text doesn’t mention/imply ”British government” or ”establish”)
SCU Label: An elected assembly would give Wales more autonomy
(Peer text doesn’t mention/imply ”autonomy”; SCU label doesn’t mention/imply ”favor”)
SCU Label: Plaid Cymru’s policy is to bypass an assembly
(Peer text doesn’t mention/imply ”Plaid Cymru” or ”bypass”;
SCU label doesn’t mention/imply ”favor”)
SCU Label: The Labour Party responded to Welsh nationalist protests by favoring an elected assembly
(Peer text doesn’t mention/imply ”Labour Party”)
Peer text: Elected Welsh assembly gains favour
Example C: A very difficult one. It requires a close reading of the model summaries to know that calls
for council reform occurred in 1994, to observe that the SCU Label below matches the model text that
says ”postponed until at least 1995”, and then to infer that the reform was to be delayed for a year, and
also to infer that ”the local government reform” refers to the ”Welsh council reform”. It is usually not
necessary to do so much ”research” on the pyramid and model summaries. This is a case illustrating
the need for judgment: while it is a legitimate match, given the content of the model summaries, it
could also be argued the other way given that the label doesn’t mention ”delay”, and the peer doesn’t
mention a specifc year.
SCU LABEL: Implementation of the local government reform was scheduled for 1995.
Peer text: Welsh council reform to be delayed a year.

Table 2.4: Peer annotation examples.
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Figure 2.2: Example of an annotated peer summary, using a pyramid created from 7 human
250-word summaries.
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D0631.M.250.D.6.pan
The first sentence begins: In the aftermath of Tuesday’s crash of a chartered Air France
Concorde outside Paris. This implies that there are chartered Concorde flights, so I
think this should match the SCU The Concorde also flew charter routes.
The fourth sentence begins: Long an emblem of luxury and technological prowess. You
have “emblem of luxury” matching the SCU The Concorde offered luxury service, including gourmet food and drink and separately “technological prowess” matching the the
SCU The Concorde was considered a technological miracle when it came out. I think
these are both good matches.
I also think that the original sentence as a whole matches the SCU The Concorde was
an elegant 20th Century cultural symbol. The peer doesn’t actually mention the 20th
century, but it does mention “long” and I think this is what is meant. It is not just
separate allusions to the Concorde’s luxury and technological prowess. It suggests there
was a perceived golden age, which is exactly what the SCU is about.
The same sentence continues: the supersonic jet favored by the rich and famous may
slip quietly into history. I think this matches the SCU The era of Concorde flights is
over. The peer doesn’t say the era is over, it just questions whether it isn’t over. But the
original SCU contains a contributor in one of the original summaries that reads “their
future use is uncertain” so I think it’s close enough.

Figure 2.3: Discussion on the annotated peer summary, using a pyramid created from manual
summaries.
(Hovy et al. 2005) propose grouping small, n-gram based syntactic units to automatically
break down each reference summary into a minimal semantic unit, Basic Element (BE). BEs are
defined as the head of a major syntactic constituent (noun, verb, adjective or adverbial phrase).
They try to capture lexical, semantic (based on synonymy) and distribution identity, as well as
approximate match at the level of phrasal paraphrase or semantic generalization.

2.3.1

Multilingual Summarization Evaluation

In order to evaluate multilingual systems, (Saggion et al. 2002) describe a framework for the
evaluation of summaries in English and Chinese using similarity measures. The framework can
be used to evaluate extractive, non-extractive, single and multi-document summarization.
In the DUC 2004 contest and in the MSE editions, evaluation frameworks were defined to
evaluate Arabic-English multilingual summarizers using ROUGE measures.
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Speech Summarization Evaluation

Regarding SS evaluation, TS measures such as precision/recall and ROUGE have been used,
but there are also methods designed for this specific genre, such as the Summary Accuracy
in (Zechner and Waibel 2000) or the Summarization Accuracy in (Hori et al. 2003). In the
oral presentation domain, (Hirohata et al. 2005) present some automatic evaluation measures
(ROUGE-2, summary accuracy and F-score) to obtain high correlations with human judgments.
However, in the meetings domain ROUGE scores were not found to correlate with human judgments (Murray et al. 2005; Galley 2006).

2.3.3

Query-Focused Summarization Evaluation

The QA community addresses evaluation issues related to AS when trying to evaluate answers
to complex questions such as the Text REtrieval Conference (TREC) definition questions. Some
common considerations in both summarization and QA communities include what constitutes
a good answer/response to an information request, and one determines whether a “complex”
answer is sufficient. In both communities, as well as in the new DARPA program Global Autonomous Language Environment (GALE), researchers are exploring how to capture semantic equivalence among components of different answers (nuggets, factoids or SCUs). In QA
evaluations, gold-standard answers use manually created nuggets and compare them against
system-produced answers broken down into n-gram pieces, as shown in POURPRE (Lin and
Demner-Fushman 2005) and NUGGETEER (Marton and Radul 2006). Moreover, (Lin and
Demner-Fushman 2006) incorporate judgments from multiple assessors in the form of “nugget
pyramid”. This work shows how to address some shortcomings with nuggets due to the fact
that the implicit assumption that some facts are more important than others was originally
implemented as a binary split between “vital” and “okay”. Recently, (Zhou et al. 2007) propose
a semi-automatic evaluation scheme using machine-generated nuggets.

2.3.4

International Evaluation Future

Starting in 2008, the summarization workshop will no longer be referred as DUC. Rather, the
workshop will be expanded to include other NLP tasks in addition to summarization. The new
workshop will be called Text Analysis Conference (TAC) and it will have multiple “tracks”. TAC
2008 will have three tracks: Summarization, Question & Answering and recognizing Textual
Entailment.

Chapter 3

Overall FEMsum Architecture
As pointed out in Chapter 1, one of the main objectives of this thesis is to provide a general
framework to allow the use of several Automatic Summarization (AS) techniques and approaches
supplying capabilities to solve different summarization tasks. Each task is supposed to face
specific user information needs, including: to process one single document vs. to process several
documents; to take into account the information provided by a user query vs. to produce
generic text-driven summaries; to assume a previous user knowledge giving only just-the-new
information vs. the production of background summaries; and to produce summaries of different
lengths (ranging, in our experiments, from 10 to 250 words). This general framework has to
be able to deal with different kinds of digital documents such as news reports or scientific
presentations. Moreover, this input can be of different media (e.g. text, speech), language (e.g.
English, Spanish, Catalan) or domain (e.g. journalistic, scientific).
This chapter presents the Flexible Eclectic Multitask summarizer (FEMsum), a highly modular and parameterizable AS system able to face all the previously exposed requirements, choosing
different techniques for each situation. A global view of the system is presented in Section 3.1,
Section 3.2 presents some architecture design considerations. To introduce different instantiations1 of each general architecture component, Section 3.3 presents the set of constituents of
various approaches, and the following Sections detail different implementations of each possible
constituent. To finish, Section 3.9 presents the implementation framework to integrate new
components. In the following chapters, the FEMsum instantiations presented in this chapter
are evaluated in different summarization tasks.

1

The term “instantiation” refers to the implemented FEMsum components used to built each summarization
approach.
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3.1

Global Architecture

Figure 3.1 depicts the basic functionalities and the global architecture of FEMsum. The functional requirements are set by means of a number of parameters split into input, purpose and
output settings (see left and right boxes in the Figure). As detailed in Chapter 1, input settings
refer to the characteristics of the documents to be summarized, while purpose settings deal with
the characteristics of the final utility of the summary and output settings refer to the content
and presentation of the summary.
Input settings include the following items:
Domain. The approach to be instantiated can be domain independent or of restricted
domain. In the latter case, additional knowledge sources such as frequent terms (scientific
domain2 ) or gazetteers (geographical domain3 ), can be included.
Document structure. Information derived from the document structure (position, title,
sections or available tags) can be considered. For instance, in the case of summarizing oral
presentations, words appearing in each section can be contrasted with those in the slides
in order to help in the identification of the voice segment to be reproduced as a summary4 .
Language. All the implemented approaches are language dependent. Currently, texts in
English or Spanish and in some cases in Catalan can be processed.
Media. Depending on the scenario to be dealt with, different media (video, audio, well
written text or any kind of digital document) are considered. However, FEMsum only
processes the textual representation of documents, which means that, for instance, the
conversion from an audio file to an automatic transcript must be previously carried out
by an ASR.
Unit. Both single documents and collections of related documents are processed for SDS
and MDS respectively. The set of documents to be summarized has to be previously
collected.
Genre. Both documents independent of the style of writing and dependent ones are considered. An example of genre dependent approach is the one exploiting the fact that a
journalistic document follows a pyramidal organization. Also the approach instantiated
as genre dependent, applied to scientific documents, exploits the fact that in spontaneous
speech documents relevant words have higher frequency than in written text.
2

Both domain independent and restricted domain approaches have been instantiated. In the latter case, papers
from the European Conference on Speech Communication and Technology have been used as instances for the
scientific domain. However, moving to other domains is easy if there is a specific corpus available (detailed in
Chapter 5).
3
It has not been evaluated.
4
It has not been evaluated
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Purpose settings include:
Audience. Summaries can be adapted to the needs of specific users, such as the user’s
prior knowledge on a determined subject. Background summaries assume that the reader’s
prior knowledge is poor, and so extensive information is supplied, while just-the-news are
summaries conveying only the newest information on an already known subject, assuming
the reader is familiar with the topic5 .
Output settings include:
Content. The fragments of the documents to be included in the summary can be conditioned or not by the content of the user information need (question, topic description or
list of words).
Size. Summary length can be restricted in terms of document compression rate or number
of summary words.
Document restriction. Used for filtering out some type of documents, such as to allow
parts of the transcript to appear in the final summary or not to allow it.
Output format. The final summary can be presented to the user as text, voice synthesized
text or audio/video stream. Although different techniques can be applied for each one, the
FEMsum output is always textual and the final presentation is generated in a posterior
phase.
In order to face the functional requirements described above, the system is organized in three
language independent components (see the central box of Figure 3.1): Relevant Information
Detector (RID), Content Extractor (CE) and Summary Composer (SC). In addition, there is
a language dependent Linguistic Processor (LP) and a Query Processor (QP) component. As
detailed in Section 3.3, not all the components are needed in all FEMsum instantiations, and
different implementations of each component are proposed.

3.2

Component Architecture Design Considerations

Our work is based on the assumption that an AS system (as well as a manual one) follows a
summarization process model. The aim of the FEMsum architecture is to allow the implementation of any summarization process. The first difference when analyzing the process models
presented at the begining of the previous chapter is the fact that they differ in the number of
suggested phases (stages or kind of rules):
5

The approach developed to participate in the DUC 2007 update task produced several summaries for a same
topic, each new summary was supposed to contain only just-the-news information with respect to the previous
one.
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(Cremmins 1982) proposes 4 stages: identifying relevant information; extracting; organizing and reducing the relevant information into a coherent unit, usually one paragraph
long; and refining the abstract through editing.
(Brown and Day 1983) suggest to apply 5 different rules: to remove irrelevant information;
to overcome redundancy; to produce concept superarrangement; to select the thematic
sentence representing the text, if possible; and to construct the abstract.
(Endres-Niggemeyer 1989) differentiates 2 kind of rules: analytical and synthetical. The
first one includes reducing and selecting; while the synthesis rules consist in clarifying,
reorganizing, and stylizing.
(Pinto Molina 1995) proposes 3 operative stages: reading-understanding; selection and
interpretation; and synthesis.
(Sparck-Jones 1999; Mani and Maybury 1999; Hahn and Mani 2000; Hovy 2001; Mani
2001) distinguish 3 stages: analyzing the input text; transforming it into a summary
representation; and synthesizing.
(Sparck-Jones 2001) identifies 3 subproblems: locating the relevant fragments; ranking
these fragments by relevance; and producing a summary.
(Hovy 2005) also identifies 3 different stages: topic identification; interpretation and summary generation.
In order to validate the proposed architecture, in Table 3.1 each model phase has been
associated to a FEMsum component. Each phase can involve several tasks that can be solved
by different components, which is the case of the (Cremmins 1982) phase organizing and reducing
into a coherent unit refining by editing. This phase can be decomposed in several tasks, and, for
instance, the organizing and/or the reducing tasks can be carried out by the Content Extractor
or the Summary Composer FEMsum components (see the last two columns of the first row in
Table 3.1). When a phase can be addressed in different components, the symbol ’*’ is used to
indicate the first and the last components involved. It is also possible that one phase is solved
by several components, that is the case of the (Cremmins 1982) phase identifying relevant
information, indicated by ’x’. This phase can be associated to the Linguistic Processor, Query
Processor and Relevant Information Detector FEMsum components (see the first two columns
of the first row of the Table 3.1).
Moreover, it can be observed that different tasks are placed at different stages by different
models. An example of that is the reducing task, while (Cremmins 1982) places it as one of
the last stages, the reducing (removing irrelevant information) task is one of the first tasks in
(Brown and Day 1983) model.
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Summarization
Process
Model
Cremmins
(1982)

Brown and Day
(1983)
EndresNiggemeyer
(1989)
Pinto Molina
(1995)
Sparck-Jones
(1999)
Sparck-Jones
(2001)
Hovy
(2005)
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Linguistic and
Relevant
Query Processor
I nformation
( LP, QP)
Detector (RID)
x – identifying relevant information - x

C ontent
S ummary
E xtractor
C omposer
( CE)
( SC)
extracting
* ———— organizing and reducing ——— *
into a coherent unit
refining by editing
x – removing irrelevant information - x overcoming redundancy
concept arrangement
selecting
abstracting
x ————————— reducing and selecting ——————— *
clarifying
reorganizing
synthesizing
readingunderstanding
* ———– selecting and interpreting —– *
synthesizing
x —————– analyzing ————– x
transforming
synthesizing
x —————– locating ————— x
ranking
producing
x ———— topic identifying ——— x
interpreting
generating

Table 3.1: Association of summary production process model stages to the corresponent architecture component.

To allow the maximum flexibility, the main restriction of the proposed architecture is the
input and the output expected by each component. As shown in Figure 3.2, the LP component
enriches the original text (documents to be summarized or the user information need) with
linguistic information. This component consists of a pipeline of more or less sophisticated
language dependent linguistic tools (see details in Section 3.4). Different LP instantiations
can be used depending on the requirements of the approach, as well as the language, media,
genre or domain of the documents to be summarized. If a purely lexical FEMsum approach
is instantiated, LP can be reduced to a segmentation task: splitting the input document into
sentences or paragraph units, each composed by a sequence of words6 . However, other approahes
can require more sophisticated language dependent tools to enrich the text with syntactic or
6

It is possible that the segmentation process only requires a simple word stemming or introduces some complexity detecting Multi-Word (MW)s, terms, NEs. However, straightforward methods, usually language independent,
can be applied with a rather small decrease in accuracy.
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User Need

Linguistic Processor (LP)

processed
User Need

processed
textual
Document

Query Processor (QP)

Relevant Information Detector (RID)

processed
Queries

scored TUs

Content Extractor (CE)

scored TUs

Summary Composer (SC)

Summary

Figure 3.2: FEMsum data flow

semantic information.
The input to the RID module is the document or set of documents to be summarized with
more or less linguistic information. The original user need linguistically processed is the input
of the QP component. The output of this component, expressing the user need, can be taken
into account by RID to score the set of relevant TUs (segments, phrases or sentences). The
output of RID is a set of TU identifiers ranked by relevance. The linguistic information and the
relevance score of the TUs is the input to the CE and the SC components.
The main function of the CE component is to extract and score by relevance summary
candidate TUs. This is not always instantiated, but when it is, this component allows to apply
different heuristics taking into account some input aspect, such as the genre of the document
(journalistic vs. scientific); some purpose aspect, such as the type of audience of the produced
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summaries (background vs. just-the-news); or some output aspect, such as the content of the
summary (text-driven vs. query-driven.
The final text summary is the output of the SC. This component carries out the postprocessing of the summary content. This post-processing can be more or less elaborated, taking
into account the size or the format of the summary. In this, component the summary TUs can
be simplified, paraphrased, reordered, or removed.

3.3

Components used by the instantiatiated FEMsum approaches

This section briefly exemplifies the implemented FEMsum components instantiated by several
FEMsum approaches. Each approach has been evaluated when summarizing documents from
different domain, genre, media, and language (see Chapter 4, 5, 6,and 7). A brief description of
each approach is presented bellow:
LCsum is based in shallow text-oriented techniques, mainly lexical chains. This approach
is evaluated for textual Spanish and Catalan documents in Section 4.1 and for spontaneous
speech transcripts in Chapter 5.
MLsum applies a Machine Learning techniques in the detection of the most relevant sentences. A first approach, based on Decision Tree, participated in the DUC 2003 headline
production task, see Section 4.2. A second approach, based on Support Vector Machine,
is evaluated using DUC 2005 data, see Section 6.1.4.
QAsum is a quick adaptation of TALP-QA factual Question & Answering system that
participated in DUC 2005. The evaluation of this approach is reported in Section 6.1.2.
LEXsum is based on the use of lexical features. This approach was evaluated in the DUC
2006 contest (see Section 6.1.3) as well as when dealing with scientific oral presentations
(experiments reported in Chapter 7)
SEMsum this approach uses a graph based algorithm that takes into account semantic
information. This approach was also evaluated in DUC 2006 contest (see Section 6.1.3)
and in the scientific oral presentation domain (see Chapter 7). In addition, participated
in DUC 2007 tasks, see Section 6.1.5 and 6.2.
Table 3.2 summarizes the components used by each evaluated FEMsum approach. When an
approach has several possible instantiations for one component, a parameter is used. LP is not
specified in the table because the component to be instantiated depends on properties of the
input document.

3.3

Components used by the instantiatiated FEMsum approaches

FEMsum
approach

Query
Processor
( QP)
—

Relevant
I nformation
Detector (RID)
LC RID

LCsum
(DiscStr)
LCsum
(PostSeg)
MLsum

—

LC RID

—

LC RID

—

FE RID

MLsum
(HL)
MLsum
(MDS,Q)
QAsum
(TALP QA)
LEXsum

—

FE RID

Splitting QP

Splitting QP

FE RID
(MDS,Q)
PR RID
(TALP QA)
PR RID

SEMsum

Splitting QP

SEMsum
(reRank)
SEMsum
(reRank,update)

Splitting QP

LCsum

Generating QP

Splitting QP

C ontent
E xtractor
( CE)
LC CE
(heuristic)
LC CE
(heuristic)
—
ML CE
(DT)
ML CE
(DT)
ML CE
(SVM, sem)
QA CE
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S ummary
C omposer
( SC)
Basic SC
Complex SC
(sentCompressor)
Complex SC
(chkExtractor)
Basic SC
Complex SC
(sentCompressor)
Basic SC

—

Complex SC
(antiredundancy)
Basic SC

PR RID

Sem CE

Basic SC

PR RID
(reRank)
PR RID
(reRank)

Sem CE

Basic SC

Sem CE
(update)

Complex SC
(reordering)

Table 3.2: Components of the instantiated FEMsum approaches

Some approaches can use less components than others, if a component can be ommitted it is
indicated by ’–’. Examples of that are text-driven approaches, which do not process any specific
user information need (see the first column of the five first rows of Table 3.2).
All the LCsum approaches instantiate the RID component that uses the LEXICAL CHAINER
described in Section 3.6.1, Lexical Chain (LC) RID. The main difference between them is the SC
component. In the PreSeg (default option, first row in Table 3.2) and in the DiscStr (second row
in Table 3.2), as in classical Text Summarization, segmentation is part of the LP component,
while in the PostSeg approach (third row), summary text segment boundaries are defined in
the SC component, after the detection of relevant elements in the document. That is especially
useful when dealing with ASR output without punctuation marks or capitalization. What a TU
is depends basically on the media of the input and the processing capabilities (e.g. sentences or
clauses in well written text, sequences of words in spontaneous speech). The TU ranking takes
into account the LEXICAL CHAINER output, and, as detailed in Section 3.8.1, the main characteristic of LCsum(DiscStr) is the use of rhetorical information in the SC component. The LC
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CE allows the use of different heuristics to extract relevant TUs taking into account document
properties (see Section 3.7.1).
MLsum instantiates the Feature Extractors (described in Section 3.6.2), Feature Extractor
(FE) RID, and the TU Classifiers (described in Section 3.7.2), ML CE. Since MLsum(HL) was
designed to produce headlines for the DUC 2003 task, HL (fifth row) uses the TU Full Parsing
Sentence Compression module described in Section 3.8.1, although by default (fourth row) the
Basic SC component extracts whole TUs as summary.
The rest of the table refers to MDS query-focused approaches. As can be observed looking
at the second column of Table 3.2, with the exception of MLsum(MDS,Q), the query-focused
approaches instantiate a Passage Retrieval (PR) based RID component, PR RID.
QAsum uses part of a Question & Answering (QA) system in the RID and CE components
(PR RID in Section 3.6.3 and QA CE in Section 3.7.3) and redundancy is eliminated in the SC
component (see the Antiredundancy module described in Section 3.8.1). In contrast, SEMsum
and MLsum(MDS,Q) deal with redundant information in the CE component (see Section 3.7.4).
The most important difference between LEXsum and SEMsum approaches is that while in
SEM CE, described in Section 3.7.4, a rich semantic representation is needed, LEXsum only
requires lexical information. In fact, LEXsum uses the same RID and SC components than
SEMsum, but it does not instantiate the CE component.
In SEMsum, an optional reranking can be applied to the TUs detected as relevant. Moreover,
in SEM CE some TUs can be discarded in the update option (see Section 3.7.4) to extract justthe-news information.
All the instantiated SC components produce extract-based summaries. However, an important difference is that while QAsum, LEXsum and SEMsum summaries are composed by
complete TUs from the input documents, LCsum and MLsum allow the use of fragments of the
original TU, by exploiting information associated to discourse markers. LCsum only requires
partial chunking in LCsum(PostSeg) and partial parsing in LCsum(DiscStr). In MLsum(HL),
full parsing is required.
Some post-editing is carried out in the SC component (considering referents instead of pronouns or organizing the summary content).
Each FEMsum approach can be mapped with one of the summarization models presented
in Section 3.2. Relations can be established by analyzing the tasks proposed by the authors in
each phase of the model. Table 3.3 synthesizes these relations: QAsum follows (Cremmins 1982);
SEMsum (Brown and Day 1983); LEXsum (Endres-Niggemeyer 1989); MLsum (Sparck-Jones
1999; Mani and Maybury 1999; Hahn and Mani 2000; Hovy 2001; Mani 2001); and LCsum
(Sparck-Jones 2001).

3.3

Components used by the instantiatiated FEMsum approaches

FEMsum approach components

Summarization model stages

QAsum
Generating QP
PR RID

(Cremmins 1982)
1. relevent information detection

QA CE
Complex SC
(antiredundancy)

2. extraction
3. organizing and reducing into a coherent unit
4. refining by editing

SEMsum
Splitting QP
PR RID
SEM CE
(update)
Complex SC
(ordering)

(Brown and Day 1983)
1. removing irrelevant information
2. overcoming redundancy
3. concept arrangement, 4. selecting
5. abstracting

LEXsum
Splitting QP
PR RID
Basic SC

(Endres-Niggemeyer 1989)
1. analytical rules:
reducing and selecting
2. synthesis rules: reorganizing
clarifying and stylizing

MLsum
Splitting QP
FeatExtr RID
ML CE
(sem)
Complex SC
(sentCompressor)

(Sparck-Jones 1999)
1. analyzing
2. transforming
3. synthesizing

LCsum
LexChain RID
LexChain CE
(heuritic)
Complex SC
(sentCompressor/chkExtractor)

(Sparck-Jones 2001)
1. locating
2. ranking
3. producing

Table 3.3: FEMsum approaches related with a summarization model.
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As the instantiated FEMsum approaches try to analyze similarities and differences between
TUs, it can not be considered that a whole interpretation of the documents is carried out. That
is why no correspondence has been established with the models proposed by (Pinto Molina 1995)
or (Hovy 2005).
FEMsum architecture is extensible allowing the addition of new components and the refinement of the existing ones. In fact, the core of the system was designed after our participation
in DUC 2005. The architecture was robust enough to include all the components previously
designed for SDS prototypes as well as those included to participate in DUC 2006-2007 tasks
and to summarizes different types of documents. Details about the implementation framework
used to add new components is discussed in Section 3.9.
Following the notation described in Figure 3.3, a diagram models each general architecture
component (see Figure 3.4 for LP in Section 3.4, Figure 3.6 for QP in Section 3.5, Figure 3.9 for
RID in Section 3.6, Figure 3.13 for CE in Section 3.7, and 3.20 for SC in Section 3.8).

GENERIC
COMPONENT
NAME
attribute name:
{ default value ,
other possible
values}

(implemented ) Different generic
component instantiations
INSTANTIATED
COMPONENT
NAME
attribute name:
{list of possible
values}

(contains) It can contain one
or more modules
(use) module used by a component

Figure 3.3: Notation used in the diagrams depicted in Figures 3.4, 3.6, 3.9, 3.13, 3.20
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Linguistic Processor Component

This section describes the FEMsum component responsible for the linguistic processing of the
documents to be summarized, the LP. As reflected in Figure 3.4, the LP can process four different generic representations: the LexicoMorpho Representation, the Syntactic Representation,
the Syntactic Phrase and the Semantic Representation. As can be observed in Figure 3.4, each
one is implemented with a language dependent module.
The specific tools to be used to produce the LexicoMorpho Representation can vary depending
not only on the language but on the media (well-written text or spontaneous speech); the domain
(independent, journalistic or scientific); or the type of TU involved (sentences, paragraphs, word
segments). Furthermore, this TU segmentation can be carried out a posteriori, by another
FEMsum component (pos) or the TUs can be previously manually established (man), otherwise
LP will automatically (auto) segment the input in TUs. A specific multi-word repository can
be used to segment lexical units.
Details about the specific NLP tools instantiated in the FEMsum approaches are presented
in Section 3.4.1 and Section 3.4.2,
A generic LP component is illustrated in Figure 3.5. It consists of a pipeline of general
purpose Natural Language (NL) processors performing: tokenization, Part Of Speech (POS)
tagging, lemmatization, fine grained Named Entity Recognition and Classification (NERC),
WordNet (WN) or EuroWordNet (EWN) based semantic tagging, collocation annotation, coreference resolution, discourse marker annotation, syntactic parsing (both full parsing and shallow
parsing), and semantic role labeling. Figure 3.5 does not include TU segmentation, because this
task is not always performed by the LP component.
Different levels of linguistic enrichment are needed depending on the FEMsum approach; if
not necessary, not all constituents are activated. For instance, the semantic analyzer is not used
by LCsum, MLsum or LEXsum. In fact, LP can be reduced to a segmentation task: splitting
the input document into sentences or paragraph units, each composed by a sequence of words
(simple word stemming, multiwords or terms, NEs); or it can consist of a more sophisticated
language dependent process.
Figure 3.5 shows several LP output types consisting of TUs enriched with LexicoMorpho
(sent) and Syntactic (sint) language dependent representations. The Syntactic Representation
includes syntactic constituent structure (including head specification) and the syntactic relations
between constituents (subject, direct and indirect object, modifiers). The Semantic Representation of the TU, the environment (env), is composed by sent and sint. The three levels of a
text representation produced by LP are:
The LexicoMorpho Representation, sent, provides lexical information for each word: form,
lemma, POS tag, semantic class of NE (and subclasses if available), list of WN or EWN
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LINGUISTIC
PROCESSOR
language:
{ en , sp, ca}
media:
{ ww , ss}
domain:
{ ind , jour, scient}
TU:
{ sent , parag, chunk}
TU segmentation:
{ pos ,
pre( man ,auto)}
multiword:
{ no , scient}

Syntactic
Representation

LexicoMorpho
Representation

Catalan
sent

Spanish
sent

English
sent

sent

sent

sent

Spanish
sint

Syntactic
Phrase

English
sint

English
chk

Semantic
Representation

Spanish
env

English
env

sent

TU
segmenter

Tokenizer

POS
tagger

Lemmatizer

NER

NEC

Semantic
tagger

Collocation
annotator

Coreference
solver

Figure 3.4: Linguistic Processor instantiated FEMsum component.
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Mr1 Malcom Bruce2 ,3 the4 party5 ’s6 new7 Treasury8 spokesman9 ,10 said11 he12 welcomed13 Mr14 Blair15 because16 ‘17 Britain18
desperately19 needs20 good21 leadership22 ’23 .24

Tokenizer
POS
Tagger
Lemmatizer
trigger
words

LexicoMorpho
Representation

sequence of tokens reduced to word forms
POS label disambiguated

lemma

NER

Word form and lemma modified

NEC

NE classification and subclassification when possible

WordNet

Semantic
Tagger

Multi-Word

Collocation
Annotator

word and lemma modified if a collocation has been detected

Coreference
Solver

Personal Pronoun::lemma modified with the referent when possible

coreference
rules

DM
Annotator

list of synsets if the word appears in euroWordNet

POS modified with the label “DM”

Discourse
Markers
sent(695, 16379,[
(word(”Mr”), lemma(”Mr”), pos(”NNP”), nil, nil, [n06212236]),
(word(”Malcom Bruce”), lemma(”Malcom Bruce”), pos(”NNP”), persone, nil, []),
...
(word(”said”), lemma(”say”), pos(”VBD”), nil, nil, [v00419793, v00515998, v00518715, ..., v00569629, v00573372, v01548443]),
(word(”he”), lemma(”Malcom Bruce”), pos(”PRP”), nil, nil, []),
(word(”welcomed”), lemma(”welcome”), pos(”VBD”), nil, nil, [v00506895, v00844947, v01273911]),
...
(word(”because”), lemma(”because”), pos(”DM”), nil, nil, []),
(word(”’”), lemma(”’”), pos(”POS”), nil, nil, []),
(word(”Britain”), lemma(”Britain”), pos(”NNP”), location, country, []),
...
(word(”.”), lema(”.”), pos(”.”), nil, nil, [])]).

subj

subj

Syntactic
Representation

obj

Mr Malcom Bruce . . . said . . . Britain desperately needs good leadership ’
VPB

Parser
...

...

NP

VP

NPB
NP

NP

VP
...

S

sint(695,[ch(1,23,s,11,[ch(1,10,np,2,...
[ch(19,23,vp,20,[ch(19,20,vpb,20,[tk(19),tk(20)]),ch(21,23,np,22,[ch(21,23,npb,22,[tk(21),tk(22),tk(23)])])]),
. . . )],[subj(11,2),. . . (20,18),obj(20,22)]).

action
welcomed

Ontology

circumstance of event

Semantic
Representation

i en country
Britain

Semantic
Analizer

participant in event
quality
good

entity
leadership
mod

action
needs

theme of event

env(695, [human action(11), circumstance of event(11,13), action(13), circumstance of event(13,20), action(20), i en proper person(2),
mod(2,1), i en proper named entity(1), mod(2,9), entity(9), mod(9,5), entity(5), mod(9,7), quality(7), mod(9,8),
i en proper organization(8), i en country(18), mod(18,14), i en proper named entity(14), mod(18,15), i en proper persone(15),
entity(22), mod(22,21), quality(21), actor of action(11,2), participant in event(13,12), participant in event(20,18),
theme of event(20,22)]).

Figure 3.5: Linguistic Processor constituents and text representated by sent, sint and env.
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synsets and, if available, derivational information. Details about each constituent output,
when instantiated, are given in Figure 3.5:
– The Tokenizer component produces sequence of tokens reduced to word forms.
– The POS Tagger adds the information of the disambiguated POS label.
– The lemmatizer adds the lemma of the word.
– The NER modifies the word form and lemma field when a NE has been recognized.
– The Named Entity Classification (NEC) gives a NE classification label when possible.
– The Semantic Tagger produces a list of synsets if the word appears in WN or EWN.
– The Collocation Annotator reagrup words and lemmas in order to create a multiword
if a collocation has been detected.
– The Coreference Solver substitutes the lemma of a Personal Pronoun with the referent
when possible.
– The Discourse Marker (DM) Annotator modifies the POS with the label “DM”.
The Syntactic Representation, sint, is composed by two lists, one recording the syntactic
constituent structure (basically nominal, prepositional and verbal phrases) and the other
collecting the information of dependencies between these constituents.
The Semantic Representation, env, is a semantic-network-like representation of the semantic concepts (nodes) and the semantic relations (edges) holding between the different
tokens in sent. Concepts and relation types belong to an ontology of about 100 semantic
classes (like person, city, action, magnitude, etc.), and 25 relations between them (like time
of event, actor of action, location of event, etc.). Both classes and relations are related
by taxonomic links (see (Ferrés et al. 2005) and (Ferrés 2007) for details), allowing for
inheritance. As can be observed in the example used in Figure 3.5, each term (token) of
a sentence is identified by a number. Some of the tokens are assigned unary predicates:
“Malcom Bruce” is a NE classified as a person, “Britain” is a country, and “needs” denotes and action. Binary predicates represent relations between tokens: in the example,
“welcomed” is the action circumstance of the event “needs”, “good” is the quality that
modifies “leadership”, being “good leadership” the theme of the event that reflects what
is needed by the entity “Britain”.

3.4.1

Catalan and Spanish LP

This section presents the specific NLP tools instantiated in the FEMsum approaches that can
be used by the CATALAN and SPANISH LP.

3.4

Linguistic Processor Component

63

FreeLing7 (Atserias et al. 2006), a parameterizable tool which performs tokenization,
NERC (with classes of NEs like date, time, quantities, ratios, percentages, person, location,
organization, others), morphological analysis, POS tagging, lemmatization, and shallow
and dependency parsing.
ABIONET (Carreras et al. 2002), a NERC on basic Message Understanding Conferences
(MUC) categories (person, location, organization, others).
EuroWordNet (Vossen 1998), used to obtain the list of synsets associated to each word,
with no attempt to perform Word Sense Disambiguation (WSD), and, for each synset, a
list of hyperonyms of each synset up to the top of the taxonomy, and the Top Concept
Ontology class.
Discourse Marker Annotator (Alonso 2005). The information stored in the DM lexicon8
((Alonso 2005), Appendix A) is used for identifying inter- and intra-sentential discourse
segments and the discursive relations holding between them. Discourse segments are taken
as TUs in the experiments reported in Section 4.1.2.

3.4.2

English LP

The specific NLP tools that can be used by the ENGLISH LP include:
FreeLing.
TnT (Brants 2000), a statistical POS tagger
SVMTool, a SVM-based tagger 9 (Giménez and Màrquez 2004).
WordNet (Fellbaum 1998) lemmatizer 2.0.
ABIONET
(M. Surdeanu and Comelles 2005), a NERC for spontaneous speech.
Alembic (Day et al. 1998), a NERC with MUC classes (used to complement ABIONET
performance).
WordNet, used to obtain the list of synsets and hypernyms.
Discourse Marker Annotator ((Alonso 2005), Appendix A). The information stored in the
DM lexicon is used to establish TU boundaries in the experiments reported in Section 5.3.
7

http://garraf.epsevg.upc.es/freeling/
http://russell.famaf.unc.edu.ar/~laura/shallowdisc4summ/discmar/
9
http://www.lsi.upc.edu/~nlp/SVMTool/
8
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A modified version of Collin’s parser which performs full parsing and robust detection of
verbal predicate arguments (Ferrés et al. 2004).
Dekang Lin’s dependency parser, MINIPAR (MINIPAR 1998).
YamCha chunker (Kudo and Matsumoto 2001).

3.5

Query Processor Component

The QP component is necessary for those query-focused FEMsum approaches that instantiate
a RID component unable to process complex questions. As depicted in Figure 3.6, the QP
component can be instantiated as the SPLITTING QP, presented in Section 3.5.1 or as the
GENERATING QP in Section 3.5.2. The first one turns a complex question into a set of
simpler ones by splitting the original text, while the latter requires a more complex linguistic
process.

QUERY
PROCESSOR
query:
{ list , complex}

SPLITTING
QP

GENERATING
QP

Figure 3.6: Query Processor instantiated FEMsum component.

Both QP instantiations where developed to deal with the query-focused MDS task proposed
at DUC, where the user information need was expressed in terms of a title and a narrative.
Figure 3.7 presents an example of a DUC 2007 Natural Language complex question.
The SPLITTING QP was first instantiated by SEMsum in the experiments reported in
Section 6.1.3, and the GENERATING QP was instantiated by QAsum (see Section 6.1.2).

3.5

Query Processor Component

65

<topic>
<num> D0722E </num>
<title> US missile defense system </title>
<narr>
Discuss plans for a national missile defense system. Include information about
system costs, treaty issues, and technical criticisms. Provide information about
test results of the system.
</narr>
</topic>

Figure 3.7: An example of the information provided in one DUC 2007 topic.

Q1. discuss plan for a national missile defense system ( US ) .
Q2. include information about system cost , treaty issue , and technical criticism
( US missile defense ) .
Q3. provide information about test result of the system ( US missile defense ) .
Q4. include information about system cost ( US missile defense ) .
Q5. include information about system treaty issue ( US missile defense ) .
Q6. include information about system technical criticism ( US missile defense ) .

Figure 3.8: DUC 2007 complex natural language query processor output.

3.5.1

Splitting QP

The title and the narrative is first lemmatized, and then each sentence from the narrative is added
to the output question set. In addition, all those sentences with the pattern ((P OSX )+, and P OSX )
or (P OSX or P OSX ) are split and also added to the output set. Finally, all those words from the
title not present in the output question are added at the end. Figure 3.8 shows the SPLITTING
QP output when the input is the complex question in Figure 3.7.

3.5.2

Generating QP

To create the output set of simpler questions, the title and the narrative of a topic are preprocessed to add linguistic information (as in Section 3.4). After that, each sentence from the
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LOCATION
Where is <NE>?
ORGANIZATION
Where is <NE>?
Where is <NE> located?
When was <NE> founded?
Who is <NE> director?

PERSON
Who is <NE>?
When <NE> was born?
Where <NE> was born?
When <NE> died?
Where <NE> died?
When <NE> lived?
Where <NE> lived?

OTHERS
Where is <NE>?
When was <NE>?
Who did <NE>?

ACTION
Where <chunkAction>?
When <chunkAction>?
Who <chunkAction>?

Table 3.4: Question Generation patterns by NE type.

narrative is considered as a question to be included in the set, as well as the ones produced by
the splitting process described in the previous section.
The title of the topic, if available, is used to create a question following the pattern “What is
<title>?”. Moreover, questions are generated from NEs and actions occurring in the narrative.
NE classification is taken into account to generate specific patterns (see Table 3.4). For instance,
when a NE classified as PERSON appears in the narrative, questions as “Who is <NE>?” to
“Where <NE> lived?”, in Table 3.4, are generated.
To generate new questions, sentences in the narrative are previously processed by LP in
order to obtain a sent, sint, and env representation; as described in Section 3.4, corresponding
to the lexical, syntactic, and semantic levels.
Finally, to increase the accuracy and to avoid dispersion, as in SPLITTING QP, the title is
added in round brackets at the end of each question.

3.6

Relevant Information Detector Component

The main function of the RID component is to provide a ranked set of n relevant TUs. The
default value of n does not need to be fixed, but if fixed, the n best scoring TUs are taken into
account. This section describes the RID components instantiated by the FEMsum approaches.
Figure 3.9 shows the modules needed by each RID component.
The LEXICAL CHAINER, described in Section 3.6.1, is used by the LC RID component
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RELEVANT
INFORMATION
DETECTOR
unit:
{ SDS , MDS}
query based:
{ Generic , Q}
language:
{ en , sp, ca}
media:
{ ww , ss}
domain:
{ ind ,
jour,scient}

LC RID

FE RID

PR RID
maxUTs:
{ , N}
rerank UTs:
{ , Rank}

LEXICAL
CHAINER
relations:
{ extrStr+str ,
extrStr}
chains:
{ CN , PN,
CN+PN,
CN+PN+V}
strength:
{ S , SML}

SDS FE

qMDS FE

PR
SOFTWARE

TU
RANKING
measure:
{}

FEATURE
EXTRACTOR
TALP QA
language:
{ en , sp}

DT
FEATURE
EXTR.

SVM
FEATURE
EXTR.

JIRS
measure:
{}
language:
{ en , sp}
#UTpassage:
{ 1 , M}

Figure 3.9: Relevant Information Detector instantiated FEMsum component.
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instantiated by LCsum FEMsum approach. Moreover, the LEXICAL CHAINER is also used by
the DT FEATURE EXTR, one of the two implementations of the FEATURE EXTRACTOR.
This component is instantiated by both FE RID implementations, SDS FE and qMDS FE,
presented in Section 3.6.2.
The FE RID component is instantiated by the MLsum FEMsum instantiation, but it is
also used in the training process of the Machine Learning (ML) CE components described in
Section 3.7.2. The SDS FE, implemented with the DT FEATURE EXTR, provides a set of
features to represent documents for a generic SDS task, while the qMDS FE, implemented with
the SVM FEATURE EXTR, is oriented to query-focused MDS. The first one is used in the
training process of a Decision Tree (DT) TU classifier and the second one to train a Support
Vector Machine (SVM) TU classifier.
Figure 3.9 also reflects the fact that the third type of RID component, Passage Retrieval (PR)
RID, can be implemented with two different PR SOFTWARE : TALP-QA PR or JIRS PR.
The first one has been instantiated by QAsum and the second one by LEXsum and SEMsum
FEMsum instantiations. It can be observed that, optionally, in the PR RID a maximum number
of relevant TUs can be fixed and a TU RANKING module can be used in addition to the PR
SOFTWARE (see Section 3.6.3 for more details).

3.6.1

Lexical Chain based RID

Lexical Chains try to identify cohesion links between parts of text by identifying relations holding
between their words. Two pieces of text are considered to be lexically related not only if they
use the same words, but also if they use semantically related words. This is a way to obtain
certain structure of a text based on the distribution of its content.
(Hasan 1984) establishes that identity chains contain terms that refer to the same object.
They are created by pronominal cohesion, lexical repetition or instantial equivalence and are
always text-bound, because the relation of coreference can be determined only in the context of
a text. In contrast, similarity chains are not text-bound. Their elements are held together by
semantic bonds obtained through a lexical resource outside the text. These bonds are supratextual, with a language-wide validity. The two types of chains are important for cohesion
analysis, however, one of the main advantages of similarity chains over identity ones is that their
implementation is simpler, since they can be computed with no deep text understanding.
Lexical Chains provide a representation of text that has been widely used in a variety of
IR and NLP tasks, from text segmentation (Morris and Hirst 1991; Hearst 1994) to WSD
(Okumura and Honda 1994; Barzilay 1997; Galley and McKeown 2003); term weighting for IR
tasks (Stairmand 1996), topic detection (Lin and Hovy 1997), detection of malapropisms (Hirst
and St-Onge 1997), hypertext generation (Green 1997), detecting topic and sub-topic shifts in
texts (Kozima 1993; Okumura and Honda 1994; Stairmand 1996; Hearst 1997; Ponte and Croft
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1997; Reynar 1998; Kan et al. 1998; Beeferman et al. 1999; Choi 2000; Stokes 2004), analysis of
the structure of texts to compute their similarity (Ellman 2000), PR (Mochizuki et al. 2000), QA
(Moldovan and Novischi 2002) and AS (Barzilay 1997; Stokes et al. 2004). For AS, coreference
chains have also been used (Bagga and Baldwin 1998; Baldwin and Morton 1998; Azzam et al.
1999). A detailed overview of approaches to lexical chain identification and use can be found in
(Stokes 2004).
Figure 3.10 shows the different TUs of a Spanish agency news document. Those terms related
with the concept “candidato”10 (see Figure 3.11) are emphasized, as well as those related with
the concept “debate”11 (see Figure 3.12). These are two sets of lexically related words to be taken
into account as lexical chain candidates when creating similarity chains. On the other hand,
the NE “Vicente Fox” and the noun phrase “candidato del Partido Acción Nacional (PAN) de
México”12 are members of the same identity chain as “Fox”. In case a personal pronoun is used
with “Fox” as a referent, it will be also an identity chain candidate, what implies a previous
step of coreference resolution.
The general procedure for constructing lexical chains usually follows three steps:
1. Select a set of candidate words. To detect chain candidates, the text is preprocessed with
the LP component described in Section 3.4, taking into account the sent representation.
2. For each candidate word, find an appropriate chain relying on a relatedness criterion among
members of the chains. Usually, relatedness of words is determined in terms of the distance
of the path connecting them in WordNet (WN) (or EuroWordNet (EWN) for languages
other than English).
3. If a chain is found, insert the word in the chain and update it accordingly.
Chain candidates are common nouns, proper nouns, named entities, definite noun phrases
and pronouns. No previous WSD is performed. For each chain candidate, three kinds of relations
are considered, as defined by (Barzilay 1997):
Extra-strong between a word and its repetition.
Strong between two words connected by a direct EWN relation.
Medium-strong if the path length between the EWN synsets of the words is longer than
one.
In contrast to (Stokes et al. 2004) and following Barzilay, our algorithm is non-greedy. The
proper sense, or a reduction of the number of possible senses of ambiguous words, is determined
10

candidate
debate
12
candidate of the National Action Party (NAP) of Mexico
11
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El conservador Vicente Fox ,
candidato del Partido Acción Nacional (PAN) de México ,
cedió hoy ante sus rivales , el oficialista Francisco Labastida y el centroizquierdista Cuauhtémoc
Cárdenas, en posponer para el próximo viernes el debate que estaba previsto para esta noche.
En un encuentro público en la casa de campaña de Cárdenas y frente a los representantes
de los medios, los tres candidatos discutieron durante unas dos horas sus propuestas sobre el
debate .
El
candidato
del PAN insistió reiteradamente en celebrar esta misma noche esta
discusión , mientras que el candidato del Partido Revolucionario Institucional (PRI), Francisco Labastida, y Cuauhtémoc Cardenas, del Partido de la Revolución Democrática (PRD), pidieron
posponerlo para el viernes a fin de garantizar las condiciones técnicas.
Cárdenas y Labastida calificaron de “superficial”, “frı́vola”, “caprichosa”, “terquedad” y
“ligereza”, la insistencia de Fox en celebrar esta misma noche el debate , sin garantizar la neutralidad ni la capacidad de difusión a todos los medios.
En este minidebate, los candidatos evitaron ataques personales y se centraron en los
puntos de procedimiento, el formato de la reunión , el tipo de
moderadores
y su papel, el
sitio y la fecha.
Con la asistencia de más de un centenar de reporteros de diversos medios, los candidatos
presidenciales presentaron sus propuestas y criticaron las de los contrarios .
Al concluir la
reunión , en un discurso previamente escrito, Fox acusó a sus
contrincantes
de ponerse de acuerdo para boicotear el debate y reiteró su disposición a
discutir abiertamente y negó ser el responsable de no cumplir con el acuerdo previsto desde marzo.
Cárdenas reiteró que no existı́an condiciones técnicas para celebrar el debate y ”felicitó” a
Fox por leer un discurso previamente elaborado dirigido a señalar la negativa de los candidatos
del PRD y del PRI.
En esta discusión participó el presidente de la Cámara de la Industria de Radio y Televisión
(CIRT), Joaquı́n Vargas, quien argumentó la necesidad de contar con 48 horas para preparar las
condiciones técnicas en la mayorı́a de los medios de difusión, principalmente la televisión y la radio.
El debate previsto para hoy se canceló el domingo después de que Fox —quien según
la mayorı́a de los sondeos supera en unos cinco puntos a Labastida— propuso a última hora la
participación
de tres personas que hicieran preguntas a los candidatos sobre temas especı́ficos, pero la iniciativa la rechazaron sus adversarios.
El 25 de abril pasado, los seis
aspirantes
a la presidencia participaron en el primer
debate y acordaron que para el segundo sólo acudirı́an los tres con más posibilidades de ganar las elecciones .
La mayor parte de los especialistas han destacado que las elecciones del 2 de julio serán las
más reñidas y han señalado la posibilidad de un triunfo de la oposición en la historia de México.
candidato , debate Similarity Chains (terms related by EuroWorldNet).
Fox Named Entity Chain. sus Co-Reference Chain.

Figure 3.10: Terms related in an agency news document.
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Oposición
Members
Partido
Member of
Candidato
Hyponym

Members
Contrario
Contrincante
Adversario
Rival

Aspirante

Figure 3.11: Terms related with the concept “candidato.”

Common
Hyperonym
Encuentro
Reunión
Hyponym

Asistencia
Moderador
Member of

Hyponym
Participación

Debate
Discusión
Part of
Ataque

Figure 3.12: Terms related with the concept “debate.”
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when all words in the document have been processed. So, lexical chain identification performs a
reductive WSD process as well. Once chains are identified, they are scored according to a number
of heuristics: their length, the kind of relation between their words, their starting position within
the text, etc. In our case, the measure of strength can be defined in a way slightly different from
Barzilay’s, chains are classified into Strong, Medium and Light, depending on their score:
τ

= µ s + 2 · σs

Strong = {c | scorec ≥ τ }
M edium = {c | τ > scorec ≥ τ /2}
Light = {c | τ /2 > scorec }
where µs and σs are the average of the scores of all the chains and the corresponding standard
deviation. In contrast to other approaches where lexical chains are used, if necessary, we consider Medium and Light chains in addition to the typical strong ones. That is specially useful
when dealing with spontaneous speech, due to the fact that Strong chains tend to provide a misrepresentation of the information in a text, because the distribution of the frequency of words
is rather squewed, and only few strong chains are found (see details in Section 5.2.2).
As reflected in Figure 3.9, the LEXICAL CHAINER module can be parameterized to take
into account different WN or EWN relations (Extra-strong and Strong relations or only
Extra-strong). The second parameter indicates the type of chain to be produced: only common
name chains (CN); only proper name chains (PN); CN and PN chains; and CN, PN and V (verb)
chains. And the third one set up the strength measure (only Strong chains (S) or Strong, Medium
and Light (SML)).
The LEXICAL CHAINER adds to each input TU the score of the lexical chains crossing it
as well as the type of lexical chain (Strong, Medium or Light). A new field is added to the lexical
representation of each term to indicate the kind and the score of the corresponding lexical chain.

3.6.2

Feature Extractor RID

The aim of this FE RID instantiation is to represent the text with a set of features. As reflected
in Figure 3.9, two sets of features have been designed, one for generic SDS, SDS FEATURE
EXTR, and the other for query-focused MDS, qMDS FEATURE EXTR. Besides its use in the
RID component, the first set of features, DT FEATURE EXTR, was also used to train a DT
TU classifier and the second one, SVM FEATURE EXTR, to train a SVM TU CLASSIFIER
(see 3.7.2).
The SDS Feature Extr is instantiated as a RID component by MLsum(HL) (see Section 4.2.2),
while qMDS FEATURE EXTR is the RID component of MLsum(MDS,Q) (see Section 6.1.4).
The features extracted by each FE RID are detailed in the following sections.
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SDS Feature Extractor
The SDS FEATURE EXTR component has been implemented as a DT FEATURE EXTR to
participate in the DUC 2003 contest with the MLsum(HL) FEMsum approach. The input of
the DT FEATURE EXTR is a set of sentences previously processed by the LP component in
order to obtain the lexical representation described in Section 3.4, sent. The output consists in
the same sentences, now represented as a set of features. As these features have to be used in a
DT algorithm, continuous predictor values were discretized prior to learning.
The discretizing process requires the analysis of the distribution of the TUs of a set of
documents similar to the ones to be processed in the future. As this component was first
implemented to process DUC documents, the 6933 sentences from the 147 DUC 2001 documents
of the corpus created by (Conroy et al. 2001) were used as training data.
To represent a single-document, this RID component computes two types of features. The
first type extracts internal TU properties and the second type extracts similarities between the
TU and the rest of the TUs from the input document. Both of them are described below.
TU internal features include:
Two five-valued features to classify the TU into a qualitative length value: extra-short,
short, mean, long and extra-long. The first feature measures the TU length in number of
words, while the second takes into account the number of characters.
A numeric value indicates the number of strong lexical chains crossing the TU. To compute
this feature, the LEXICAL CHAINER described in the previous section is used.
TU similarity features with the rest of TUs include:
The qualitative length relative to the other TUs of the same document (discretized into 5
intervals, denoting: extra-short, short, mean, long, extra-long TU).
The TU position in document (discretized into 6 intervals).
The number of TUs in the document with null bigram overlap with current TU.
The number of TUs in the document with not null bigram overlap with current TU.
Five numeric features to count the number of TUs in the document that have a degree of
unigram overlap with the current TU within interval Xi–Y i; where i ranges from 1 to 5
(one interval for each feature).
Five numeric features counting the number of TUs in the document with a cosine similarity
with the current TU within interval Xi–Y i; where i ranges from 1 to 5 (one interval for
feature).
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Five numeric features counting the number of TUs in the document with a weighted cosine
similarity with the current TU within interval Xi–Y i; where i ranges from 1 to 5 (one
interval for feature).
For the three last features, the training corpus distribution has been studied to establish the
limits of five intervals, containing each interval a similar number of elements.
qMDS Feature Extractor
The qMDS FEATURE EXTR component has been implemented as a SVM FEATURE EXTR
to deal with the query-focused MDS task proposed at DUC 2005.
The objective of the SVM FEATURE EXTR is to represent the TU content from the input
set of documents with respect to the rest of TUs in the set and with respect to a query or a
user information need. Each TU is previously processed using the LP component to be enriched
with lexical, sent, syntactic, sint, and semantic, env, representations.
The features extracted by this FE RID component can be classified into three groups: those
internal to the TUs (sentences in this case), those that capture a similarity metric between the
sentence and the user need, and those that try to relate the cohesion between the sentence and
all the other sentences in the same document or set of documents.
Internal features, those calculated from attributes of the sentences themselves, are the following:
The position of the sentence inside its document.
1
Nd ,

where Nd is the number of sentences in the document.

1
Nc ,

where Nc is the number of sentences in the set of documents.

Three boolean features indicating whether the sentence contains positive, negative or neutral discourse markers, respectively. For instance, what’s more or above all are positive
discourse markers, indicating relevance, while for example or incidentally indicate lack of
relevance.
Two boolean features indicating whether the sentence contains right-directed discourse
markers (those that affect the relevance of the sentence fragment after the marker, such as
first of all ), or discourse markers affecting both the fragment at the right-hand side and
at the left-hand side, such as that’s why (Alonso 2005).
Several boolean features that are evaluated to true if the sentence starts with or contains
a particular word (startsQuote, containsQuote, containsSayVerb) or POS (startsPersonalPronoun, startsConjunction, startsDemonstrative, startsDiscourseMarker ). This set of
features is intended to detect not relevant sentences.
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The total number of NEs included in the sentence, and the number of NEs of each kind
considered (people, organizations, locations and miscellaneous entities).
Two features based on SumBasic score (Nenkova and Vanderwende 2005). This metric is
based on the observation that high-frequency words in document clusters tend to occur
as well in human summaries. Therefore, each sentence receives a weight equal to the
average probability of its words in the cluster. The original SumBasic algorithm provides
an iterative procedure that updates word probabilities as sentences are selected for the
summary. However, as we are evaluating separate sentences but not selecting them for the
summary yet, weights are not updated in our case.
Two different scores are calculated, by estimating word probabilities using only the set of
words in the current document, and using all the words in the cluster.
The following features try to capture the similarity between the sentence and the query:
The percentage of word-stem overlap between each sentence and the query.
Three boolean features indicating whether the sentence contains a subject, object or indirect object dependency in common with the query.
The overlap between the env predicates in the sentence and those in the query.
Two similarity metrics calculated by expanding the query words using the Google search
engine, as described by (Alfonseca et al. 2006) (the two weight functions applied are χ2
and TFIDF). A query is sent to Google search engine as a list of keywords. For each query,
a maximum of one thousand document snippets are downloaded. Then, each snippet is
modeled as a word vector of co-occurrence frequencies. For each one of the themes to be
answered there is a separate vector that contains some relevant words. Next, to obtain
representative co-occurrences, based on a χ2 test performed against the British National
Corpus, only words with χ2 over 0 are considered to be included in the vector-space model
of the main topic of the question. At this point, we have a vector-space model of the main
topic of each one of the questions. Therefore, the cosine similarity is calculated between
each of the sentences in the original documents and the model vectors.
Modified SumFocus score (Vanderwende et al. 2006): this score extends the SumBasic score
(mentioned above) in order to capture the similarity of a sentence to the query. Because
SumBasic is already a feature, only the score obtained by estimating word frequencies
from the topic description is included in this feature.
The third set of features tries to capture the relationships between a sentence and the remaining by computing four overlap measures. For each one, the mean, the median, the standard
deviation and the histogram of the overlap distribution are calculated and included as features.
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To compute the histogram, first we measure the % of elements shared by the analyzed sentence
and the rest of sentences. The histogram contains four values 13 indicating the percentage of
sentences overlapping with the characterized one.
Word-stem overlap between the sentence and the other sentences in the same document.
Word-stem overlap between the sentence and the other sentences in the same cluster.
Synset overlap between the sentence and the other sentences in the same document.
Synset overlap with other sentences in the same collection.

3.6.3

Passage Retrieval RID

In the Passage Retrieval (PR) RID component, the most relevant TUs are obtained by using a
PR software. As depicted in Figure 3.9, the PR RID can be implemented using two different PR
SOFTWARE, optionally a maximum number of relevant TU can be fixed and a TU RANKING
module can be used in addition to the PR SOFTWARE. The following sections present the PR
SOFTWARE instantiated by QAsum, and the one used by LEXsum and SEMsum, as well as
the TU RANKING module used by SEMsum(reRank).

PR SOFTWARE
Two PR SOFTWARE have been instantiated by several query-focused MDS FEMsum approaches:
TALP-QA PR is used by QAsum, the first query-focused FEMsum prototype, designed to
participate in DUC 2005 (see the experiments reported in Section 6.1.2). The objective was to
use part of the TALP-QA QA system. This system is in continuous evolution trying to adapt
itself to the specific characteristics of Text REtrieval Conference (TREC) and Cross-Language
Evaluation Forum (CLEF) contests. When QAsum was designed, the last TALP-QA English
prototype had participated in TREC 2005 QA track (Ferrés et al. 2005). This system can
process Spanish and English documents.
The information needed for the TALP-QA PR is basically lexical and syntactic. This implies
that documents and user needs must have been previously processed by a LP component to
obtain the sent and sint representations described in Section 3.4.
The main function of the TALP-QA PR is to extract small text passages that are likely to
contain the correct answer. Document retrieval is performed using the Lucene14 Information
13
14

[0%,25%], [25%, 50%], [50%,75%], [75%, 100%]
http://jakarta.apache.org/lucene
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Retrieval system. Each keyword is assigned a score using a series of heuristics. For example,
a proper noun is assigned a score higher than a common noun, the question focus word (e.g.
”state” in the question ”What state has the most Indians?”) is assigned the lowest score, and
stop words are removed. The passage retrieval algorithm uses a data-driven query relaxation
technique: if too few passages are retrieved, the query is relaxed first by increasing the accepted
keyword proximity and then by discarding the keywords with the lowest score. The contrary
happens when too many passages are extracted.
JIRS PR (Gómez et al. 2005) is used by LEXsum and SEMsum. Both query-focused MDS
FEMsum approaches instantiate Java Information Retrieval System (JIRS)15 as a PR software
to obtain the most relevant TUs with respect to the user need. The JIRS PR only needs
lexical information. The input has to be previously tokenized and lemmatized. Additionally,
the pronominal anaphora has been solved by a LP component to obtain the definitive sent
representation (see Section 3.4).
The JIRS PR software can be instantiated to process Spanish or English documents and
several models can be used to get passages with a high similarity between the largest n-grams
of the question and the ones in the passage: simple n-gram model, term weight n-gram model,
and distance n-gram model.
Apart from the TALP-QA PR or the JIRS PR other IR software can be integrated. IR-n
(Llopis 2003) and an adaptation of (Rojas et al. 2005) has been analyzed. However, those IR
systems has not been instantiated by any of the FEMsum approaches presented in this thesis.

TU RANKING
In addition to the PR SOFTWARE, SEMsum(reRank) and SEMsum(reRank, Update) use a TU
Reranking algorithm to try to give answer to the multiple queries that can be included in a
complex question.
To participate in DUC 2007, we implemented a sentence re-ranking algorithm using the DUC
2006 corpus (Copeck et al. 2006) to empirically tune JIRS options. Precision, Recall, and F-1
measures were used, giving preference to the options with best F-1 measure.
The following options were set:
Retrieval Model. JIRS modes to get passages with a high similarity between the largest
n-grams of the question and the ones in the passage are: simple n-gram model, term weight
n-gram model, and distance n-gram model. The best retrieval model was the JIRS Distance
model with the soft-Inverse Document Frequency (IDF) term weighting (distance of 0.1).
In this model, the weight of a passage is computed using the larger n-gram structure of
15

http://jirs.dsic.upv.es/
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the question that can be found in the passage itself and the distances among the different
n-grams of the question found in the passage.
Number of sentences per passage. We experimented with configurations of 1, 3, and 5
sentences per passage, and we obtained the best results with the option of 1 sentence per
passage.
Number of total sentences to retrieve. We tested empirically that the best number of
sentences to retrieve was between 100 and 120 sentences.
Topic fields used to compose the JIRS questions. A retrieval mode that consists in attaching the title at the end of each narrative sentence to compose the queries has achieved
better results than the one that uses narrative sentences alone.
To filter “say” sentences. Better results were obtained when applying a filter to remove
all the sentences that had a form of the verb say after a quoted expression. The other
tested filters include: no filtering, filtering sentences with the verb “say”, filtering sentences
with “say” before a quoted expression, and filtering sentences with “say” and a quoted
expression.
The designed sentence ranking algorithm uses as input the retrieved sentences for each query
from JIRS and a threshold N that indicates the maximum number of final sentences to retrieve.
Originally, a sentence pool containing all retrieved sentences is created after removing duplicates.
Each sentence in the pool is scored adding the weight of all the passages in which it appears.
Then, a refinement of the sentence’s score is applied: if two or more sentences are consecutive
in the original document their score is changed by the sum of their original scores.
At this point we want to obtain a balanced set of sentences for each query. For that purpose,
a half of the final N sentences must be selected from the top ranked sentences of each query.
If the number of queries is Q, we will obtain the N/(2*Q) top-ranked sentences for each query,
using as a score the weights computed in the sentence pool.
Finally, the sentences not selected for each query are put in a common pool without adding
repeated sentences. From this pool, the remaining half of N sentences are obtained by selecting
the top-ranked ones, using the weights computed in the previous sentence pool.

3.7

Content Extractor Component

This section presents the different FEMsum CE components. As can be observed in Figure 3.13,
this component has been instantiated as: LC CE, ML CE, QA CE, and SEM CE. Each
instantiation is described in the following sections.
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Figure 3.13: Content Extractor instantiated FEMsum component.
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Section 3.7.1 presents the LC CE. The two different Machine Learning (ML) techniques
used to implement the ML CE component are detailed in Section 3.7.2. The first one, DT CE,
uses a DT TU CLASSIF, while the second one, SVM CE, uses a SVM TU CLASSIF.
As reflected in Figure 3.13, the QA CE is implemented with a component of a QA system, the
TALP-QA Answer Extractor (see Section 3.7.3). The SEM CE and the SVM CE use the same
Graph-based algorithm to process TUs semantic information, a component detailed in Section
3.7.4.
The input of the CE component are the set of document TUs previously processed by the LP
and the RID component in order to obtain the text representation required by the instantiated
CE component.

3.7.1

Lexical Chain based CE

The LC CE component extracts the set of summary candidate TUs from the input data. The
input is the sent lexical representation of the TUs enriched with the score of the lexical chains
crossing them as well as the type of lexical chain (Strong, Medium or Light).
Candidate TUs are scored by applying certain heuristic, weighting some aspects of lexical
chains. Following (Barzilay 1997)’s work, two heuristic schemata have been implemented:
Heuristic 1 ranks as most relevant the first TU crossed by a Strong chain.
Heuristic 2 ranks highest the TU crossed by the maximum of Strong chains.
While to exploit the pyramidal organization of newspaper articles, in the journalistic genre
Heuristic 1 is applied by default. In the scientific domain Heuristic 2 is applied by default.

3.7.2

Machine Learning based CE

This CE component envisions the extraction of important TUs as a classification problem, where
a sentence TU is either apt or not suitable for inclusion in a summary. The two implementations
of the ML CE are described below. The first implementation, the DT CE, uses a binary TU
CLASSIFIER, DT TU CLASSIF. The second one, the SVM CE, uses a SVM trained to rank
candidate sentences in order of relevance, SVM TU CLASSIF. As both methods imply supervised
learning a training corpus is required.
Decision Tree CE
The DT CE is implemented by a TU CLASSIFIER, the DT TU CLASSIF. The objective of the
DT TU CLASSIF is to classify TUs as apt to be summary candidates or not, by taking into ac-
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count other types of relevant information different from lexical dependency. In the implemented
classifier, this is done by applying Decision Tree (DT).
In the training corpus each of the TUs have been previously classified as belonging to a
summary of the text or not, so that the fact that a TU belongs to a summary can be learned as
a combination of relevant features.
The training corpus consisted of a set of 147 documents with human built extracts, obtained
from the data in DUC 2001. Extractive summaries, covering approximately half of the original
non-extractive summaries distributed as training data, were contributed by (Conroy et al. 2001).
A total of 6,933 sentences were used as examples for training.
Each sentence in this training corpus was represented by using the features presented in
Section 3.6.2 plus the additional feature of belonging or not to the extract (the classification
task is binary). The learning algorithm used was C4.5.
This CE component is instantiated by MLsum(HL). The performance of this FEMsum approach, when producing 10-word generic SDS, is analyzed in Section 4.2.

Support Vector Machine CE
The SVM CE combines the ranking given by SVM TU CLASSIF with the SEM graph-based
algorithm. As detailed in Section 3.7.4, the SEM graph-based algorithm uses semantic similarities
between TUs to avoid redundancy and to improve cohesion.
The input to the SVM TU CLASSIF are TUs represented by the three groups of features
described in Section 3.6.2. These three types of features are: those extracted from the sentences,
those that capture a similarity metric between the sentence and the topic description, and those
that try to identify cohesive properties between a sentence and all the other sentences in the
same document or set of documents.
To train the Support Vector Machine (SVM), we built a training corpus using the DUC
2006 dataset, including topic descriptions, document clusters, peer and manual summaries, and
the Pyramid evaluations as annotated during the DUC-2006 manual evaluation. From all these
data, the training set is generated in the following way: Sentences in the original documents
are matched with sentences in the summaries as proposed by (Copeck and Szpakowicz 2005).
With this method a certain number of the sentences in a collection of source documents are
characterized according to the Pyramid measure on their suitability to be in a summary of the
collection topic. As detailed in Section 2.3, a set of Summary Content Unit (SCU)s and the
manual summaries on which it is based together constitute a Pyramid. All document sentences
that match a summary sentence containing at least one SCU are extracted and considered as a
positive example. Each sentence is represented with the features detailed in Section 3.6.2. Thus,
the training set contains only positive examples.
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In order to train a traditional SVM, both positive and negative examples are necessary. A
possible procedure to train on just positive instances is a One-Class Support Vector Machine
(OCSVM) (Manevitz and Yousef 2001), that calculates a boundary around positive instances.
However, according to (Yu et al. 2002), OCSVMs are prone to underfitting or overfitting
when data is scant (which is the case here), and a simple iterative procedure called MappingConvergence (MC) algorithm can greatly outperform OCSVM (see pseudocode in Figure 3.14).
It starts by identifying a small set of instances that are very dissimilar to positive examples,
called “strong negatives”. Next, at each iteration, a new SVM h0i is trained using the original
positive examples, and negative examples found so far. The set of negative instances is then
extended with the unlabeled instances classified as negative by h0i .

Input: positive examples, P OS, unlabeled examples U
Output: hypothesis at each iteration h01 , h02 , ..., h0k
1. Train h to identify “strong negatives” in U :
N1 := examples from U classified as negative by h
P1 := examples from U classified as positive by h
2. Set N EG := ∅ and i := 1
3. Loop until Ni = ∅,
3.1. N EG := N EG ∪ Ni
3.2. Train h0i from P OS and N EG
3.3. Classify Pi by h0i :
Ni+1 = examples from Pi classified as negative
Pi+1 = examples from Pi classified as positive
5. Return {h01 , h02 , ..., h0k }

Figure 3.14: Mapping-Convergence algorithm.

3.7.3

Question & Answering System based CE

The QA CE is implemented by some of the modules of the TALP-QA system (Ferrés et al.
2005). This component is instantiated by the QAsum (see Section 6.1.2).
The TALP-QA module used to extract candidate answer TUs is the Answer Extractor. The
input TU information required by the TALP-QA Answer Extractor is: lexical (sent), syntactic
(sint) and semantic (env).
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This QA CE implementation consists of two tasks performed in sequence: Candidate Extraction and Answer Selection. In the first component, all candidate answers, those TUs containing
at least one component of the expected answer type, are extracted from the highest scoring
sentences of the selected passages. The Question Type has been previously extracted from the
question text. Part of the actual TALP-QA categories (see Figure 3.15) were first used in TREC
2003 (Massot et al. 2003). In the second component, the best answer is chosen from the set of
candidates.

abreviation
definee
event_related_to
howlong_event
howmany_objects
howmuch_action
subclass_of
theme_of_event
when_action
when_person_died
where_location
where_person_died
who_action

abreviation_expansion
definition
feature_of_person
howlong_object
howmany_people
non_human_actor_of_action
synonymous
translation
when_begins
where_action
where_organization
where_quality
who_person_quality

Figure 3.15: TALP-QA Question Types.

3.7.4

Semantic information based CE

The aim of this component is to use semantic similarities between TUs as input of an iterative
graph-based algorithm to avoid redundancy and obtain a cohesioned text.
The SEM CE instantiation is divided into two modules, the Similarity Matrix Generator
(SMG) and the Candidates Selector (CS). As seen in Figure 3.16, this instantiation requires
document TUs enriched with the env semantic representation. The SMG computes lexicosemantic similarities between TUs. Then, the CS uses these similarities to prevent redundancy
and to propose the most appropriate TUs to be part of the summary. Next, we describe those
two components.
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SEMANTIC CONTENT EXTRACTOR

sent
sint
env

Similarity Matrix
Generator

sim

Candidates
Selector

Relevant
Text Units

Figure 3.16: Semantic Content Extractor modules

Similarity Matrix Generator
SEMsum instantiations use similarity or distance between TUs (see Section 6.1.3 and 6.1.5).
The goal of the SMG is to generate a similarity matrix between candidate TUs. The similarity
matrix sim is a real valued n ∗ n matrix where n is the number of TUs and sim(i, j) is the
similarity between TUs i and j. Values range from 0 (absolutely dissimilar) to 1 (identical
TUs). To obtain sim, each TU env is transformed into a labeled directed graph representation
with nodes assigned to positions in the TU, labeled with the corresponding token, and edges
to predicates (a dummy node, 0, is used for representing unary predicates). Only unary and
binary predicates are used. Figure 3.17 is the graph representation of the env in Figure 3.18.

0

i_en_proper_person

i_en_country
entity
quality
entity_has_quality
1
Romano Prodi

2
is

4
prime
mod

which_entity

7
Italy

5
minister
mod

which_quality

Figure 3.17: Example of the graph of an env representation

Over this representation, several lexico-semantic similarity measures between TUs have been
built. Each measure combines two components:
The lexical component considers the set of common tokens, i.e. those occurring in both
TUs. The size of this set and the strength of the compatibility links between its members
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Romano Prodi1 is2 the3 prime4 minister5 of6 Italy7
i en proper person(1)
entity(5)
which entity(2,1)

entity has quality(2)
i en country(7)
which quality(2,5)

quality(4)
mod(5,7)
mod(5,4)

Figure 3.18: Environment (env ) representation of a sentence.

are used for defining the measure. A flexible way of measuring token-level compatibility
has been empirically set, ranging from word-form identity, lemma identity, overlap of EWN
synsets, and approximate string match between NEs.
Maximum compatibility (1) is assigned to identical TUs; lemma identity (e.g. minister
vs. ministers) has a score of 0.8; synonymy has a score computed taking into account
EWN overlap. As no WSD is performed the scores depend on the number of overlapping
synsets and the degree of polysemy of both TUs. For instance, “Romano Prodi” is lexically
compatible with “R. Prodi” with a score of 0.5 and with “Prodi” with a score of 0.4. The
same score is assigned to action-action and location-gentile such as the case of “Italy” and
“Italian”, which are compatible with a score of 0.7. A minimum compatibility threshold
has been defined in order to limit the number of compatible TUs. For our purposes, the
threshold has been empirically set to 0.6.
The semantic component computed over the subgraphs corresponding to the set of lexically
compatible nodes. Four different measures have been defined:
– Strict overlap of unary predicates.
– Strict overlap of binary predicates.
– Loose overlap of unary predicates.
– Loose overlap of binary predicates.
The loose versions allow a relaxed match of predicates by climbing up in the ontology of
predicates described in (Ferrés 2007), e.g. provided that A and B are lexically compatible,
i en city(A) can match i en proper place(B), location(B) or entity(B). Loose overlap produces
a penalty on the score.
Candidate Selector
In order to select summary candidates, three criteria are taken into account: relevance (with
respect to the query or any other previously established criteria), density and antiredundancy.
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Input: Sim be the similarity matrix,
Candidates a list of candidate TUs,
Output: Summary an ordered list of TUs to be included in the summary.
1. Set Candidates to the list provided by the RID component.
2. Set Summary to the empty list.
3. Set Sim to the matrix containing the similarity values between
members from Candidates provided by the SMG.
4. Compute for each candidate in Candidates a score that takes into
account the initial relevance score and the values in Sim. The score
used is based on PageRank, as used by (Mihalcea and Tarau 2005),
but without making the distinction between input and output links.
5. Sort Candidates by this score.
6. Append the highest scoring candidate (the head of the list) to the
Summary and remove it from Candidates.
7. In order to prevent content redundancy, the S% most similar TUs to
the selected one (using Sim) are removed as well from Candidates and
the R% least scored are also removed from Candidates to reduce the
search space (1,5% is the default value of both thresholds: S and R).
8. If Candidates is not empty go to 4, otherwise exit.

Figure 3.19: Candidates Selector procedure.

The general CS procedure is described in Figure 3.19. However, to produce update (or justthe-news) summaries, the SEMsum(Update) approach instantiates this module with a modified
antiredundancy process. A first SEMsum(Update) prototype was designed to participate in the
DUC 2007 update pilot task (see experiments reported in Section 6.2).
The process to produce just-the-news summaries is performed in N iterations, being N
the number of set of documents to be summarized. The set of documents are supposed to be
ordered chronologically. The initial set of sentences are processed in a first iteration following the
general CS procedure. The rest of iterations follow a new procedure assuming that a previous
set of sentences is already know by the user and this set is supposed to be less relevant in the
production of the actual summary.
In addition, after the first iteration an additional antiredundancy step is performed to prevent the duplication of information. In this process sentences having a high overlapping with
the content of previous summaries are removed. To maintain a minimum number of candidate
sentences for performing the CE process two parameters have been defined: the minimum number of sentences to be selected from each set and a relative threshold defining the percentage
of sentences provided by RID to be selected. These parameters have been empirically set to
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10 and 0.5. The minimum number of sentences for CE is set to the maximum of these two
thresholds. The antiredundancy process, thus, removes the redundant sentences, according to
its own threshold, but leaving at least this minimum. The selection process is the same used as
in the general process.

3.8

Summary Composer Component

The input to the SC component is a set of TUs either provided by the RID or the CE component. Each TU is scored by relevance, so the input is a list of ranked TUs. As represented in
Figure 3.20, the length in words or the compression degree of the final summary can be set as
parameters.
This section describes the two FEMsum SC components: the BASIC SC and the COMPLEX
SC. The BASIC SC consists in adding the input TUs to the final summary text until reaching
the desired length. So, summary content is selected from a list of TUs ordered by relevance,
until the desired summary size is achieved. The COMPLEX SC is detailed in next section.

3.8.1

Complex SC

As reflected in Figure 3.20, in addition to the BASIC SC, the COMPLEX SC can instantiate
one or more of the modules described in this section: the Sentence Compressor , the Chunk
Extractor , the Antiredundancy or the Reordering.
The main difference among the instantiated COMPLEX SC is the granularity of the units of
the original text to be included in the final summary. For instance, to produce long summaries
from well-written text, QAsum, LEXsum and SEMsum use as TUs complete sentences extracted
from some document of the collection to be summarized. It is possible that TUs suffer some small
changes, that is the case when the anaphora was solved by the LP component (see DUC 2005
participation (Fuentes et al. 2005) as an example in Section 6.1.2). Instead of using complete
sentences, LCsum(DiscStr), LCsum(PostSeg) and MLsum(HL) use chunks of words or clauses.

Sentence Compression
As reflected in Figure 3.20, the Sentence Compression component has been implemented as
the Rhetorical Argumentative Compressor and as the Full Parsing Compressor, both detailed
in this section. The first one requires partial parsing, while full parsing of the TUs is required
by the second one. The Rethorical Argumentative Compressor has been instantiated by LCsum(DiscStr), analyzed in Section 4.1.2, and the Full Parsing Compressor by MLsum(HL) (see
Section 4.2).
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SUMMARY
COMPOSER
length:
{ words , %comp}

BASIC SC

Sentence
Compression

Rethorical
Argumentative
Compressor

COMPLEX SC

Chunk
Extractor

Full Parsing
Compressor

Antiredundancy

TU Reordering

Document
Ordering

Figure 3.20: Summary Composer instantiated FEMsum component.
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Rhetorical Argumentative Compressor
Following the approach of Marcu (Marcu 1997c), a partial representation of discourse structure was obtained by means of the information associated to a DM lexicon for English, Spanish
and Catalan (see (Alonso 2005) Appendix A). In this lexicon, discourse markers are described in
four dimensions: matter, argumentation, structure and syntax. The information stored in this
lexicon was used for identifying inter- and intra-sentential discourse segments and the discursive
relations holding between them.
Two combinations of the descriptive features of discourse markers were exploited:
rhetorical nucleus-satellite relations were identified by the combination of matter and structure
dimensions of discourse markers. This rhetorical information yields a hierarchical structure
of text, so that satellites are subordinated to nuclei and they are accordingly considered
less relevant.
argumentative segments were tagged with their contribution to the progression of the argumentation via the information in the dimensions of argumentation and structure of
discourse markers.
These features provide information about the structure of discourse that interacts with the
information provided by lexical chains, see Section 4.1.2 for more details.
Full Parsing Compressor
This module applies compression rules to the input TU until achieving the targeted summary length, trying to preserve informativity. The full parsing of the TU has been previously
performed by the LP component. Compression rules proceed as follows:
1. Find the main verb(s).
2. Take syntactically required arguments of main verb(s): subject and objects, but not lexically required ones, like collocative or semantic arguments.
3. Take complements of main verb(s) that were necessary from the point of view of truth
value, for example negative particles.
4. Take complements of verbal arguments that may specify their truth value, like lexical
modifiers.
5. Take discursively salient sentence constituents, namely, adjuncts marked by a discursive
particle signaling relevance.
6. Fulfill well-formedness requirements.
7. Discard unused text.
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Chunk Extractor
Taking into account the lexical chains found by the LC RID component, this module extracts
windows of n contiguous words (chunks) to form a summary of the targeted size. This SC
instantiation is used in the LCsum(PostSeg) approach.
Chunks are included in the summary using a priority ranking function that tries to capture
both relevance and well-formedness. First, the algorithm selects the chunk with highest priority
that covers the first occurrence of the highest scoring chain. This policy tries to capture the
intuition that the first occurrence of a relevant word introduces the corresponding concept. In
the following steps, the algorithm selects the following candidate chunk with highest priority
whose content does not overlap with that of the already selected chunks, until the number of
selected words is equal or greater than the targeted summary size.
Chunks are ranked by the following criteria (from most to least discriminating):
1. Least internal repetitions (items belonging to the same chain inside a chunk).
2. Highest score summing all covered chains.
3. Highest number of strong lexical chains.
4. Highest number of new chains (not present in already selected chunks).
5. Lowest collocation breakage (sum of the weight, statistically determined with χ2 , of all
the collocations the chunk boundaries break).
6. Lowest number of violations on the conditions of well-formedness of chunks: restrictions on
the POS of the starting and final words (it can not start or end with a DM or a conjuction;
it can not end with a determinant or a preposition), breakage of syntactic chunks (as in
item 1a.).
7. Highest rhetorical relevance (sum of the rhetorical relevance of all words in the chunk,
determined by the presence of discourse markers).
8. Highest size suitability (1 for chunks whose addition would give a summary with exactly
the desired size, −1 for those whose addition would leave a gap smaller than the minimum
chunk size).
9. Earliest Starting Document Position.
10. Earliest Ending Document Position.
These criteria are applied in a sequential order trying to determine the priority of the chunks
in a several step strategy: criteria 1 to 4 try to determine regions of relevance within the
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document, finding a set of chunks covering relevant text fragments. Criteria 5 and 6 are intended
to refine the selection and to find, among the set of relevant chunks, those which are also
syntactically better-formed. Criteria 7 tries to exploit text coherence. The last three criteria
are aimed to break ties between any remaining candidates, taking into account chunk size and
position.
When one chunk is added to the summary, the score of the lexical chains occurring in the
chunk is reduced to its half. As a result, the scores used in criterion 2 are readjusted for
the following calculation of segments with highest priority, making it more robust against the
redundancy of spontaneous speech.
Antiredundancy
This component is used by the QAsum instantiation to take into account the information already
included in the summary (see details in Section 6.1.2).
The final summary content is selected from the set of candidate TUs, sentences in this case,
by applying the following greedy algorithm:
Firstly, sentences containing answers to the generated questions are considered, sorted by
their score.
Then, the rest of sentences are considered, giving priority at each step to those sentences
that precede or follow a previously selected one.
At each step, the redundancy of the candidate sentence with respect to the previously selected
ones is measured, taking into account the env semantic representation of all sentences. If this
redundancy exceeds a threshold, the sentence is discarded. The redundancy measure currently
used is the fraction of env predicates of the candidate sentence not present in the envs of the
previously selected ones, with respect to the total size of the env of the candidate. The threshold
has been set to 0.5.
This redundancy measure may be modified by another factor, according to the specificity16 of
the desired summary: in the case the summary is asked to be particularly specific, the similarity
between NEs in the sentences is also taken into account. When the summary is required to be
generic, this similarity is not considered in the measure.
Sentences are added until the desired summary size is reached. If all retrieved sentences have
been considered and the size has not been reached, sentences from a back-off summary, generated
using lexical chain information, are incorporated into the summary to complete it. To create
this back-off LC summary, the lexical chains from each document are previously computed using
16

DUC 2005 task asked for two different types of summaries: specific and generic

92

Overall FEMsum Architecture

the module described in Section 3.6.1. After that, the first sentence of each document crossed
by a strong lexical chain is taken, until the desired size is reached.

Reordering
The default TU reordering algorithm used by SEMsum consists in selecting the summary TUs
by relevance until reaching the desired summary size. For each selected TU, in our experiments
sentence, it is checked whether the previous sentence in the original document is also a candidate,
in that case, both are added to the summary in the order they appear in the original document.
But any other algorithm could be used, for instance ordering TUs by increasing date of the
original document if available or, as in the case of SEMsum(Update), using the (Althaus et al.
2004) reordering algorithm (see Section 6.2).
The (Althaus et al. 2004) algorithm computes optimal locally coherent discourses, and
approaches the discourse ordering problem as an instance of the Travelling Salesman Problem
and solves this known NP-complete problem efficiently in cases similar to ours using a branchand-cut algorithm based on linear programming.
For reordering TUs the algorithm starts with a set of selected TUs, each one owning a score.
The space of the possible solutions is composed by different orderings of this set. So if the size
of the set is n there are permutations (n) = n! different states. Each state consists of a sequence
of TUs: u1 , u2 , ..., un .
The global coherence of the state can be measured in terms of the coherence of the first TU,
u1 , and in terms of the coherence of the transitions from this first TU, u1 , to u2 , from u2 to u3
and so on. We can define two costs: the initial cost, i.e. the cost of beginning with a specific
TU, u1 , and the transition cost, i.e. the cost of following ui by uj . The objective is to get the
sequence u1 , u2 , ..., un that minimize the following expression:

initial cost(u1 ) =

n
Y

transition cost(ui−1 , ui )

(3.1)

i=2

So we had to provide the costs of transitions between units (i.e. the cost assigned in terms
of lack of cohesion when a sentence i is followed by a sentence j. We have computed such costs
as the inverse of similarities between the corresponding sentences. The system needs too a cost
of initial position, i.e. the cost of placing sentence i in the first place of the summary. We have
used in this case the inverse of the score assigned to each sentence.
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Once the best configuration for each approach has been studied, the FEMsum instantiation can
be integrated in the general platform for NLP first presented in (Gonzàlez 2004). This platform
uses a client/server architecture. Communication between servers and clients is managed by a
specialized process called MetaServer. The task of the MetaServer is that depicted in Figure 3.21.
This process is responsible for: finding the proper server given a request from a client; activating
the server if there is none of its kind already running; coordinating the sharing of resources (which
becomes sharing of servers); and deactivating servers which are no longer being used.
Figure 3.22 shows a Dialog between a Client that wants to use a LP server and the MetaServer.
The data to process is stored in files in disk, and what is sent in the requests is the location
of this data (file names, see line 6 and 7 in Figure 3.22). The amount of data to process in
NLP applications can be quite big, so working with all data in memory is not always possible.
Intermediate files can be used as traces of the application process.

Figure 3.21: The MetaServer tasks.

This platform includes a set of servers for processing text depending on the language. They
are reusable servers which apply generic NLP procedures to an input text, and which, in turn,
depend on even simpler servers. For instance, as said in previous sections, all FEMsum instantiations need a linguistic processing server suitable for the type of document. The set of attributes
used in the initialization of the LP server (media, domain, TU segmentation, MW level in Figure 3.23) will be taken into account to request the corresponding servers: Tokenizer, Tagger,
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Client Request
Type of requested Service
Sevice Initialitation ...
MetaServer Request OK
Input data file location
Output data file location

Release Service Pipe ...
Pipe Released OK

C: REQ
C: TASK: LinguisticProcessor
C:
M: REQ OK 1
M: PROC 1
C: INPUT: /tmp/question.lp
C: OUTPUT: /tmp/question.qp
C:
M: PROC WAIT
M: PROC START
M: PROC OK
M:
C: REL 1
C:
M: REL OK

Figure 3.22: Client MetaServer Dialog.

Lemmatizer, Named Entity Recognition and Classification, Semantic Annotator, Segmenter, ...
Every FEMsum instantiation component and component module is converted into a server in
the MetaServer platform, and clients are applications asking servers to process text. Figure 3.23
shows an example of the first level of servers requested to summarize a scientific oral presentation
in English.
The MetaServer has a configuration file where new services have to be included using the
notation in Figure 3.24. Figure 3.25 is an example of the server definitions related with the LP
component designed in Figure 3.4.
The MetaServer architecture allows an easy integration of previously implemented components, both if their source code is available or if only a binary is available. Details about this
integration are given in the following section.

3.9.1

Integration from Source Code

If the source code of the application is available, the first step of the adaptation process consists
in identifying those parts of the code that allocate shareable resources, those that process the
input data and generate the output, and those that free the resources.
Then, a new main procedure has to be written, which starts allocating the resources and then
waits for requests from the MetaServer. Every time a request is received, the data processing
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my @servers;
push(@servers, $pms->newServer(’LP’,’en’,
PROGR
=>
MEDIA
=>
DOMAIN =>
TUSEGM =>
MWLEVEL =>

’LP’,
’Voice’,
’Scien’,
’PostSeg’
’Scien’));

push(@servers, $pms->newServer(’RID’,’en’
PROGR
=> ’LCRID’));
push(@servers, $pms->newServer(’SC’,’en’
PROGR
=> ’LCSC’
LENGTH => ’10’));

Figure 3.23: Servers to summarize a scientific oral presentation in English.

[ATTRIBUTE] == [Value]

: Required Attribute, and the value has
to be equal (idem for <> != <= >= < >)

[ATTRIBUTE] ?= [Value]

: Default Attribute Value.

[ATTRIBUTE] :

: Forced Attribute Value. Accepted only petitions
with this value. Default Value, if this attribute
does not appear in the request.

[Value]

Figure 3.24: Condition Notation.

part of the program must be run, until the MetaServer requests the server for finalization, in
which case the resources must be freed and the program ended.
The main advantage of this approach is that resource allocation is done only once for all
possible requests, which can improve efficiency. The main difficulty lies in the identification of
relevant parts of the source code and the rewriting of the main program. However, often only
outer levels of the code need to be examined.
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<package id="esca-preprocess-1.5" name="esca-preprocess" version="1.5">
<description>
A PreProcessing pipeline for Spanish and Catalan
<person name="Edgar Gonzalez i Pellicer" task="packager"/>
</description>
<dependencies>
<package name="freeling"/>
<package name="abionet"/>
<service>
<feature name="TASK" value="Semantic Annotator"/>
<feature name="LANG" value="es"/>
</service>
<service>
<feature name="TASK" value="Semantic Annotator"/>
<feature name="LANG" value="ca"/>
</service>
</dependencies>
<!-- No properties -->
<services>
<!-- It is a preprocessor for Spanish and Catalan -->
<service>
<conditions>
<feature cond="TASK == LinguisticProcessor"/>
<feature cond="PROGR : esca-preprocess"/>
<or>
<feature cond="LANG == es"/>
<feature cond="LANG == ca"/>
</or>
</conditions>
<exec command="perl preProcess.pl localhost ${System::port} ${LANG}"/>
</service>
</services>
</package>
Figure 3.25: Configuration of a LP server used to process documents in Spanish or Catalan.
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Integration from Binaries

If only a binary of the component is available, the only solution is to create a wrapper program.
This program will simply wait for requests from the MetaServer. When it receives one, it will use
the binary to start a new child process of the component, forwarding it the request parameters.
It will then wait for the completion of the child process, to send the response back to the
MetaServer, and lastly start waiting again for the next request.
As these processes will deal mostly with input/output and child process related tasks, scripting languages such as Perl are a sensible choice for their writing.
The main drawback of this approach is that, as a new child process has to be spawned for each
request, we cannot fully benefit from the resource reuse and sharing capabilities offered by the
MetaServer. For this reason, even if the same approach can also be used to integrate components
for which the source code is available, adaptation of the source code is more advantageous in
those cases to improve efficiency.
As an example of use, this approach has been used to successfully create servers for the TnT
tagger (Brants 2000) and the Yamcha chunker (Kudo and Matsumoto 2001).
Given that both the new main programs and the wrappers will usually involve a series of common tasks (such as managing communication with the MetaServer, or obtaining requests from
the input), a library has been created to simplify their development. Ports to several common
programming languages are available, and there are also classes to simplify cross programming
language interfaces (for instance, to encapsulate Prolog code inside a C++ main program, given
that input/output handling is much simpler and more efficient in the latter, while the program
logic may be easier to express in the former).

Chapter 4

Multilingual FEMsum
This chapter shows how combining different components of our general architecture, presented
in Chapter 3, leads to different multilingual summarization approaches. All of them have been
developed in the framework of the Spanish Research Department funded projects HERMES and
ALIADO.
The project Hemerotecas Electrónicas, Recuperación Multilingüe y Extracción Semántica
(HERMES)1 deals with requests for information contained in a multilingual digital news archive.
Applications developed within HERMES facilitate the retrieval of multilingual textual information and automatic summaries are produced for any document related to a user query.
The project Tecnologı́as del habla y el lenguaje para un asistente personal (ALIADO)2 undertakes the developing of spoken and written language technologies for the design of personal
assistants in a multilingual environment. Special attention is paid to the design of the oral
interface. One of the examples of language centered help in the project is the “Question &
Answering” facility, where the answer may be a summary.
This chapter is organized in three sections. In Section 4.1 approaches that exploit discourse
textual properties are evaluated in summarizing Spanish and Catalan documents. Section 4.2
presents a mixed FEMsum instantiation originally designed to produce English headlines for the
DUC 2003 Task1. A ML approach is applied for detecting the most relevant sentence, which
is then compressed by manual rules to obtain a grammatical headline. Finally, Section 4.3
concludes the chapter.

1

Electronic Newspaper Libraries, Multilingual Retrieval and Semantic Extraction
http://nlp.uned.es/hermes/ (TIC2000-0335-C03-02)
2
Language and Speech Technologies for a Personal Assistant
http://gps-tsc.upc.es/veu/aliado/ (TIC2002-04447)
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This section presents and analyzes LCsum, a FEMsum approach that exploits textual properties.
LCsum has been instantiated with different FEMsum components to study the influence of using
linguistic information in well-written SDS. In particular, the role of cohesion and coherence in
summary content selection has been analyzed.
The SDS task studied in this section consists in summarizing a piece of news by producing
extract based summaries of about 10% of the original document length. The input document
could be written in Catalan, Spanish or English. However, we have focused our efforts on the
development of resources for Catalan and Spanish.
For this task, several LCsum settings have been evaluated using the framework described
in Section 4.1.1. The analysis of the performance of LCsum when summarizing agency news
documents in Spanish and Catalan is presented in Section 4.1.2.

4.1.1

Multilingual evaluation framework

As said in previous chapters, to automatically evaluate summaries a distinction is made between
extrinsic, task-based evaluation and intrinsic evaluation, taking into account the quality of the
summary by itself or by a comparison with a gold standard. A gold standard is the ideal summary
that the system is intended to produce. In the context of the HERMES project a gold standard
test corpus was manually created to evaluate Spanish SDS approaches.
To avoid the variability of human generated abstracts, an extract-based gold standard was
created from a corpus of 120 news agency stories (reduced to 111 after removing news with only
one paragraph). The TUs to be extracted were paragraph-sized, since they were found to be
natural meaning units.
This corpus contains documents of various topics, including economy, finance, politics, science, education, sport, meteorology, health, and society. Stories range from 2 to 28 sentences
and from 28 to 734 words in length, with an average length of 275 words per story. The group
of news was randomly selected from a corpus provided by EFE, a Spanish news agency.
The gold standard was created by 31 human evaluators. Each subject summarized a set of
articles numbered from 1 to 77. The objective was to have at less 5 different summaries made
for each article.
The human summary was made via web with the interface in Figure 4.1. Each piece of news
was presented in turn to the evaluator, segmented at paragraph level. Paragraph TUs were
numbered so that they could be easily referenced. In order to deal with different compression
degrees, human evaluators were asked to assign a score to each of the TUs of the article. Three
possible scores, [0,1,2], were used to mark the relevance of the TU in the whole article. In the
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Figure 4.1: Web interface to create the Spanish summarization corpus.

instructions, the term relevance was loosely defined. Essentially, the meaning of relevance 2 is
“This TU would occur in my summary” and the meaning of relevance 0 is “This TU wouldn’t
occur in my summary”. Each evaluator was asked to provide a list of keywords for each document
as well.
Two different gold standards were obtained from these scores, one containing summaries
coming as close as possible to the 10% of the length of the original text (resulting on an average
19% compression) and the other containing the best summaries. We defined the best summary
as a group of TUs with more than a half of the maximum possible score. This resulted on an
average of 31% of the length of the original text (29% compression).
For the experiments reported in this section, the first set of summaries was taken as gold
standard. In the evaluation process we used the MEADeval3 evaluation software developed
within the MEAD project. From this package the usual Precision and Recall measures have
3

http://tangra.si.umich.edu/clair/meadeval/
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been used. The Cosine4 measure was also useful to evaluate the content of those summary TUs
that are not in the gold standard.
As a comparison ground to evaluate approaches to summarizing Spanish agency news, two
baseline systems were used. The first was the lead method, i.e. extracting a number of sentences,
starting from the first one, until the desired length, or compression rate, is achieved. The second
baseline was provided by the SweSum (Dalianis 2000) system. Summaries with SweSum were
produced with the default parameters of the system.
Because of the cost of building an evaluation corpus, in our experiments in Catalan both
documents and summaries were automatically translated from the Spanish corpus to Catalan
using the interNOSTRUM (Canals-Marote et al. 2001) Machine Translation (MT) system.

4.1.2

Exploiting Textual Properties

The approaches presented in this section exploit textual properties. Traditionally, two main
properties have been distinguished in the discursive structure of a source text: cohesion and
coherence. As defined by (Halliday and Hasan 1976), cohesion tries to account for relationships
among the elements of a text. Four broad categories of cohesion are identified: reference,
ellipsis, conjunction, and lexical cohesion. On the other hand, coherence is represented in
terms of relations between text segments, such as elaboration, cause or explanation. Thus,
coherence defines the macro-level semantic structure of a connected discourse, while cohesion
creates connectedness in a non-structural manner.
The rest of the section is structured as follows: First, we present a LCsum prototype that
takes into account the text lexical cohesion. This first prototype is evaluated on summarizing
Spanish (Fuentes and Rodrı́guez 2002) and Catalan (Fuentes et al. 2004) documents. After
that, the way of adding coherence textual properties is studied when producing summaries from
Spanish documents (Alonso and Fuentes 2002; Alonso and Fuentes 2003).
Using cohesive textual properties to summarize Spanish documents
The LCsum starting point is an extractive summarization system that exploits the cohesive
properties of text by building and ranking lexical chains. This first SDS FEMsum instantiation
is based on (Barzilay 1997)’s work. The main textual property to be exploited was lexical
cohesion, a concept based on the work by (Halliday and Hasan 1976), where they checked the
frequency of different cohesion types in a variety of text styles. According to their results, lexical
cohesion is the most dominant category. The method to identify lexical cohesion in text was by
mean of lexical chains (see Section 3.6.1 for more details).
4

The 2-norm (Euclidean Distance) between two vectors of word sentence (gold standard sentence against
automatic summary one)
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LCsum
LexicoMorpho LP

TU
Segmenter

Tokenizer

POS
Tagger

LC RID

Lemmatizer

NERC

LC CE

Coreference
Solver

Basic SC

Semantic
Tagger

Figure 4.2: LCsum FEMsum instantiation process.

As can be seen in Figure 4.2, the system performs four steps, each one based on a simple
processor:
1. LexicoMorpho LP: The text is linguistically processed, providing the sent lexico-morphological
representation for further processes. The modules of this component have been described
in Section 3.4. The document can be segmented, at different granularity levels (paragraph,
sentence, clause or chunks) depending on the application. For the experiments reported
in this section, text is segmented at paragraph level and coreference is resolved.
2. Lexical Chain based RID: As said in Section 3.6.1 LexChain RID uses the Lexical
Chainer to compute lexical chains and identify the strong ones. Some parameters were
left unaltered for this first experiment: only strong or extra-strong kind of WN (or EWN)
relations between chain candidates were considered and the text was represented only by
Strong chains. However, the type of chain to be produced was not the same for all runs. In
a first run only common noun chains were considered, in a second run proper name chains
were added, and in the third run coreference was solved considering personal pronouns as
candidate words, to be related with their references.
3. Lexical Chain based CE: In a first experiment, different heuristics were tested. Significant TUs were ranked and selected as described in Section 3.7.1. Two heuristic schemata
were tested: heuristic 1 ranks as most relevant the first TU crossed by a Strong chain,
while heuristic 2 ranks highest the TU crossed by the maximum of Strong chains.
4. Basic SC: Producing summaries of 10% of compression taking into account the relevance
score established by the previous component.
Results when comparing several configurations of LCsum and the two baselines, Lead and
SweSum, are presented in Table 4.1. The first column in the table shows the main LCsum
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Precision
Lead
SweSum
Lex. Chains
Lex. Chains
+ PN Chains
Lex. Chains
+ PN Chains
+ coRef Chains
Lex. Chains
+ PN Chains
+ coRef Chains
+ 1st TU
Lex. Chains
Lex. Chains
+ PN Chains
Lex. Chains
+ PN Chains
+ coRef Chains
Lex. Chains
+ PN Chains
+ coRef Chains
+ 1st TU

Recall

Cosine

.85
.81

.90
.87

.72
.74

.79
.81

.70

.71

.78

.82

.82

.86

.81
.85

.85
.88

.83

.83

.87

.88

.88

.90

.95
.90
Heuristic 2
.71
.73

Heuristic 1
.82
.85

Table 4.1: LCsum performance when summarizing agency news.

parameters governing each trial: simple lexical chains, lexical chains augmented with proper
name and coreference chains, and finally giving special weighting to the 1st TU because of
global document structure applicable to the journalistic genre.
As it can be seen in the first row of Table 4.1, the lead achieves the best results, with almost
the best possible score. This is due to the pyramidal organization of the journalistic genre that
causes most relevant information to be placed at the beginning of the text. Consequently, any
heuristic assigning more relevance to the beginning of the text will achieve better results in this
kind of genre. This is the case for the default parameters of SweSum (second row in Table 4.1)
and heuristic 1 (last row of the table) .
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Adapting the system to summarize Catalan documents

As said in Section 4.1.1, to evaluate the system when dealing with Catalan documents, the
Spanish test corpus was automatically translated. Table 4.2 shows the Precision, Recall and
Cosine obtained when summarizing Catalan documents (first row) or Spanish documents (last
row). The LCsum instantiated in this experiment to summarize Catalan and Spanish documents
computes common noun, proper name and NE to be taken into account as chain members.
Considering the results obtained in previous experiments, coreference chains were not taken into
account, and heuristic 1 was applied.

Catalan
Spanish

Precision
0.83
0.85

Recall
0.83
0.85

Cosine
0.86
0.88

Table 4.2: LCsum performance when summarizing the same documents in Catalan or Spanish.

It can be observed that the results obtained for Catalan were somewhat lower than the
ones obtained when summarizing Spanish documents. In order to explain this difference, the
quality of the translated documents was checked to analyze to what extent the quality of the
summary could be affected by the fact of using a MT system. The main drawback found in the
Catalan translation was that, in a surprising decision of the MT system, proper names, NEs and
acronyms had been translated as common nouns, if a suitable common noun existed. Table 4.3
shows some samples of this phenomenon. However, since the quantitative impact of this error
is very limited, despite of the qualitative relevance of these examples, we have considered that
it should not affect the quality of the final summary.

Proper Names
NEs
(baseball team)
Acronims

Original
Francisco Arias Milla
Cuauhtémoc Cardenas
Carlos Ruiz Sacristan
Trotamundos de Carabobo
Los Padres de San Diego
(EFE)
(PAN)

Translation
Francisco Àries Milla
Cuauhtémoc Moradenques
Carlos Ruiz Sagristà
Rodamón de Carabobo
Els Pares de St Dı́dac
(EFA)
(PA)

Table 4.3: Example of Spanish Proper Names, NEs or acronyms translated as a common nouns
in Catalan.
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On the other hand, we analyzed each document from which different sentences were selected
as a summary for Catalan or for Spanish. Summaries are different mainly when different lexical
chains are recognized in Catalan than in Spanish. Table 4.2 reflects the fact that lexical chain
quality depends on the propagated linguistic process error. The linguistic tools used for Catalan
usually perform a little bit worse than the ones for Spanish. The linguistic processes that most
negatively affect the Lexical Chainer component are the POS tagging and the NERC.

Ordino ( Andorra ), 7 jun (EFE).- L’Auditori Nacional d’Ordino ha acollit aquesta tarda
la presentació de l’obra audiovisual seriada en dos capı́tols de 90 minuts i titulada  Andorra ,
entre el Torb i la Gestapo, basada en la novella del mateix tı́tol de Francesc Viadiu Vendrell,
produı̈da per Ovideo i finançada pel Govern andorrà i Televisió de Catalunya. L’acte ha
comptat amb la presència, entre altres personalitats, del cap de govern d’ Andorra , Marc Forné,
i del ministre de Cultura, Enric Pujal, aixı́ com del conseller de Cultura de la Generalitat,
Jordi Vilajoana, i el director de TV3, Lluı́s Oliva. Aixı́ mateix ha assistit el director de
la producció , Lluis Maria Güell, i els dos actors protagonistes, Antoni Valero i Mónica
López, a més d’altres actors que intervenen al film . L’acció de la sèrie, basada en fets reals, es
desenvolupa a Andorra durant la II Guerra Mundial, quan el petit paı́s pirinenc es va convertir
en centre d’una xarxa de passada d’aviadors aliats caiguts en territori francès controlat pels
alemanys. Lluı́s Maria Güell és director-realitzador des de 1971 i la seva trajectòria comprèn
programes dramàtics, pel·lı́cules de televisió, minisèries i musicals, entre altres, tant en
suport videogràfic com cinematogràfic. També ha realitzat vı́deos institucionals i publicitaris,
i ha dirigit espectacles culturals. De la seva banda, Antoni Valero té una àmplia trajectòria
en el món del teatre, el cine i la televisió, destacant el seu paper en la popular sèrie Mèdic
de Famı́lia, mentre que Mónica López ha participat en obres de teatre, pel·lı́cules i sèries
televisives tan populars com Oh, Europa i Nissaga de poder.

film Similarity Chains (terms related by EuroWorldNet).
Andorra Identity Chain.
i Wrong Chain.

Figure 4.3: Example of an original agency news document in Catalan from EFE with the
corresponding lexical chains.

Figure 4.3 is an example of a Catalan EFE agency piece of news. It is a candidate document
to be summarized. In this piece of news we can see an example of similarity chain (“film”
in Figure 4.3) and another of identity chain (“Andorra” in the figure). Moreover, the figure
shows an example of incorrect chain, with the word “i”, which is the conjunction “and”. In
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this document all apparitions of “i” should be tagged with the “conjunction” POS tag, however,
sometimes it has been tagged as a common noun as if in the document the “i” was referring to
the vowel, which was not the case.

Adding coherence textual properties
One of the drawbacks of lexical chains is that they are insensitive to the non-lexical structure
of the text, such as their rhetorical, argumentative or document structure. For example, they
don’t take into account the position of the elements of a chain within the argumentative line of
the discourse. Obtaining and using the discourse structure of a text can contribute to overcome
this drawback.
Coherence defines a discourse macro-level structure by relations between text segments (elaboration, cause, explanation..., see an example in Figure 4.4). The rhetorical structure is represented as a hierarchical structure with minimal discourse units (segments) and relations between
them (coherence or rhetorical relations). The assumption is that the most important segments
are placed at the top of the hierarchical structure. In the example, the top segment is “Mars
experiences frigid weather conditions”. While the segment situated at the bottom, “50%
farther from the sun than Earth”, is the less important one.
As follows, cohesion and coherence account for complementary aspects of the discourse structure of a text. On one hand, lexical chains account for the linear distribution of content in a
text, considering as most relevant fragments of text those where most of the identified content
lines are represented. On the other hand, discourse structure relations provide a hierarchical
structure of the same text.
Some theoretical approaches to discourse processing, such as (Polanyi 1988), give an integrated account of a number of linguistic levels, including these two. However, cohesion-based
discourse models and coherence-based ones have usually worked separately for general-purpose
NLP applications.
Details about the lexical chain text representation are given in Section 3.6.1 and the rhetorical
representation used in the reported experiments is the same as the one detailed in the Rhetorical
Argumentative Compressor (see Section 3.8.1). Figure 4.5 presents a Spanish document from the
HERMES corpus represented with lexical chains, while in Figure 4.6 the rethorical information
of the same document is reflected.
In Figure 4.5 two strong chains have been detected: the similarity chain “empresarios”
(“businessmen”) and the identity chain “Generalitat” (Catalan government). Moreover, the most
relevant fragment is the one where most of the identified content is represented (see the TU in the
box in Figure 4.5). However, looking at Figure 4.6, it can be seen that the most relevant segment
detected by the lexical chains is in grey, which indicates less important rhetorical segments, while
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With its distance orbit—50% farther from the sun than Earth—and
slim atmosferic blanket, Mars experiences frigid weather conditions.
E
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ST
M

C
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IR

Mars experiences frigid weather conditions

U

With

JOINT

its distant orbit

slim atmosferic blanket

ELABORATION

— 50% farther from
the sun than Earth

and

—

discourse segments
rhetorical relations
discourse markers
signaling segments and relations

Figure 4.4: Example of the rhetorical structure of a sentence.

text containing central segments is underlined, and discourse markers are circled.
In order to improve the performance of the LCsum approach, several experiments have been
carried out to study how the cohesion-based LCsum can successfully be enriched with discourse
aspects, LCsum(DiscStr).
First of all, in (Alonso and Fuentes 2002) we present an initial collaboration between two
complementary approaches, Lexical Chains and Rhetorical Structure. For this first experiment,
the two approaches worked sequentially. Rhetorical structure allows us to detect in advance
non-relevant parts of text and to remove them before applying LCsum.
In a second experiment (Alonso and Fuentes 2003), LCsum(DiscStr) takes into account the
rhetorical and argumentative structure obtained via Discourse Marker (DM). As can be seen
in Figure 4.7 (right), the previously described LCsum approach is enhanced with discourse
structural information, in order to test whether taking into account the structural status of the
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Barcelona, 24 may (EFE).- El pleno de la Cámara de Comercio de Barcelona debatirá
mañana el preacuerdo alcanzado entre esta corporación, la Generalitat y el Ayuntamiento para
reformar los órganos de gobierno de la Feria de Barcelona y desbloquear nuevas inversiones
para la ampliación del recinto de Montjuic 2. El preacuerdo alcanzado el pasado viernes
entre las tres partes prevé la incorporación de la Generalitat al consejo general de la Feria en
condiciones de igualdad con el Ayuntamiento y la Cámara de Comercio, después de diez años
de distanciamiento de la Administración autonómica por sus diferencias con el consistorio a la
hora de abordar un modelo de gestión ferial.
Los 60
empresarios
que conforman el pleno de la Cámara de Comercio, algunos de
los cuales se han mostrado en privado crı́ticos con el principio de acuerdo, escucharán mañana
por parte de su presidente, Antoni Negre, los detalles de este pacto institucional, que incluye
también la creación de un comité de empresarios que diseñe el plan estratégico de la Feria.
Pese a que oficialmente no se ha dado a conocer la composición de este comité, medios
empresariales han deslizado nombres como los de José Marı́a Lara (Planeta), Salvador Gabarró
(Roca Radiadores), Josep Blanchart (salón Construmat), Jordi Clos (cadena Derby) o Jaume
Tomás (Agrolimen).
Este último
empresario , presidente del salón Alimentaria, ha sido uno de los
empresarios más crı́ticos respecto a la idoneidad del recinto Montjuic 2.
Precisamente es el futuro de Montjuic 2 uno de los elementos claves del preacuerdo que
debatirá el pleno, ya que, en principio, este pacto posibilitará que la Generalitat aporte 3.000
millones de pesetas a la ampliación de un recinto, ubicado en L’Hospitalet (Barcelona), al que
en su dı́a se opuso el gobierno catalán, partidario de una ampliación en Mas Blau (L’Hospitalet).
También será necesario un acuerdo entre el Ayuntamiento y la Generalitat para resolver uno de los ”puntos débiles”, a juicio de algunos
empresarios
ligados a salones
profesionales, de Montjuic-2: el acceso en transporte público.
Mientras que la Generalitat se ha comprometido a que la futura lı́nea 9 de metro llegue
hasta el recinto ferial, el Ayuntamiento pretende que la conexión se prolongue hasta el aeropuerto, un enlace cuya financiación deberá gestionarse, con toda probabilidad, mediante fondos
europeos.

Figure 4.5: A text represented by lexical chains. Boxes are used for the identity chain members
and circles for similarity chain members.
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Barcelona, 24 may (EFE).- El pleno de la Cámara de Comercio de Barcelona debatirá
mañana el preacuerdo alcanzado entre esta corporación, la Generalitat y el Ayuntamiento
para reformar los órganos de gobierno de la Feria de Barcelona y desbloquear nuevas inversiones para la ampliación del recinto de Montjuic 2.
El preacuerdo alcanzado el pasado viernes entre las tres partes prevé la incorporación de
la Generalitat al consejo general de la Feria en condiciones de igualdad con el Ayuntamiento
y la Cámara de Comercio, después de diez años de distanciamiento de la Administración
autonómica por sus diferencias con el consistorio a la hora de abordar un modelo de gestión
ferial.
Los 60 empresarios que conforman el pleno de la Cámara de Comercio, algunos de
los cuales se han mostrado en privado crı́ticos con el principio de acuerdo, escucharán
mañana por parte de su presidente, Antoni Negre, los detalles de este pacto institucional,
que incluye también la creación de un comité de empresarios que diseñe el plan estratégico
de la Feria.
Pese a que oficialmente no se ha dado a conocer la composición de este comité, medios
empresariales han deslizado nombres como los de José Marı́a Lara (Planeta), Salvador Gabarró
(Roca Radiadores), Josep Blanchart (salón Construmat), Jordi Clos (cadena Derby) o Jaume
Tomás (Agrolimen).
Este último empresario, presidente del salón Alimentaria, ha sido uno de los empresarios
más crı́ticos respecto a la idoneidad del recinto Montjuic 2.
Precisamente es el futuro de Montjuic 2 uno de los elementos claves del preacuerdo que
debatirá el pleno, ya que , en principio , este pacto posibilitará que la Generalitat aporte
3.000 millones de pesetas a la ampliación de un recinto, ubicado en L’Hospitalet (Barcelona),
al que en su dı́a se opuso el gobierno catalán,
partidario de
una ampliación en Mas
Blau (L’Hospitalet).
También será necesario un acuerdo entre el Ayuntamiento y la Generalitat para resolver uno de los “puntos débiles”, a juicio de algunos empresarios ligados a salones profesionales, de Montjuic-2: el acceso en transporte público.
Mientras que
la Generalitat se ha comprometido a que la futura lı́nea 9 de metro
llegue hasta el recinto ferial, el Ayuntamiento pretende que la conexión se prolongue hasta el
aeropuerto, un enlace cuya financiación deberá gestionarse,
con toda probabilidad
,
mediante fondos europeos.

Figure 4.6: A text represented by rhetorical structure. Grey text contains rhetorically subordinate text segments, while underlined text contains central segments and discourse markers are
in circles.
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TU where a chain member occurs can improve the ranking of lexical chains.

Text

cleaning up

Textual Unit
Segmentater

POS Tagger

morphosyntactical
analysis

discourse
segmentation

PN Rules
discourse
markers

Lemmatizer

NERC

Coreference
Solver

rhetorical
relation
interpretation

heuristics
co-reference
rules
EuroWN

Semantic
Tagger
trigger-words

RHETORICAL
INFORMATION
PRE-PROCESSED
TEXT

LC RID (LEXICAL CHAINER)

textual units

COMPLEX SC
(SENTENCE
COMPRESSION)

CHAINS OUTPUT

LC CE (Heuristic 2)

EXTRACTED
SENTENCES

Lexical Chain and Sentence
Compression Summary

Figure 4.7: LCsum (DiscStr), integration of discursive information: lexical chains (left) and
discourse structural (right).

LCsum (DiscStr) works in four steps:
1. LexicoMorpho LP: The sent lexico-morphological representation is produced and the
document is segmented at discourse level or at sentence level. In the first case, the text has
previously been enriched with the rhetorical representation, as detailed in the Rhetorical
Argumentative Compressor (see Section 3.8.1).
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2. Lexical Chain based RID: In addition to sentences, discourse segments are allowed to
be the Lexical Chainer input TUs, thus allowing a finer granularity level than sentences.
Strong or extra-strong kind of relations between chain candidates are considered. Candidate
chain members are common nouns, proper names, and NEs.
3. Lexical Chain based CE: Heuristic 2, ranking highest the TU crossed by the maximum
of Strong chains, is set.
4. Complex SC: In the reported experiments two kinds of TU are considered as input of the
SC component. If the input is a set of discourse segments, the Basic SC is used to produce
extract based summaries of about 10% of the original document length. However, when
the input TUs are sentences, the instantiated SC includes the Rhetorical Argumentative
Compressor detailed in Section 3.8.1. In the compression process, lexical chain members
are taken into account. Some rhetorically subordinate text segments from the most relevant
candidate TUs are removed and the final summary is composed by adding only central
segments, until achieving a summary of the 10% with respect the original document.

simple

Lexical Chains

+ Proper Nouns (PN)
+Named Entities (NE)

Removing Satellites

Lexical Chains

Rhetorical Information

Lexical Chains

Rhetorical & Argumentative

precision
recall
cosinus

Lexical Chains

Figure 4.8: Experiments to assess the impact of discourse structure on lexical chain members.

A number of experiments were carried out, in order to assess the impact of considering
discursive structural context of lexical chain members (see Figure 4.8).
The results of integrating lexical chains with discourse structural information can be seen
in Table 4.4. Following the design sketched in Figure 4.8, the LCsum performance was first
evaluated on a text where satellites had been removed. The rhetorical analysis identifies nucleussatellite relations, satellites are less relevant because of their rhetorical subordination to nuclei.
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Precision

Recall

Sentence Compression
+ Lexical Chains
Sentence Compression
+ Lexical Chains
.74
.75
+ PN Chains
Sentence Compression
+ Lexical Chains
.86
.85
+ PN Chains
+ 1st TU
Rhetorical Information
+ Lexical Chains
Rhetorical Information
+ Lex. Chains
.74
.76
+ PN Chains
Rhetorical Information
+ Lex. Chains
.83
.84
+ PN Chains
+ 1st TU
Rhetorical
+ Argumentative
+ Lexical Chains
Rhetorical Information
+ Argumentative
.79
.80
+ Lex. Chains
+ PN Chains
Rhetorical Information
+ Argumentative
.84
.85
+ Lex. Chains
+ PN Chains
+ 1st TU
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Cosine

.70

.76

.82

.86

.84

.87

Table 4.4: Results of the integration of lexical chains and discoursive structural information
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As stated by (Brunn et al. 2001b) and (Alonso and Fuentes 2002), removing satellites slightly
improves the relevance assessment of the LCsum.
Secondly, distinctions between rhetorical information and argumentative information have
been considered, since the first identifies mainly unimportant parts of text and the second
identifies both important and unimportant. As can be seen in Table 4.4, identifying satellites
instead of removing them yields only a slight improvement on recall (from .75 to .76), but
significantly improves cosine (from .70 to .82).
When argumentative information is provided, an improvement of 0.05 in performance is
observed in all three metrics in comparison to removing satellites. As can be expected, ranking
the first TU higher results in better measures, because of the nature of the genre.
Finally, intra-sentential satellites of the best summary obtained by lexical chains were removed, increasing compression of the resulting summaries from an average 18.84% for lexical
chain-based summaries to a 14.43% for summaries which were sentence-compressed. However,
these summaries have not been evaluated with the MEADeval package because no gold standard
was available for TUs smaller than paragraphs.

4.2

News Stories Headline Extraction

The MLsum FEMsum was first instantiated to participate in the DUC 2003 SDS task. The aim
of this task was to produce headlines, very short summaries, 10-word single document summaries
for pieces news of written English.
The MLsum, described in Section 4.2.2, is aimed to generalize the LCsum analyzed in Section 4.1.2 by taking into account relevant information other than lexical cohesion. MLsum
applies Machine Learning (ML) techniques to produce summaries by TU extraction. An optional module, the Full Parsing Sentence Compressor, was developed with the aim of producing
grammatical headlines. MLsum(HL), the approach evaluated in DUC 2003 (Fuentes et al. 2003)
uses this module in the SC component.
To be able to evaluate evolving prototypes of the summarizer, Section 4.2.1 presents a method
for re-using the human judgments on summary quality provided by the DUC 2002 contest. The
score to be assigned to automatic summaries is calculated as a function of the scores manually
assigned to the most similar summaries for the same document. This approach enhances the
standard n-gram based evaluation of automatic summarization systems by establishing similarities between extractive (vs. abstractive) summaries and by taking advantage of the big quantity
of evaluated summaries available from the DUC contest. The utility of this method (Alonso et al.
2004) is exemplified by the evaluation of the improvements achieved on subsequent MLsum(HL)
versions (see details in Section 4.2.2).

4.2

News Stories Headline Extraction

4.2.1

115

Re-using DUC data for evaluation

In order to avoid the dependency on human judgments for evaluating improvements in our system
or other summarization approaches that were introduced after submission to the DUC contest,
this section describes an automatic evaluation method. We propose to automatically evaluate a
new system by using as knowledge sources both manual and automatic DUC summaries as well
as the scores manually assigned to them.
Our methodology goes beyond ROUGE, presented in Section 2.3, taking advantage of two
facts:
n-gram overlap is more adequate to account for similarities between extractive summaries
than between abstractive summaries
a big quantity of human-made judgements on summary quality is available for a big number
of extractive summaries, produced by NIST assessors for DUC
ROUGE establishes comparisons between automatic, mostly extractive summaries, and human, abstractive summaries. It can be expected that similarities between pairs of extractive
summaries are even better represented by n-gram overlap, because the variability in linguistic
realization is lower in extractive summaries than in human-generated summaries, since words
used to produce the summaries all come from the same original text.
As for the big quantity of judgements, all summaries submitted by every system to DUC are
available for every participant, together with the score assigned to them. It can be expected,
then, that word-based measures do account for similarity between automatic summaries that
have received comparable scores in DUC, because most of the participating systems took an
extraction-based approach.
We propose to approximate human scoring of a new summary by weighting the scores assigned by DUC assessors to similar summaries submitted to DUC contest. More precisely, our
scoring simply computes the weigthted average of the scores assigned by human judges of the N
most similar summaries to the summary to be evaluated. Similarity between the new summary
and the evaluated summaries is calculated by unigram overlap.
For testing our proposal we applied this methodology (setting N to 3) to the systems participating in Task 1 of DUC 2003. We used the scores (ranging from 0..1) manually assigned by
NIST assessors for:
DUC Coverage: how much of a model summary’s content was expressed by a systemgenerated peer summary;
DUC Length-Adjusted Coverage (LAC): the ability of a system to produce a summary
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shorter than the predefined target length devise a combined measure of coverage and
compression.
We calculated the approximated scores as follows:
P3

vi s2i
2
i=1 si

score = Pi=1
3

(4.1)

where
s is the similarity between a summary and the summary to be scored, by unigram overlap
normalized by the size of the strings to be compared. v is the score for Coverage or LAC
assigned to that summary.

The scores assigned automatically to a given summary correlate very well with the scores assigned to the three other most similar summaries by unigram overlap: the correlation coefficient
amounts to 0.99 between approximated and manual scores both for Coverage and LAC.

4.2.2

A mixed approach to Headline Extraction for DUC task

This section presents the approach to Headline Extraction presented at DUC 2003. It consists of
a sentence extractor ML-based approach, MLsum, plus an optional Simplification module that
produces grammatical headlines, MLsum(HL).
The approaches presented in this section carry out the summarization process as described
in Figure 4.9. The FEMsum architecture components are instantiated as follows:

MLsum
LexicoMorpho LP

FE RID

ML CE

Complex SC

SDS FE

DT CE

Full Parsing
Compressor

Figure 4.9: MLsum FEMsum instantiation process.
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1. LexicoMorpho LP: The document is processed to obtain the sint syntanctic representation of each TU. In the reported experiments, TUs are sentences.
2. FeatExt RID: TUs are enriched with features relevant to the task implementing the
SDS Feature Extr with the DT Feature Extr as described in Section 3.6.2. This
component uses the Lexical Chainer to compute one of the features, which indicates
the number of strong chains in each TU.
3. ML CE: each TU is classified by the DT CE described in Section 3.7.2 as belonging to the
summary or not, according to its features and a set of classification rules automatically
learned from a training corpus. A confidence score is assigned to each decision, based
on the confidence associated to the rule applied, and the set of possible summary TUs is
ranked accordingly. For SDS, the classification task is carried out by means of decision
rules automatically extracted from a C4.5 Decision Tree (DT) algorithm.
4. Complex SC: As detailed in Section 3.8.1, in MLsum(HL), once the set of possible summary TUs is determined, the Full Parsing Sentence Compression module applies several
rules to obtain a grammatical headline. The ranking of TUs can be parametrized so that
a TU can be assigned a different relative scoring if it is crossed by a strong chain, by a NE
chain or by a coreference chain.

Figure 4.10: Manual evaluations for Coverage and Length-Adjusted Coverage for the DUC 2003
participant systems [7 - 26] and the DUC Baseline [1].

Figure 4.10 displays results for Coverage and Length-Adjusted Coverage (LAC) of automatic
systems participating in DUC 2003 Task1. The results of the MLsum(HL), number 24, were
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somewhat dissapointing. In order to guide future improvements on the MLsum(HL), the obtained results and the quality judgements provided by NIST were analyzed. The system identified with number 8 was discarded because the summaries were much longer than the required
10 words.
To begin with, it must be said that a summary was provided for only 91% of the 624
documents to be summarized, due to restrictive heuristics for choosing TUs to be included in
the summary, and lack of robustness of compression rules.
With respect to length, our mean is quite in target: 8.33 words. However, while few of our
headlines were longer than the mean, a considerably bigger number are much shorter than 10
words. Since grammaticality was priorized, these very short summaries contained many more
grammatical words than content words.
To identify weak points, an error analysis of the two main components was carried out
separately. First, the performance of the ML CE component was analyzed with respect to
Coverage with the methodology presented in Section 4.2.1. Then, the effects on coverage of the
Sentence Compression process were also analyzed.

Coverage analysis of the Content Extractor
With the aim of analyzing if the sentence selected by the ML CE component was adequate or
not, we applied the procedure described in Section 4.2.1 to the complete text of those sentences
compressed to produce the headline.
From the 564 submitted summaries, 211 were manually assigned 0 for coverage at DUC. From
these headlines, 210 were automatically assigned less than 0.1 approximate coverage. However,
only 97 of the original sentences (before compression) from which coverage 0 summaries were
manually assigned obtained less than 0.1 of approximate coverage. This means than in more
than 50% of the cases, the compression process caused a total loss of summary content coverage
respect the content coverage of the original sentence. Possible causes for this decrease in coverage
are analyzed in next section.

Effects of Sentence Compression
To analyze the reduction in coverage caused by the Sentence Compression module used in our
DUC 2003 participation, a set of 84 sentences was studied, 58 of which were considered unsatisfactory, either from the point of view of coverage or grammaticality, although the grammatical
aspect was not reflected in DUC results.
In more than half of the cases (34 sentences), the loss of coverage in reducing the original
sentence was due to an inadequate treatment of highly informative elements, like NEs or words
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which are member of a lexical chain. This is a shortcoming of compression rules, which were
based exclusively in structural information, and did not take into account the lexical status of
the elements in sentence constituents. Additionally, compression rules caused grammaticality
errors in 26 sentences, and parsing errors affected 15 sentences.
Figure 4.11 presents the steps of the Full Parsing Sentence Compression SC component
presented in Section 3.8.1. This component is applied to a sentence previously extracted as
relevant by the ML CE.

step 1: Find the main verbs
TORONTO (AP) Members of the delegation for Quebec City’s 2002 Winter Olympics bid
feel betrayed in light of the scandal surrounding the successful bid by Salt Lake City.

step 2: Take required arguments
TORONTO (AP) Members of the delegation for Quebec City’s 2002 Winter Olympics bid feel
betrayed in light of the scandal surrounding the successful bid by Salt Lake City.

step 3: Take main verb complements (truth value)
step 4: Include specifiers
TORONTO (AP) Members of the delegation for Quebec City’s 2002 Winter Olympics bid feel
betrayed in light of the scandal surrounding the successful bid by Salt Lake City.

step 5: Take discursively salient sentence constituent
step 6: Well-formedness
TORONTO (AP) Members of the delegation for Quebec City’s 2002 Winter Olympics
bid feel betrayed in light of the scandal surrounding the successful bid by Salt Lake City.

step 7: Discard unused text.
Members of delegation bid feel.

Figure 4.11: Steps of the Full Parser Compressor process.

The resulting compression sentence (see last step of Figure 4.11) does not convey much of
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the relevant information of the original sentence. The main errors are:
Bad account of verb argumental structure: since there is no information on the arguments required by the verb feel, the adjectival phrase betrayed is considered optional by
compression rules.
Parsing errors: the attachment ambiguity of surrounding, which depends from scandal, is
not well resolved, thus it is considered directly depending from the verb and it is assigned
the status of an optional verbal adjunct by compression rules.
Insensitiveness to the lexical status of words: the fact that NEs, like Quebec City, Winter
Olympics or Salt Lake City, bear much of the content of the sentence is not captured,
because they are not in syntactically salient position (they are not phrasal heads).
Inadequate treatment of MW expressions: the lack of relevance of the constituent introduced by in light of cannot be found because this expression is not considered as a single
DM and cannot be treated consequently.
Improving the Sentence Compressor
An improved version of MLsum(HL) provides solutions for some of the errors in the results
submitted to DUC. Heuristics for choosing the TU to be simplified have been refined. First,
units with no content other than authorship, location of issue, etc., are identified and discarded
by means of pattern matching. This allows progressively decreasing the minimal required length
when the combination of heuristics results too restrictive. Moreover, in case no TU is chosen
from the set provided by the classification module, a second set is built with all the units in the
document, ranked by order of occurrence.
The DUC-submitted version of the MLsum(HL) determined the inclusion in the summary
of a sentence constituent relying exclusively on syntactical requirements or discursive particles.
In the improved version, each lexical item in the chosen TU has been assigned an informativity
status, so that words belonging to a strong lexical chain have been considered most informative,
and frequent, nonempty words have been assigned a secondary relevance status. Decisions as
to the inclusion of sentence constituents in the summary are now taken considering syntactic,
rhetoric and lexical information.
Every one of the presented modifications has been evaluated with the methodology presented
in Section 4.2.1. The last objective was to assess whether they introduced significant improvements in the performance of the development system, and include them in the stable version
of the system. What we observed was that emphasizing the informativity of summaries always
yielded improvements in performance. This seems to be a side-effect of the fact that comparisons
are established by unigram overlap of the summaries to be compared. This also explains why
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producing a list of words as a Sentence Compression output outperforms the scores obtained by
the system when using a grammatical Sentence Compression module.

Figure 4.12: For each DUC 2003 participant system 4 values are depicted: the DUC Coverage,
the approximated Coverage, the DUC LAC and the approximated LAC. For each new evaluated
system only approximated values are depicted.

Figure 4.12 displays the results for the DUC manual evaluation and the automatic proposed
evaluation. Two kinds of scores are displayed: those assigned manually by NIST assessors for
Coverage and Length-Adjusted Coverage (LAC), and those approximating the manual scores by
the automatic methodology proposed before. From left to right, Figure 4.12 presents the results
obtained by: the DUC baseline, the DUC participating systems (7, 9, 10, 13, 15, 17, 18, 21,
22, 25, 26), Our system, the first prototype of MLsum(HL) manually evaluated, the improved
MLsum(HL) approach and finally, a list of words approach. The list of words is created by
concatenation of the ten most relevant words in the document (strong lexical chain members
and frequent words, leaving stopwords out).
When evaluated with the approximated measures and compared with the rest of the DUC
2003 participants, the list of words approach achieves competitive results in both approximated
measures. But it is not yet as good as the DUC baseline, the original headlines of the documents.

4.3

Conclusions

This chapter details the experiments carried out to set up two FEMsum instantiations to deal
with multilingual SDS. LCsum uses a cohesion-based representation of the text to detect relevant
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information. MLsum uses a DT based algorithm for scoring TUs according to their likelihood
to be included in the final summary.
A corpus to test systems when summarizing Spanish agency news was created in the framework of HERMES project. This corpus has been automatically translated to evaluate the performance when summarizing Catalan documents. It has been observed that the two main
shortcomings of this corpus are its small size and the fact that it belongs to the journalistic
genre. That means that documents follow a pyramidal organization, with the first sentence as
a summary of rest of the document. However, to our knowledge, there is no other corpus for
Spanish or Catalan summary evaluation.
Both FEMsum instantiations, LCsum and MLsum, present portability to a variety of languages, provided there is at least a morphological analyzer and a version of WN (or EWN)
available for the language. The performance of the first one has been analyzed for Spanish
and Catalan, while the second one participated in the DUC international contest summarizing
English news.
Since the properties exploited by LCsum are text-bound, they can be considered to have
language-wide validity. This means that LCsum is domain-independent, though it can be easily
tuned to different genres. Moreover, the same approach can be used to summarize a set of
documents, written in the same language, MDS, or in different languages, cross-lingual MDS.
LCsum(DiscStr) is a collaborative integration of heterogeneous discursive information that
yields an improvement on the representation of source text. However, this enriched representation does not outperform a baseline consisting of taking the first paragraph of the text.
MLsum(HL) uses a linguistically guided compression procedure to produce grammatical
headlines. Compression rules are applied to the TU considered more likely to be included in the
summary. The first version of this FEMsum instantiation was evaluated in the headline production task of the DUC 2003 obtaining not very good results. In order to improve the performance,
a careful analysis of the results was carried out identifying causes of misperformance.
New versions of the compressed rules used by MLsum(HL) were evaluated with a method
that re-uses the human judgements on summary quality provided by the DUC contest. The
score to be awarded to automatic summaries is calculated as a function of the scores assigned
manually to the most similar summaries for the same document. An approximate measure of
both coverage and LAC DUC measures are calculated.
We observed that emphasizing the informativity of summaries always yielded improvements
in performance. A list of words approach achieves competitive results in both approximated
measures. But it is not yet as good as the DUC baseline, the original headlines of the documents.

Chapter 5

Spontaneous Speech FEMsum
With the increasing importance of human-machine interaction, speech, as the most natural
way of human communication, has become the core of many computer applications. Moreover,
Automatic Summarization (AS) is of help in digesting the increasing amounts of information
that reach us every day. For that reason, in the framework of the Computers in the Human
Interaction Loop (CHIL)1 project, we have investigated how the combination of speech and
summarization could improve communication between humans and computers. In this project,
human activities, intentions and interactions are studied to provide helpful services.
With the objective of allowing users to obtain information about previous events, in the
CHIL project, FEMsum is integrated in a smart-room environment. The CHIL Smart Room
is an intelligent space equipped with several distributed cameras and microphones enabling the
possibility of multimodal processing. At the Universitat Politècnica de Catalunya (UPC), the
Smart Room has been equipped with 85 microphones and 8 cameras. A CHIL scenario is a
situation in which people interact face to face with other people, exchange information, collaborate to jointly solve problems, learn, or socialize, by using whatever means (speech/language,
gestures, body posture, data in electronic format, slides, etc.) they choose. CHIL monitors the
environment and provides useful services.
The Single Document Summarization (SDS) task studied in this chapter is focused in the
scenario where an oral presentation has taken place, exploiting manual and automatic transcripts
of the audio recording of the presentation. Given a transcript, three different summaries have
to be produced: ultra-short (10-word), short (30-word) and long (70-word). The final output to
be given to the user is the reproduction of the corresponding video and/or audio segments.
The framework presented in Section 5.1 was created to help in the evaluation of this new task.
This evaluation framework has been used in two different experiments. First, in Section 5.2,
the original textual news FEMsum instantiations presented in Chapter 4 are evaluated with
1

chil.server.de/servlet/is/101/ (IST-2004506969)
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automatic and manual transcripts as input. Second, in Section 5.3, adapted instantiations are
evaluated to set up the best FEMsum configuration to summarize automatically transcribed
oral presentations. The first experiment is part of the work reported in (Fuentes et al. 005a)
and the second one was first published in (Fuentes et al. 005b).

5.1

Spontaneous speech evaluation framework

Evaluation of the FEMsum approaches has been carried out using the Translingual English
Database (TED)2 (Lamel et al. 1994). This corpus is composed by a set of audio recorded
speeches from non-native English speakers presenting academic papers, in the EuroSpeech’93
conference, for approximately 15 minutes each. This can be classified as quasi-spontaneous
speech. The presentations were performed live without reading from a script, but it is safe to
assume that the speaker followed a self prepared high-level script. Furthermore, speakers were
not interrupted during their presentation.
The corresponding paper was available for most of the presentations, so they were studied in
order to try to use the valuable information they have. As detailed in Section 5.2.1 the title and
keywords can be taken as good summary models. However, the abstract can not be considered
as a good summary model for long summaries of oral presentations.
Additionally, the TED corpus contains manual transcripts for 39 of the presentations, 37 of
which have their corresponding paper.
To evaluate the performance when summarizing scientific oral presentations, three different
sets of documents from TED have been used to create three different gold standard corpora. Each
one contains summary models of different lengths. Section 5.1.1 describes the manual production
of summaries for the 39 manually transcribed presentations. Section 5.1.2 presents the process by
which 29 of the 39 presentations have been automatically transcribed and manually summarized.
To finish, Section 5.1.3 presents a corpus of 93 automatic transcripts to be used as a test corpus
taking into account only paper summary models (title and list of keywords).

5.1.1

TED manual transcript gold corpus

Apart from the abstract-based paper summary models (title, list of keywords and abstract),
extract-based gold standard summaries were manually created for each one of the 39 manually
transcribed TED presentations. Summaries of about 10, 30 and 70 words were produced by
manually extracting relevant chunks from each transcript.
Because of the lack of segmentation or punctuation when working with spontaneous speech
documents, human assessors were asked to select and rank the most important chunks of text
2

http://www.elda.org/catalogue/en/speech/S0120.html
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from each document. Figure 5.1 shows the interface of the tool developed to make this annotation
process easier. As summarized in the figure, the manual summary content selection process
consists in four steps:
First, chunks are selected and labeled with “1”, “2” or “3”, according to their relevance.
An identifier is automatically assigned to each new chunk and subst is used if the annotator wants to indicate a set of equivalent chunks. That is useful for automatic summary
selection. Furthermore, the tool allows establishing dependencies with other chunks when
a chunk should appear only if another specific chunk appears. In Figure 5.1 the chunk
identified by 4 “it’s been modified for this AUDETEL application” has been assigned the
lowest weight, 3 and this chunk can be substituted and depends on 3, “CELP”.
Second, the summary length is defined in words (right side of the figure) or percentage
(left side).
Third, the tool automatically proposes a summary chunk selection taking into account the
subst and weight information.
Fourth, the annotator supervises and changes the final chunk selection, if necessary.
Given the manual annotation in the first step, this process aims to be flexible enough to
allow for the creation of gold standard summaries of different sizes automatically, if necessary.
For the reported experiments, three summary test corpora were manually generated: 10-word,
30-word and 70-word summary length.

5.1.2

JANUS-ViaVoice automatic transcript gold corpus

To create an extractive gold standard, the voice files of 8 of the 39 presentations used in the
previous section were automatically transcribed using the UKA JANUS (Lavie et al. 1994)
system, one of the CHIL project speaker independent ASRs. JANUS has a Word Error Rate
(WER) of 31%.
WER is the measure of the number of modifications required to transform the automatically
recognized word sequence into the reference sequence, in terms of number of insertions (I),
deletions (D) and substitutions (S). Being N the number of words in the reference, the formula
is:
W ER = (I + D + S)/N

Table 5.1 shows a small passage from one of the 8 automatic transcripts. As illustrated, the
format of the transcripts follows several widely used conventions:
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Figure 5.1: Summary Generation Tool.
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my name is you can and i will present results from wizard of oz experiments
performed at the centre for cognitive science university denmark to the
experiments from a test part of the project for the dialogue project a spoken
language dialogue systems which is carried out in collaboration two sentence
the of the dialogue project is to develop two prototypes what he wanted to
repeat to be somewhat constitution of pea one in both systems should be within
the domain of danish domestic flight reservation and information tasks which
it should be possible to observation of tickets changes of observations and
information departure stressed conditions

Table 5.1: Example of content from an automatic transcript.

All words are transcribed in lower case.
No punctuation marks are used.
Numbers are written alphabetically (e.g. “two”) not numerically.
Speech noises and other outside noises are omitted.
As all CHIL ASRs were trained with 31 documents within the 39 in our evaluation framework,
it was not possible to use JANUS or any other CHIL ASR to generate automatic transcripts for
all 39 documents. 8 is a small number of examples to be statistically significant, for that reason,
we decided to train the IBM software ViaVoice to generate 21 additional transcripts. In this
case, the WER of the obtained automatic transcripts was about 38%. These automatic transcripts were generated by reading aloud the corresponding manual transcripts to the dictaphone,
previously trained with the speaker’s voice.
The same assessors that created summary models for manual transcripts were asked to create
equivalent models for automatic ones. However, since the low quality of automatic transcription
makes the reading process difficult, we simplified the task of creating models, by previously
aligning automatic transcripts with the chunks annotated in the corresponding manual transcripts. To produce model summaries for each document, assessors were asked to review, and, if
necessary, modify, the aligned chunks. This implies that the assessor has some initial bias about
the relevance of chunks. Depending on the quality of the automatic transcript, automatically
aligned chunks were more or less modified. Figure 5.2 shows the process of generating new models by aligning and correcting chunks when necessary. Once chunks are corrected, extract-based
summaries are procuced as with manual transcripts, detailed in Section 5.1.1.

5.1.3

JANUS automatic transcript gold corpus

To carry out a more extensive evaluation, 93 of the TED audio files, without manual transcription, were automatically transcribed using JANUS. As said before, JANUS was trained with
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Figure 5.2: Automatic transcript chunks aligned with chunks from the manual transcript.
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31 of the 39 files with manual transcription, for that reason none of those 31 presentations was
used for evaluation.
Due to the high cost of producing summary models manually, to obtain the summary models
associated to each of these 93 presentations, we decided to use the abstract-based summaries
found in the scientific paper associated to each oral presentation. The title, keywords and
abstract were taken as summary models, since they are supposed to be manually produced by
some of the authors as a summary of the content of the presented work.

5.1.4

Evaluation method

To automatically establish the quality of the summarizers we decided to use the ROUGE package
measures presented in Section 2.3. As the output of an ASR is not necessarily grammatical
or readable, the fact that ROUGE does not capture this features of the summary is not a
shortcoming in this case.
Since one of the model summaries to be compared with automatic summaries is a list of
keywords without any particular order, we decided to use the ROUGE-1 measure of unigram
overlap to evaluate the content overlap between summaries. Moreover, as shown in Lin and Hovy
(2003), the 1-gram measure between summary pairs correlates well with human evaluations.
The following ROUGE parameters were set:
95 per cent confidence interval is used.
The stemming option is set.
Stop words are not included in the calculations.
A length limit is imposed.

5.2

Original textual FEMsum instantiations

The SDS FEMsum instantiations, LCsum and MLsum, presented in Chapter 3, were initially
designed to summarize textual news. To analyze if the same strategies can be adopted when
changing the type of document to be summarized, the original FEMsum instantiations, without
adaptation, were evaluated with manual transcripts (corpus in Section 5.1.1) and automatic
transcripts (corpus in Section 5.1.2).
The evaluation of these instantiations with manual transcripts is intended to analyze the
performance of FEMsum when changing domain and genre. Manual transcripts allow us to
carry out a first study avoiding the problems specific of ASR. We expect that the discourse
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structure and the vocabulary used in journalistic documents will not be the same as the one
used in spontaneous speech transcripts, so this evaluation will help to detect specific features in
these different input documents.
The work carried out with manual transcripts is presented in Section 5.2.1, the one with
automatic transcripts in Section 5.2.2 and Section 7.3 analyzes the results obtained using original
FEMsum instantiations.

5.2.1

Summarizing manual transcripts

This section presents the performance of the original FEMsum SDS instantiations when summarizing manual transcripts. The corpus presented in Section 5.1.1 has been used as test corpus.
The evaluation is carried out at two levels. On the one hand, the impact of producing
summaries of different lengths (10, 30 and 70) is analyzed. On the other hand, we compare results
using spontaneous speech, extract-based summary models vs. using well-written, abstract-based
summary models.
In order to take advantage of the information in paper-based models, we have studied the
relation between transcript, extract-based manual summaries (H1: human1 and H2: human2)
and paper, abstract-based summaries (T: title, K: list of keywords and A: abstract). The
assumption is that paper summaries (the title, the list of keywords and the abstract of the
paper) are good summary models for the corresponding talk.
However, it is known that an extract-based summarizer obtains better results when evaluated
against extract-based models. For that reason, the two sets of summaries produced by the
assessors (Human 1 and Human 2) have been evaluated as automatic summaries, using the
paper information as gold corpus. The score obtained by the assessor ideal summaries can be
considered as a kind of upper bound to be achieved by an extract-based summarizer. See the two
first rows of Table 5.2 for 10-word summaries, Table 5.3 for 30-word summaries and Table 5.4
for 70-word summaries.
For 10-word summaries, two paper models were used: the title (T) and the list of keywords
(K). For 30-word summaries a single paper model was used: the concatenation of the title and
the list of keywords (T-K). Finally, for 70-word summaries the model was the abstract (A).
In addition, to determine the quality of the paper abstract-based summaries, their performance has been evaluated considering as reference the set of summaries produced by the two
assessors. The third and fourth rows in Table 5.2 and the third row in Table 5.3 and Table 5.4
reflect the scores for paper-based summaries.
For each summary length, each FEMsum approach, MLsum and LCsum, has been evaluated
taking into account three different summary models. For 10-word summaries, MLsum has been
evaluated with the sentence compression module, MLsum(HL). In general, as LCsum and MLsum
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Human 1
Human 2
Title
Keywords
MLsum(HL)
MLsum
LCsum

paper
T+K
43
35
–
–
10
14
25
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assessor
H1+H2
–
–
39
26
13
20
35

paper+assessor
T+K+H1+H2
–
–
–
–
12
18
31

Table 5.2: ROUGE-1 scores taking as reference: 2 extract-based human summaries, 2 abstractbased author paper summaries (T: title, K:list of keywords) or all of them as 10-word summary
models. Types of evaluated summaries: human ideal automatic systems (upper bound), paper
abstract based, and FEMsum (best approach).

Human 1
Human 2
Title-Keywords
MLsum
LCsum

paper
T-K
48
43
–
26
33

assessor
H1+H2
–
–
30
26
30

paper+assessor
T-K+H1+H2
–
–
–
26
30

Table 5.3: ROUGE-1 scores taking as reference: 2 extract-based human summaries, 1 abstractbased author paper summaries (T-K: title and list of keywords) or all of them as 30-word
summary models. Types of evaluated summaries: human ideal automatic systems (upper
bound), paper abstract based, and FEMsum (best approach).

extract complete TUs, the ROUGE scores are computed considering the N (10, 30 and 70) first
words of the produced summary.
The first column of each table presents the results obtained when using abstract-based paper
summaries as models. In the second column, extract-based manual summaries are the models.
The last column presents the performance of the system evaluated by comparison to both types
of models.
Analysis of the results
Observing the three tables it can be concluded that, in the three sets of experiments, LCsum is
always better than MLsum. In addition, we can see that:
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Human 1
Human 2
Abstract
MLsum
LCsum

paper
A
28
24
–
17
19

assessor
H1+H2
–
–
9
25
27

paper+assessor
A+H1+H2
–
–
–
22
24

Table 5.4: ROUGE-1 scores taking as reference: 2 extract-based human summaries, 1 abstractbased author paper summaries (A: abstract) or all of them as 70-word summary models. Types
of evaluated summaries: human ideal automatic systems (upper bound), paper abstract based,
and FEMsum(best approach).

Worst results are obtained when automatic summaries are compared to abstract-based
models only (see first column of each Table: T, K in Table 5.2; T-K in Table 5.3; and A
in Table 5.4).
Best results are obtained when automatic summaries are compared to extract-based summaries only (H1 + H2, see second column of each Table).
The scores obtained by artificial paper systems (Title, Keywords, Title-keywords) are
comparable to the ones obtained by LCsum: in Table 5.2, when compared to human
extract-based summaries, LCsum obtains 35 for 10-word summaries, while Title obtains
39 and Keywords obtain 26. In Table 5.2, for 30-word summaries, the concatenation of
Title and Keyword obtain 30, the same score as LCsum. But, the score obtained by the
Abstract of the paper is not competitive at all, it scores 9 when compared to the human
extract-based summaries, in contrast to the 27 obtained by LCsum (Table 5.4).
It has to be said that the obtained scores are also affected by the fact that two of the
transcripts have no paper and in some of the papers there is no list of keywords. This means
that some artificial paper systems produce empty summaries.

LCsum summary analysis
When analyzing the corpus it has been observed that manually transcribed TUs are not always
as good as expected. Figure 5.3 shows an example of a TU of 169 words selected as a summary. It
is also a good example of the vocabulary and the kind of discourse structure found in transcripts,
often highly speaker dependent. In this case, we find of course, a discourse marker used quite
often in spontaneous speech, especially by this speaker, but not much in journalistic documents.
The POS tagger has been trained with written documents, with few samples of this occurrence,
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for that reason the word “course” has been labeled as a common name, being considered as a
strong lexical chain member. This shows how misleading lexical chains may be found and taken
as reference to select the summary TU.

Thank you as you already heard this is the title of the paper and it’s cooperation
between Lund University and KTH in Stockholm and it’s a small project actually
in within the Swedish language technology program it’s only half man year on
each place but what we tried to do is of course to look into this prosody of
Swedish with different goals in mind of course to attain n new knowledge about
phrasing in Swedish and what we are looking a at it from different perspectives
both the phonology and how the phrasing is actually implemented in looking at
different acoustic signals that are used for implementing phrasing of course it
might be obvious to most of you but talking about phrase boundaries you think
about boundaries but of course it’s not necessarily boundaries it could easily also
be coherent signaling signaling the chance not rather than the boundaries and th
that will be obvious that it’s exploited quite a lot in in Swedish prosody as we see.

Figure 5.3: Example of a TU of 169 words.

The fact that pronouns are highly used in spontaneous speech and the reference is not always
clear (see the use of it in Figure 5.3) is another important feature of spontaneous speech to be
taken into account.
Another relevant aspect, depicted in Figure 5.4, is that, in general, the process of NERC is
not adequate for the new domain. An example of OTHERS, used when the NERC system is
not able to classify with some of the predetermined classes, is presented. Moreover, presented
systems, algorithms, methods (e.g. CELP) are often classified as ORGANIZATION.

NE_class (lemma) [TU_id(lema)]
OTHERS: (Dutch_English_German) 29(Dutch) 29(German) 33(French_Dutch) 33(German)
36(Dutch) 36(French) 36(German) 36(German) 36(French_German) 36(Dutch) 50(Dutch)
58(Dutch) 58(Dutch) 70(Dutch) 82(English) 83(Dutch) 83(French) 83(German) 83(Dutch)
83(Dutch) 86(English) 86(French) 86(Germanic)
ORGANIZATION: 2(TFI) 4(TFI) 8(TFI) 10(TFI) 12(TFI) 13(TFI) 19(TFI) 25(TFI) 28(TFI)
28(TFI) 29(TFI) 30(TFI) 31(TFI) 36(TFI) 37(TFI) 37(TFI) 60(TFI) 61(TFI) 62(TFI) 63(TFI)
ORGANIZATION: 3(CELP) 18(CELP) 27(CELP) 37(CELP)

Figure 5.4: NE lexical chain examples.

Figure 5.4 presents a collateral effect of the inadequate NERC process. Dutch, English and
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German are considered to refer to the same proper name as Dutch English German. For that
reason, all of them appear as members of the same chain. The problem comes from the fact that
Dutch English German has been wrongly labeled as a proper name. A simple algorithm is used
by the LEXICAL CHAINER to detect that two proper names are referring to the same entity.
This algorithm takes into account the existence of a partial match to consider the existence of
a shorter way to denote the same entity (e.g. “Romano Prodi” and “Prodi” or “R. Prodi”).

5.2.2

Summarizing automatic transcripts

The aim of this study was to orient the adaptation of the system when, instead of having
well-written text as input, the input is automatically transcribed spontaneous speech. The
first important difference is that the new input is ungrammatical and has no capitalization or
punctuation marks.
Besides the fact that the performance of ASRs is still far from perfect, one of the most
challenging problems in changing the media of input documents is to determine how to scale the
new kind of documents. For the original LCsum and MLsum, sentences or syntactic segments
were good units of meaning. Due to the lack of punctuation and grammaticality of the output
of ASRs, determining what a TU is becomes a first new challenge.
The rest of the section as structured as follows: First, the segmentation method used for the
evaluation of the original FEMsum approaches is presented. Then, we compare the performance
of FEMsum when summarizing the corpus presented in Section 5.1.2, automatically segmented,
manually segmented and the corresponding manual transcripts. Finally, in order to find the
best way to adapt FEMsum, the properties of some automatic transcripts are contrasted with
the news used in DUC.
TU segmentation
Several methods have been proposed to deal with the segmentation of dialogue transcripts into
units. In general, they are based on the use of statistical or ML techniques for automatic learning,
such as those in Lavie et al. (1994) (segmentation of dialogues into Semantic Dialogue Units)
or Stolcke and Shriberg (1996) and Zechner (2001) (segmentation of dialogues into sentences or
partial sentences with or without syntactic structure). However, the concept of segment in a
dialogue is quite different than in a monolog, which is our challenge.
In the framework of the CHIL project we proposed and evaluated two segmentation methods:
one heuristic-based and the other ML-based.
The first one considers a segment as a sequence of approximately N words in length, with
the restriction that it should not split a syntactic chunk. When this restriction is not satisfied,
the whole chunk is added to the previous segment and the new one starts after it. Chunks in
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documents are detected using the Yamcha chunker (Kudo and Matsumoto 2001). The objective
is to avoid very long sentences, which are not useful for Text Summarization (TS).
For the second segmentation method, several experiments using SVMs were carried out. The
proposed method works as follows: a sliding window of a fixed size is used and a feature vector
around each word in the transcription is generated. The studied features were: word forms
and lemmas, as well as POS and chunking information. Using the learned model, the feature
vector is classified into one of two classes to tell whether the word is the beginning of a new
segment (class B) or it is inside the present one (class I). This process is done for each word in
the transcript in a sequential way. After that, a post-process is executed in order to obtain the
segmented transcript from the labeled sequence of words.
The ML-based TU segmentation method and the obtained results were deeply analyzed in
(Fuentes et al. 005a). However, the textual segments obtained with this method were much too
long to be used in TS tasks. For that reason, for the experiments reported in the rest of the
section, transcripts are segmented using the heuristic-based approach.

Automatic vs. Manual segmentation
Considering the properties of the targeted new input, automatic transcripts, we have carried out
a set of experiments. As the architecture of the system presupposes some kind of natural text
segmentation in order to classify each segment as being part of the summary or not, we decided
to contrast the manually versus the automatically punctuated input.
To contrast the performance when using manual transcripts or automatic transcripts we
have reproduced the evaluation of the system with manual transcripts but summarizing only
the 29 documents from the corpus presented in Section 5.1.2. Table 5.5 shows the performance
of MLsum and LCsum when summarizing manual transcripts, manually segmented automatic
transcripts and automatically segmented automatic transcripts. For the evaluation, only extractbased human summaries are used as models to compute ROUGE-1 scores.
As it was expected, both approaches perform better when summarizing manual transcripts,
and worst when summarizing automatically segmented automatic transcripts. This shows that
the summarization process is highly sensitive to noise in the input. Moreover, as it was observed
in the first evaluation with manual transcripts in Section 5.2.1, LCsum always performs better
than MLsum.
As the TU classifier instantiated by MLsum has learned rules based on the training corpus,
differences in corpus properties can easily affect the performance of this approach. To get a
better insight of why MLsum performs worse and to help in adapting FEMsum approaches, a
detailed corpus analysis is presented in the following section.
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Approach

10-word

30-word

70-word

manual transcripts manually segmented
MLsum
24
27
24
LCsum
35
28
27
automatic transcripts manually segmented
MLsum
13
21
22
LCsum
29
24
25
automatic transcripts automatically segmented
MLsum
8
8
20
LCsum
22
19
20
Table 5.5: Performance of the FEMsum approaches producing 10,30,70-word summaries for 29
transcripts.

Corpus comparative study

This section compares some characteristics of the 8 TED corpus presentations transcribed by
JANUS (see Section 5.1.2), with the 147 DUC documents used for training (see Section 3.6.2).
Table 5.6 shows that the documents have important differences in the number of TUs per
document (61 vs 93.1), the number of words per TU (27.8 vs 20.6) and in the behavior of lexical
chains, although there is not a big difference on the average number of words per document.

Corpus Data
TED
DUC

DocLength
(TU)
61
93.1 [13-216]

TULength
(words)
27.8
20.6

Strong Chain

Strong Chain Score

4 [33/8doc]
0.6 [93/147doc]

20.4
7.8

Table 5.6: Corpus comparative study.

Another observation is that, although NEs or proper nouns are not recognized, due to the lack
of capitalization and punctuation, the number of strong lexical chains that crosses on average a
TU is bigger in TED transcripts than in DUC news. Moreover, lexical chain scores are higher
(20.4 vs 7.8).
Table 5.7 shows 4 examples of strong lexical chains. The second column indicates the score
achieved by each one of such chains. These scores are directly proportional to the number
of terms related to the same concept or lexical chain member (first column) occurring in a
document. We have observed that, in general, lexical chains reflect the use of frequent term
repetition in spontaneous speech transcripts.
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Lexical chain member
dialogue
system
user
utterance
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Lexical chain score
13
29
15
12

Table 5.7: Example of strong lexical chains members and their score.

To finish with the analysis of features, it has to be said that the weighted cosine measure,
used as a feature by MLsum, considers term frequency in a textual corpus of news, so it can be
considered a domain dependent feature. To conclude, if we want to properly adapt MLsum and
try to obtain better results, a new TU classifier should be trained with a set of documents that
are similar to the documents in the test set.

5.2.3

Analysis of the results

The previous experiment results show that the performance of the lexical chain based approach,
LCsum, is always better than the one obtained by the ML-based one, MLsum. Then, it can
be concluded that the first one is less domain, style or media dependent than the second one.
Moreover, the use of lexical chains seems to be a good way of detecting relevant information in
spontaneous speech documents. Indeed, it has been observed that, in oral language, speakers
frequently repeat important concepts. It has been confirmed that errors introduced in preprocessing of documents, both introduced by the ASR and by the text segmenter, significantly
affect the performance of the approaches.
With respect to MLsum, in general, the main problem of adapting a ML-based approach is
that dealing with a new domain requires learning a new model. In our case, the initial model
for summarizing was learned using journalistic written documents. This model is not useful in
the CHIL scenario. Then, a new model for the technical speech domain is required.
It must be said that the corpus used in this first set of experiments is not big enough to
obtain a statistically significant evaluation. In Table 5.8 it can be observed that depending on
the number of documents used in the evaluation process, the performance of the system suffers
important changes. The values are almost the same when summarizing 29 and 39 documents,
but important differences can be found when the number of summarized documents are 34.
The values obtained in these experiments can be used as an orientation, but either 29 or
39 are not enough documents to carry out a stable evaluation that allows to draw strong conclusions. Given the enormous cost of building a comprehensive corpus for summary evaluation,
we propose to use the title and the list of keywords from the paper that is being presented as
summary models, to be used as a gold standard to assess the quality of summaries of the oral
presentation transcript. However, paper abstracts have to be discarded, as the comparison of
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Approach

10-word

30-word

29 manual transcripts
24
27
35
28
34 manual transcripts
MLsum
22
33
LCsum
34
43
39 manual transcripts
MLsum
20
26
LCsum
35
30

70-word

MLsum
LCsum

24
27
46
58
25
27

Table 5.8: Performance of the FEMsum approaches producing 10,30,70-word summaries for 29,
34 and 39 manual transcripts.

longer summaries is almost impossible, due to the important differences between texts of extracts
from presentations and paper abstracts (discourse structure, vocabulary,...). This problem also
affects the comparison of 10- and 30-word automatic summaries with the title and keywords,
but stylistic differences are less dramatic in shorter texts.

5.3

Exploiting general textual properties

To tackle the variation in register and the noise of faulty ASRs, we propose the use of robust,
domain-independent summarization approaches. Lexical chains and Discourse Marker (DM)
information are exploited to detect relevant information in transcripts of monologues. In contrast
to other state-of-the-art systems, acoustic information has not been considered because it is not
always available.
The results obtained in the experiments presented in Section 5.2 show that exploiting textual
properties is specially suitable for the problem of summarizing spontaneous speech, because in
oral presentations important concepts tend to be highly repeated and discourse markers are
frequently used. In addition, the success of Stokes et al. (2004) in exploiting lexical chains as
text representation to obtain short summaries of broadcast news seems to indicate that LCsum
is robust enough to deal with different registers. We present here two summarization LCsum
adaptations, PreSeg and PostSeg, whose architectures (see Figure 5.5) share a highly portable
core. This core relies on domain and register independent linguistic processes, and specific
modules are added as required.
As depicted in Figure 5.5, PreSeg and PostSeg differ in the way they tackle the task of
segmenting text: in the PostSeg approach the identification of segment boundaries is deferred
until relevant content is detected, whereas in the PreSeg approach the text is segmented at the
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LCsum (PreSeg)
English Text LP

Tokenizer

POS Tagger

Lemmatizer

LC CE

WordNet

Syntactic
Chunker

Semantic
Annotator

DM
Annotator

Text
Segmenter

LC RID
Transcript
Segmenter

Basic SC

Chunk
Extractor

Collocations

English Transcript LP

Discourse
Markers

Collocations

Complex SC

LCsum (PostSeg)

Figure 5.5: PreSeg and PostSeg modules.

linguistic preprocessing step, as detailed below.
Two external resources are required for segmentation: a list of collocations and a list of DMs3
(Alonso (2005), Appendix A). Collocations4 are extracted automatically from a written corpus
applying a χ2 hypothesis test (as proposed in Manning and Schütze (1999)) to all n-grams of
up to a certain size. In the PostSeg approach only collocations filtered by syntactic patterns are
considered (a subset of those in Arranz et al. (2005), see Table 5.9).

definite−{JJ} clause−grammar{NN}
non-iterative{JJ} matrix−inversion{NN}
bottle{NN} necks{NNS}
gradation{NN} of{IN} spontaneity{NN}
bionic{JJ} wizard{NN}
spaces{NNS} of{IN} perceptual{JJ} distinction{NN}
correlates{VBZ} of{IN} perceptually{RB}

Table 5.9: Example of collocations filtered by syntactic patterns.

As can be seen in Table 5.10, each DM has associated a value of relevance: dm neutral
(purely formal relevance), nuc signals relevance and sat signals lack of relevance. Furthermore,
syntactic classes are also distinguished: r for DMs that dominate words to their right or b for
3
4

http://russell.famaf.unc.edu.ar/~laura/shallowdisc4summ/discmar/
sequences of words that are likely to co-ocur.
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DMs dominating words at both sides. Every DM is associated to a score of rhetorical relevance
(2, 1 or -1). This score is assigned to all words dominated by the DM (following or preceding
the marker, depending on its syntactic type).

discourse marker
because
although
first of all
however
in case
in order to

relevance
dm
sat
dm
nuc
sat
nuc

syntactic
b
r
r
r
b
b

Table 5.10: Example of discourse markers, their relevance and syntactic class.

As depicted in Figure 5.5, the main tasks performed by the adapted LCsum approaches are
the following:
1. LexicoMorpho LP: As described in Section 3.4, in this step generic NLP processing tasks
are performed over an input text (tokenizing, tagging, lemmatizing, syntactic chunking and
semantic labeling, identification of DMs and collocations) 5 .
To extract the collocation list, in this case domain-specific, we have used 429 EuroSpeech’93
conference papers, trying to obtain domain-specific collocations.
In the PreSeg approach, the input text is segmented at this point, as detailed in the
following item. In the case of PostSeg, the decision is deferred to the SC component.
1a. PreSeg Transcript Segmenter: Segments of n words are identified in the input text.
A size of 20 words per segment has been established, similar to the average sentence length
in the transcript corpus (20.81), with the restriction that segment boundaries cannot be
placed
–
–
–
–

5

before a coordinating conjunction,
after a conjunction, a preposition or a determiner,
so that they split a syntactic chunk or a collocation,
so that they leave a DM in the last m positions of the segment (where m is related
to the scope size of the DMs). Since oral input is ill-formed and the scope of the
DMs cannot be calculated in terms of linguistic units, the scope has been stipulated
as a 5-word window following it or a 10-word window around it, depending on the
syntactic type of the marker.

In most cases, no adaption has been done and the preprocessors are based on written text models.
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When a DM is found and we need less than m words to complete a segment, a boundary
is placed immediately before it, yielding a segment shorter than n words. As for the rest
of restrictions, words are added to the segment, until a suitable splitting point is found,
possibly producing segments longer than n.
2. Lexical Chain based RID: As described in Section 3.6.1, in order to recover most of the
information in the text, we consider medium and light chains, instead of only strong ones.
This measure is aimed to minimize the bias of strong chains in spontaneous speech: they
tend to provide a misrepresentation of the information in a text because the distribution
of the frequency of words is rather skewed, and only few strong chains are found. In all
the experiments, lexical chains were computed taking into account only common nouns
as candidate chain members. Due to the lack of punctuation and capitalization, usual
textual methods to detect NEs are useless. Only repetitions and synonyms have been
considered, disregarding other Wordnet relations. In this domain, very general words
(e.g., speech or speed) are used with a very specific sense, but since no domain-specific
word-sense disambiguation is performed, considering all their WN relations would yield
an inadequate representation of the text.
3. Lexical Chain based CE: In the PreSeg approach, Heuristic 2, ranking highest the TU
crossed by the maximum of Strong chains, is set.
4. Complex SC (Chunk Extractor): The implementation of this step is not the same
in both approaches. While PreSeg uses the Basic SC, PostSeg determines at this point
the segment boundaries by using the Chunk Extractor described in Section 3.8.1. In the
Chunk Extractor, 20 is the defined chunk size.
The performance of the PreSeg and PostSeg has been evaluated at two levels, producing
summaries of different lengths (10 or 30 words) and having manual or automatic transcripts as
input. As in the first set of experiments, in order to establish an upper bound for extract-based
summarizers, the summaries produced by assessors were evaluated as if they were the output of
two ideal systems (Human 1 and Human 2).
In order to have a fair comparison between manual and automatic transcripts, capitalization
was removed from the former except in the ManSeg where the original LCsum summarizes the
manual transcripts manually segmented.
Two kinds of baseline summaries were also evaluated:
NFirst, the first n (10 or 30) words of each transcript.
NFreq, the n-long segment that maximizes the number of frequent words contained in it.
Table 5.11 shows the results of the experiments when comparing extract-based summaries
from scientific presentation transcripts against three sets of models: the title and keywords of the
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corresponding paper (paper), both manual summary models (assessor) and all of them (paper
+ assessor).

Summary Length
Summary references

paper
T+K

Human 1
Human 2
NFreq
NFirst
ManSeg
PreSeg
PostSeg

44.87
37.38
16.66
19.88
26.39
24.99
26.16

NFreq
NFirst
LCsum
PreSeg
PostSeg

18.61
21.83
24.39
25.76
29.70

10-word
assessor paper+assessor
H1+H2
T+ K+H1+H2

paper
T+K

30-word
assessor paper+assessor
H1+H2
T+K+H1+H2

manual transcriptions (37 oral presentations)
–
–
55.26
–
–
–
–
50.12
–
–
18.18
17.85
23.28
21.84
22.54
26.67
24.40
34.76
20.92
24.92
34.59
31.06
41.07
29.90
32.75
32.11
29.04
38.67
33.66
35.25
31.65
29.20
39.61
32.04
34.13
automatic transcriptions (93 oral presentations)
–
–
18.46
–
–
–
–
28.70
–
–
–
–
31.90
–
–
–
–
38.55
–
–
–
–
49.98
–
–

Table 5.11: Upper bound (Human ideal automatic systems) and system performances when summarizing manual or automatic transcripts. ROUGE unigram overlap measure have been computed when taking, extract-based human summaries (H1:human1 and H2:human2), abstractbased author paper summaries (T:title and K:list of keywords) or all of them as model summaries.

When summarizing automatic transcripts, besides the baseline and the two adaptations of
LCsum, the performance of the original LCsum approach, evaluated in Section 5.2.2, is also
analyzed.

5.3.1

Analysis of the results

As could be expected, Table 5.11 shows that recovering the content of model summaries in 10
words is more difficult than in 30 words.
It is noteworthy that in 10-word summaries automatic summaries are more similar to assessor
summaries than to the title and keywords of the paper. However, this tendency is reversed for
30-word summaries.
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A t-student test with 95% confidence interval was applied to determine whether differences
between the summaries produced by the different automatic summarizers (detailed in Table
5.11) were significant. On the one hand, when summarizing manual transcripts, assessors always perform significantly better than any automatic system, as compared to paper-based summaries. For 10-word summaries, Human1 summarizes better than Human2. Differences between
ManSeg, PostSeg and PreSeg are never significant, but the NFreq baseline is clearly the worst
automatic system, and Nfirst is worse than ManSeg. On the other hand, when having as input
automatic transcripts, PreSeg and PostSeg perform significantly better than any baseline.
It is interesting to note that the quality of summaries does not drop when automatic, instead
of manual, transcripts are used. This shows that the proposed techniques are robust enough to
exploit salient textual features that allow to identify and delimit the most relevant parts of a
presentation.
To analyze the obtained scores and determine the agreement between the different models,
we have studied the correlation between them. Taking as a reference one model at a time, we
have computed the ROUGE-1 measures for each kind of automatic summary. After that, the
level of agreement between pairs of models has been measured comparing the values given to
each summary according to the models. The Pearson correlation coefficient has been used to
quantify the agreement between pairs of models, reaching a 99% confidence level in all cases,
which indicates that different models agree significantly. Then, it can be concluded that the
ranking obtained by the evaluated approaches is not dependent on the summary model taken
as reference. Table 5.12 displays correlation values for each pair of models.

Manual-10
KeyWords
Title
Human1

Title
0.567

Automatic-10
KeyWords

Human1
0.529
0.646

Title
0.661

Human2
0.495
0.633
0.744

Manual-30
KeyWords
Title
Human1

Title
0.457

Automatic-30
KeyWords

Human1
0.493
0.565

Human2
0.397
0.340
0.608

Title
0.679

Table 5.12: Pearson correlation coefficients between the different models in each evaluation set.

For 10-word summaries from manual transcripts, one of the assessors correlates slightly
better with paper models (KeyWords and Title) (0.53 and 0.65, respectively) than the other
assessor (0.50 and 0.63). The same tendency is accentuated in 30-word summaries: 0.49 and
0.56 for the first judge, 0.40 and 0.34 for the second. This explains the fact that, when compared
to paper-based summaries (see Table 5.11), Human2 obtains lower performance than Human1
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(37.38, 50.12 vs. 44.87, 55.26, respectively). The style of assessor extracts seems closer to the
titles of the papers than to the list of keywords, although differences between different kinds of
paper-based summaries and assessor extracts are smaller in 30-word summaries. In any case, it
is interesting to note that the correlation between Human1 and Human2 is the highest of all in
both summary sizes (0.74 for 10-word, 0.61 for 30-word). The correlation between the keywords
(K) and title (T) models is also significant, especially when evaluating automatic transcripts
(0.66 and 0.68).

5.4

Conclusions

We have manually built an evaluation corpus in the framework of CHIL project, to compare the
performance of the different FEMsum approaches to summarize automatically transcribed oral
presentations.
The values obtained using this evaluation corpus can be used as an orientation, but it does
not contain enough documents to carry out a confident evaluation. Given the enormous cost of
building a comprehensive corpus for summary evaluation, we propose to use the title and the
list of keywords from the paper presented in the oral presentation as a gold standard summary.
Correlation between models has been studied, showing that the title and the list of keywords
of the paper are good summary models to evaluate scientific presentations summarizers, although
human made summaries are more stable. In contrast, the Abstract of the paper can not be used
as a model due to style differences between well-written text and spontaneous speech.
To summarize transcripts from oral scientific presentations, several NLP processing tasks
need to be adaptated: NER, NEC and other NLP tools that have been trained in other domains.
In the reported experiments, the tools used are based on written text models. We have focused
our efforts on the adaptation of the segmentation in textual units for transcripts. Two different
approaches to segmentation have been implemented: PreSeg and PostSeg. Both approaches are
adaptations of the original LCsum.
We have found that automatic summaries from a presentation are reasonably similar (contentwise) to human ones, and also to the title and the keywords of the corresponding paper.
PreSeg and PostSeg perform significantly better than two dummy baselines. The first baseline
is the first fragment of the talk, where we expect the speaker to synthesize the aim of the talk.
The second baseline consists in selecting the speech segment that maximizes the total frequency
score, summing up the frequencies of all the words in it. In addition, the quality of summaries
does not drop when automatic, instead of manual, transcripts are used.
The MLsum system presented in Section 4.2 has not been adapted due to the fact that the
rules of the TU classifier were learned from a totally different domain and performed rather
poorly on transcripts of spontaneous speech.

Chapter 6

Query-focused FEMsum
This chapter presents several FEMsum query-focused Multi-Document Summarization (MDS)
approaches evaluated in the most recent DUC tasks. At DUC 2005, 2006 and 2007 contests,
both summary content and readability aspects were manually evaluated.
At NIST, the summary content was manually evaluated in terms of summary assessment of
responsiveness. Assessors assign an integer between 1 (least responsive) and 5 (most responsive).
Responsiveness is different from DUC 2003 and 2004 coverage in that a peer summary is not
compared against a single reference. In addition, ISI and Columbia also evaluated automatic
summary content taking into account multiple reference summaries. Using the Basic Element
(BE) (Hovy et al. 2005) automatic method at ISI and the manual pyramid method (Passonneau
et al. 2005) at Columbia.
Apart from summary content, at NIST five linguistic quality scores were assigned to each
summary: grammaticality, non-redundancy, referential clarity, focus, and structure and coherence. Each linguistic aspect reflects the degree of a certain readability property to be assessed
on a five-point scale from A to E, where A is assigned to a good summary with respect to the
quality under consideration and E to a bad one.
Section 6.1 describes each evaluated approach and show how it performs in the complex
question-focused DUC summarization main task. In addition, a method to use manually annotated pyramids to automatically evaluate new approaches is detailed and applied to evaluate
evolving FEMsum prototypes. In Section 6.2, the best query-focused approach is adapted and
evaluated in the DUC 2007 update pilot task, that consists in producing just-the-news summaries. To finish, Section 6.3 concludes the chapter.
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Query-focused Multi-Document Summarization DUC task

The task studied in this section models real-world complex question answering as proposed by
(Amigó et al. 2004). The objective is the production of a brief, well-organized, fluent answer to
a need of information that could not be met by just stating a name, date, quantity, etc. In 250
words, summaries have to give answer to a question synthesizing a set of related documents.

<topic>
<num> d301i </num>
<title> International Organized Crime </title>
<narr>
Identify and describe types of organized crime that crosses borders or
involves more than one country. Name the countries involved. Also
identify the perpetrators involved with each type of crime, including
both individuals and organizations if possible.
</narr>
<granularity> specific </granularity>
</topic>

<topic>
<num> d426a </num>
<title> Law enforcement with dogs </title>
<narr>
What sorts of law-enforcement tasks are dogs being used for worldwide?
What law enforcement agencies are using dogs? What breeds of dogs are
being used?
</narr>
<granularity> general </granularity>
</topic>

Table 6.1: DUC 2005 complex natural language questions.

The task treated in this section was first proposed in DUC 2005. Topics to be used as a
test data were created by NIST assessors. For each topic, a set of 25-50 related documents
were selected. For each set of documents a title of the topic was established and a narrative
statement produced. Table 6.1 presents two DUC topic examples. As can be observed, the topic
statement (narrative) is in the form of a set of related open questions. The narrative is a request
for information that could be answered using the selected documents. For each topic, it is also
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indicated the granularity of the answer. The granularity signals if the summary is supposed to
name specific events, people, places, etc., or in contrast, it is supposed to give a general answer.
The most important difference between DUC 2005 and DUC 2006-2007 was that while in
the former systems were supposed to produce two different types of summaries, after DUC 2005
only generic summaries were produced. In DUC 2005 it was observed that questions ask for too
many diverse subjects (as in the first topic presented in Table 6.1). NIST assessors found that
the size limit for the summaries was a much bigger factor in determining what information to
include and some specific summaries ended up being very general (Dang 2005).
FEMsum query-focused MDS prototypes have been manually evaluated in DUC 2005, 2006
and 2007 contests and automatically with the method presented in Section 6.1.1. This method
is aimed to study the performance of different approaches taking advantage of DUC judgments.
Section 6.1.2 presents the first experiment carried out with the DUC 2005 data where the
first FEMsum prototype, QAsum, was evaluated. In Section 6.1.3, the performance of different
configurations of SEMsum and LEXsum participating in DUC 2006 are presented. Then, Section 6.1.4 compares the best scored FEMsum approach evaluated in DUC 2006 with DUC 2005
participants and a new SVM-based approach, MLsum (MDS, Q). Section 6.1.5 presents the last
SEMsum approach evaluated at DUC 2007.

6.1.1

AutoPan, a pyramid-based automatic evaluation method

In DUC 2005, Columbia University constructed pyramids for twenty document clusters (Passonneau et al. 2005), each one with nine summaries written at NIST. Of these, seven were
used to create the twenty pyramids and the remaining two were included in the peer evaluation. The authors of the twenty-seven systems evaluated with the pyramid method did the peer
annotation. Then, given a pyramid model and an annotated peer the score was automatically
computed.
In (Fuentes et al. 2005) we proposed to use DUC 2005 manually annotated pyramids to
automatically evaluate new summaries, in a similar direction to (Harnly et al. 2005). To apply
AutoPan it is necessary to have a pyramid, as defined by (Nenkova and Passonneau 2004), from
each set of documents to be summarized.
As detailed in Section 2.3, the pyramid evaluation method requires a human annotator to
match summary text fragments to the Summary Content Unit (SCU)s in the pyramid. AutoPan1
automates this part of the process as follows:
The text in the SCU label and all its contributors is stemmed and stop words are removed,
obtaining a set of stem vectors for each SCU. The summary text is also stemmed and
1

Software is available at http://www.lsi.upc.edu/~egonzalez/autopan.html
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freed from stop words.
A search for non-overlapping windows of text which can match SCUs is computed. A
window and an SCU can match if a fraction higher than a threshold (experimentally set
to 0.90) of the stems in the label or some of the contributors of the SCU are present in the
window, without regarding order. Each match is scored taking into account the score of
the SCU as well as the number of matching stems. The solution which globally maximizes
the sum of scores of all matches is found using dynamic programming techniques.
In order to see if the proposed automatic summary constituent annotator correlates with
the manual annotations, each one of the 540 summaries manually evaluated with the pyramid
method in DUC 2005 is processed with AutoPan. The automatically produced constituent
annotations are scored using the same metrics as for manual annotations, and it is found that
the scores obtained by automatic annotations are correlated to the ones obtained by manual
ones for the same system and summary.
A Spearman test was applyed to the scores obtained by every one of the 540 summaries,
including the human ones. The test reports values of r = 0.52 for Original pyramid score and
r = 0.58 for Modified pyramid score, which exceed the critical value for a confidence of 99%.
If we repeat the Spearman test with only the automatic systems (500 examples) the values go
down to r = 0.49 and r = 0.52, but they remain inside the 99% confidence level. Nevertheless,
in both cases the scores of automatic annotations tend to be lower than those of manual ones.
We will refer hereforth to the Original pyramid score obtained from the automatic pyramids
as AutoPan1 and to the Modified pyramid score as AutoPan2. The scores obtained from manual
pyramids will be referred to as ManPan1 and ManPan2.
If instead of considering the results summary by summary, we take the averages of the scores
for each DUC participant system as well as for each one of our approaches described in the
following section, there seems to be linear dependency between the two variables. Applying
linear regression, we obtain a Pearson coefficient of 0.77 for AutoPan1 and ManPan1 and 0.98
for AutoPan2 and ManPan2. Figure 6.1 shows the ManPan and AutoPan score distribution
with respect the obtained regression line.
As summarized in Table 6.2, once found that the AutoPan correlated with the ManPan
ones, it was also analyzed the correlation with the manually assigned responsiveness scores
(Resp in Table 6.2), as well as with the ones obtained wiht the ROUGE metrics: ROUGE-2
(R2) and ROUGE-SU4 (RSU4). We apply the Pearson correlation test and the Spearman rank
correlation test to the average of the scores obtained in all clusters by every non-human system.
As reflected in Table 6.2, the AutoPan2 metric correlates well with all other metrics in both
tests. All values exceed the confidence level of 99%. AutoPan1 correlates at 95% confidence level
with the manual pyramid-based scores using both tests. The only exception is the 0.360 value
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Original Pyramid Score (System Average)

Modified Pyramid Score (System Average)
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Figure 6.1: Scores obtained by manual and automatic constituent annotation of the human and
the participant DUC system summaries, averaged by system.

AutoPan1
AutoPan2

Test
Spearman
Pearson
Spearman
Pearson

R2
0.376
0.292
0.683
0.755

RSU4
0.330
0.238
0.665
0.725

ManPan1
0.582
0.432
0.802
0.820

ManPan2
0.548
0.360
0.802
0.851

Resp
0.302
0.207
0.649
0.699

Table 6.2: Correlation values for several metrics, evaluating average scores of non-human systems. Values which exceed the p-value for p = 0.01 are shown in bold. Values which exceed the
p-value for p = 0.05 are shown in bold italics.

for the Pearson correlation with ManPan2, which does not exceed the imposed 0.05 p-value. For
ROUGE measures and responsiveness, no correlation test achieves this confidence level.
One of the explanations to this non-correlation can be seen in Figure 6.2, which describes
the behavior of the four automatic measures when evaluating non-human systems. It can be
seen that two systems are particularly wrongly scored by AutoPan1. These systems, 11 and 26,
score at the level of human summarizers. In fact, system 11 is better scored than two humans. It
seems that AutoPan1 must have some sensitivity to the kind of automatic summary produced.
However, the plots for AutoPan2 and the ROUGE metrics have a similar shape, and this is in
accordance with the correlation values seen in Table 6.2.
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Comparison of Automatic Metrics
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Figure 6.2: Comparison of automatic metrics applied to DUC 2005 participants.

6.1.2

Using the TALP-QA system at DUC 2005

In this section the performance of several QAsum prototypes is compared using the DUC 2005
data. The first query-driven MDS FEMsum approach uses extraction techniques to produce
summaries, selecting and putting together several portions from the original set of documents.
To face the DUC 2005 task, QAsum summaries are produced using part of the TALP-QA
Question & Answering system.
The TALP-QA is in continuous evolution trying to adapt itself to the specific characteristics
of TREC and CLEF contents. When QAsum was designed, the last TALP-QA English prototype
had participated in TREC 2005 QA track (Ferrés et al. 2005) and the last Spanish prototype
in CLEF (Ferrés et al. 2005).
For the experiments reported in this section, TALP-QA system has been used without the
specific Definitional QA subsystem. Moreover, as we are not interested in obtaining the factual
answer of the questions but only to identify the sentences where it is located, only the initial
steps of TALP-QA are performed (Collection and Question Processing, Passage Retrieval and
Answer Extractor).
As depicted in Figure 6.3, QAsum instantiates five FEMsum components:

1. English TALP-QA LP
Each set of documents is pre-processed with the general purpose linguistic tools described
in Section 3.4. Text is enriched in order to obtain the TALP-QA lexico-morphologic,
syntactic and semantic representations also presented in Section 3.4.
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QAsum

LexicoMorpho Representation

English
TALPQA LP

Syntactic Representation

Generation
QP

Semantic Representation

TALP-QA Question Classification

PR RID

TALPQA PR

QA CE

TALP-QA
Answer
Extractor

Complex SC

Lucene IR

Antiredundancy

Figure 6.3: Modules of QASUM-TALP, a QAsum approach.

The enriched collection is indexed using Lucene2 IR engine. Lucene is used to create an
index with two fields per document:
lemmatized text with NEs recognized and classified and syntactic information
original text (forms) with NEs recognized (not classified) and syntactic information.
As an additional knowledge an IDF weight is computed at document level for the whole
collection. This information is used by the TALP-QA components.

2

http://jakarta.apache.org/lucene
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2. Generation QP
As the current TALP-QA system does not process complex questions, a set of simpler
factual questions is automatically generated from the complex description given by the
user (the narrative in Table 6.1).

D426d

What law enforcement agencies are using dogs?

sent(3, 16, [
(word("What"), lemma("what"), pos("WP"), nil, nil, []),
(word("law"), lemma("law"), pos("NN"), nil, nil, [n00361262,...]),
...
(word("?"), lemma("?"), pos("."), nil, nil, [])
]).
subj

qu
what

obj

What law enforcement agencies are using dogs?
NPB

WHNP
SBAR

NPB

VPB

NP

VP
S

entity
law

NP

sint(3,[ch(1,7,sbar,1,[ch(1,1,whnp,1,[tk(1)]),ch(2,7,s,6,[ch(2,4,np,4,
[ch(2,4,npb,4,[tk(2),tk(3),tk(4)])]),ch(5,7,vp,6,[ch(5,6,vpb,6,[tk(5),tk(6)])
ch(7,7,np,7,[ch(7,7,npb,7,[tk(7)])])])])])],[subj(6, 4), obj(6, 7)]).

entity
human
enforcement agencies
mod
mod
actor_of_action
human_action
entity
using
dogs
theme_of_event

env(3, [human_action(6), qu(1), human(4), mod(4,2), entity(2),
mod(4,3),entity(3),entity(7),actor_of_action(6,4),theme_of_event(6,7)]).

Generated Questions
When agencies are using dogs?
Where agencies are using dogs?
Who
agencies are using dogs?

Error due to
missclassification of
agencies
as human

Figure 6.4: Example of a sentence linguistically processed and the generated questions.

Figure 6.4 is an example of the TALP-QA lexico-morphologic (sent), syntactic (sint) and
semantic (env) representations from one of the sentences in the narrative, What law enforcement agencies are using dogs?. The figure also presents the generated questions:
When agencies are using dogs?, Where agencies are using dogs? and Who agencies are
using dogs?. In this case using has been detected as a human action. For that reason,
the new questions are generated considering the chunk that contains both the subject
agencies (human) and the object of the action dogs. However, that is an example where
the utility of the generated questions is uncertain. More details about the Generation QP
component are given in Section 3.5.2.
3. TALP-QA Passage Retrieval RID
The main function of the TALP-QA Passage Retrieval (PR) component is to extract
small text passages that are likely to contain the correct answer. Document retrieval is
performed using the Lucene IR system. Each keyword is assigned a score using a series of
heuristics. For example, a proper noun is assigned a score higher than a common noun,
the question focus word (e.g. agencies in the question When agencies are using dogs?) is
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assigned the lowest score, and stop words are removed. The PR algorithm uses a datadriven query relaxation technique: if too few passages are retrieved, the query is relaxed
first by increasing the accepted keyword proximity and then by discarding the keywords
with the lowest score. The contrary happens when too many passages are extracted.
4. TALP-QA CE
The TALP-QA Answer Extractor consists of two tasks performed in sequence: Candidate
Extraction and Answer Selection. However, for summarization purpose only the first
component is used to extract all the candidate answers from the highest scoring sentences
of the selected passages. As described in Section 3.7.3, sentence are extracted taking into
account the question type previously extracted from the question text.
5. Complex SC (Antiredundant)
The sentences included in the final summary are selected one at a time from the set
of sentences retrieved in the previous phase. As described in Section 3.8.1, taking into
account the semantic representation, the redundancy of the candidate sentence is measured
with respect to the previously selected ones. When all the retrieved sentences have been
considered and the size has not been reached, the first sentence of each document crossed
by a lexical chain is considered until achieving the desired size.

Analysis of the results
A first QAsum approach, QASUM-UPC, was manually evaluated at DUC 2005 (Fuentes et al.
2005). We detected that in the LP step NEs were not used in the index creation. The other
detected malfunction in the submitted approach was that NEs from complex question were
sometimes badly segmented due to the few context for recognition. Both problems were solved
and a second set of summaries, QASUM-TALP, were computed.
Using the black box evaluation presented in Section 6.1.1, the new approach, QASUMTALP, was compared with two baselines, DefQA, the TALP-QA Definitional QA subsystem
(Ferrés et al. 2005) and LC, the SDS FEMsum approach preseted in Chapter 4. LC is used in
the Antiredundant SC when there are not enough retrieved sentences.
As for the new approaches ManPan1 and ManPan2 were not available, we used the obtained
regression line to hypothesize what their manual scores would be from the automatic scores
AutoPan1 (left plot in Figure 6.5) and AutoPan2 (right plot in Figure 6.5). These plots were
obtained taking into account the averages of the scores for each DUC participant system as well
as for each one of our evaluated approaches.
As said in the previous section applying linear regression, the obtained Pearson coefficient
for AutoPan1 and ManPan1 is 0.77 and for AutoPan2 and ManPan2 is 0.98.
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Figure 6.5: AutoPan scores of the DUC systems and the new approaches, averaged by system.

As depicted in Figure 6.5, the best results are obtained by LC, which reaches an average position with respect to the rest of DUC systems. DefQA obtains slightly lower results
than QASUM-UPC, the submitted approach, and the second QAsum approach, QASUM-TALP,
scores worse than the submitted approach. As QASUM-TALP was still a preliminary version,
there can be multiple reasons for this surprising decrease in the performance.
In order to explain why the first version performs better than the second one a glass box
evaluation was carried out. First of all it was observed that 23 of the 50 submitted summaries
were produced using only the lexical chain information, LC, because no candidate sentence was
selected by the TALP-QA CE component. As depicted in Figure 6.5, LC summaries are quite
well scored. Taking into account the subset of 20 clusters with manual Pyramid information,
we compare the number of LC summaries produced by QASUM-UPC with the number of LC
summaries produced by QASUM-TALP. 8 of the 20 summaries produced by QASUM-UPC were
LC, using only the lexical chain information, while only 1 QASUM-TALP summary was of this
type.
To check how well did the TALP-QA system extracting relevant information, the summary
sentence corpus proposed by (Copeck and Szpakowicz 2005) was used. This corpus takes into
account the information from the pyramid manual evaluation method in order to determine
which document sentences are candidate to appear in a summary. The corpus was aligned at
our sentence segmentation level to check how good was the TALP-QA PR module extracting
the relevant sentences. Then, we study the Precission (P) and the Recall (R). Table 6.3 shows
the results obtained.
Evaluated with data from TREC’05, the TALP-QA PR obtains an accuracy of 62,60%
(216/345) of questions for which an answer has been found within their set of passages (Ferrés
et al. 2005). Comparing this accuracy with the F-measure presented in Table 6.3 (0.27 for
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Approach
QASUM-UPC
QASUM-TALP

P
0.27
0.37

R
0.28
0.24
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F
0.27
0.29

Table 6.3: Precision, Recall and F-measure obtained when selecting relevant sentences.

QASUM-UPC and 0.29 for QASUM-TALP), it can be considered that the performance of TALPQA PR decreases when working in the DUC 2005 task. It can be concluded that TALP-QA
is affected by the fact that it was designed to answer factual questions as defined in TREC.
Checking the generated questions it was observed that often they were not useful. That fact is
probably reflected in the decrease of TALP-QA PR performance.

6.1.3

Comparing several FEMsum approaches at DUC 2006

In the first experiment reported in the previous section, the PR used did not recover any queryrelevant passage for some of the topics. Moreover, applying a simple algorithm to produce
summaries obtained better AutoPan scores than our approaches and many other DUC 2005
participants. For that reason, we decided to produce a first simple type of summary based
only on lexical features, LEXsum. This first approach is simpler than SEMsum that follows
the growing interest on applying graph-based representations to NLP tasks. However, instead
of using only lexical measures as (Erkan and Radev 2004) and (Mihalcea and Tarau 2005),
SEMsum takes into account semantic measures to establish sentence scores.
Our goal in participating at DUC 2006 (Fuentes et al. 006a) was to evaluate a number of
FEMsum aspects. We therefore submitted three different kinds of automatic summaries in a
single run: one lexically based (LEX), and two semantically based (SEM150, SEM250). Out of
the 50 summaries we were expected to submit, 7 were produced using the LEX approach, 13 by
means of the SEM150 strategy, and 30 by using the SEM250 one.
Following the FEMsum architecture depicted in Figure 6.6 it can be observed that SEMsum
approaches are organized in five main components. As reflected in the figure in grey, SEMsum
and LEXsum share three components. The most important difference is that LEXsum does not
instantiate the SEM CE component. For that reason, while, as QAsum, SEMsum instantiates
the TALP-QA LP, a simpler LP component is instantiated by LEXsum.
1. English TALP-QA LP: While for SEMsum approaches all the linguistic modules described in Section 3.4 are used to obtain the TALP-QA lexico-morphologic, syntactic and
semantic representations, in LEXsum only text stemming is needed. For each document
set the pronoun reference is solved, the text is lemmatized and indexed. Any approch
evaluated in DUC 2006 contest used the NERC module.
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Splitting QP

English TALP-QA LP

LEX LP

LexicoMorpho Representation
Syntactic Representation
Semantic Representation
SEM
sum

LEX
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PR RID
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SEM CE
Similarity
Matrix
Generator

Candidate
Selector

Basic SC

Figure 6.6: FEMsum approaches at DUC 2006.
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2. Splitting QP
Each sentence from the narrative is considered as a question to be taken into account, as
well as the ones produced by the splitting process described in Section 3.5.1. All words
of the title not present in the original sentence are added at the end of the respective
question.
3. JIRS Passage Retrieval RID
The PR RID instantiated is described in Section 3.6.3 and uses the JIRS PR software to
obtain the most relevant TUs. In the experiments reported in this section the TU is the
sentence. The system retrieves the passages with the highest similarity between the largest
n-gram of the query and the one in the passage. RID returns N sentences from passages
related to the query. We use the corpus of sentences detected as part of a manual summary
in DUC 2005 proposed by (Copeck and Szpakowicz 2005) to analyze JIRS Precision and
Recall and N was empirically fixed in a maximum of 250.
4. Semantic based CE
As described in Section 3.7.4, the semantic representation of each sentence detected as
relevant by the previous phase is used in a graph-based algorithm to create a candidate
similarity matrix. Then, candidate summary sentences are selected taking into account
three criteria: Relevance (with respect to the query or any other criteria), Density and
cohesion, and Anti-redundancy. The same S and R factor 15% were applied to prevent
overlapping and to remove not relevant candidates for both approaches (see Section 3.7.4
for details about the graph-based algorithm).
In both SEMsum approaches the initial criteria of sentence relevance is that sentences
from a same document are considered to have a similar relevance, independently of the
RID score. In the SEM250 strategy, all the sentences from the RID output are taken as CE
input, whereas in SEM150 the input of CE is the 150 sentences from the first documents
in the set. SEM150 tends to reduce the number of documents whose content is candidate
to appear in the summary.
5. Basis SC
While in SEMsum the SC input are those sentences selected by the CE component. In
the LEXsum approach, the input are those sentences detected as relevant by RID. Then,
SC is applied to obtain the summaries. Summary TUs are selected by relevance until
the desired summary size is achieved. For each selected TU it is checked if the previous
sentence in the original document also appears as a candidate, in that case both are added
to the Summary in the order they appear in the original document.
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Analysis of the results

The aspects to be analyzed in our participation in DUC 2006 were how well our different approaches performed in both detecting the most relevant sentences answering a specific user need
and producing a non-redundant, cohesioned text. For that reason, analysis of the results focusses
on the scores assigned by the NIST assessors to content responsiveness, and non-redundancy
linguistic quality aspects. As said at the beginning of this chapter, each summary aspect was
manually evaluated as 1: ’Very Poor’, 2: ’Poor’, 3: ’Acceptable’, 4: ’Good’, and 5: ’Very Good’.
Table 6.4 shows the results obtained for each linguistic quality aspect that was manually
evaluated (Q1: Grammaticality, Q2: Non-redundancy, Q3: Referential clarity, Q4: Focus and
Q5: Structure & coherence). For each linguistic aspect are shown the score obtained in the
subset of summaries produced by each of the three FEMsum approaches (LEX, SEM150, and
SEM250), and the mean of the participant systems over this same subset. As can be observed,
the SEMsum approaches have a similar behavior, both obtaining an acceptable performance
(around 3) in all aspects. Moreover, both of them perform especially well in non-redundancy
(around 4). In contrast, LEXsum obtains only 2,43 in non-redundancy and referential clarity.

LEX
SEM150
SEM250

Q1
Grammaticality
Mean
3,14
3,45
3,00
3,60
3,33
3,59

Q2
Non-redundancy
Mean
2,43
4,02
4,15
4,19
4,23
4,27

Q3 Referential
clarity
Mean
2,43
2,83
3,08
3,09
2,77
3,12

Q4
Focus
Mean
3,29 3,73
3,77 3,84
3,20 3,42

Q5 Structure
& coherence
Mean
1,86
2,19
2,38
2,43
1,97
2,33

Table 6.4: FEMsum linguistic quality scores by approach, as well as the mean of the 34 participant systems obtained in the associated subset of summaries.

Content based responsiveness evaluates the amount of summary information that helps to
satisfy the information need. The first column in Table 6.5 shows the responsiveness mean score
and the distance to the mean participant score obtained by: Humans (4,75); the best system
(3,08); FEMsum (2,60); and the baseline (2,04). It can be observed that FEMsum is somewhat
(0,04) above the participant mean (2,56).
To analyze the performance of each approach Table 6.6 shows in the first column the DUC
participant score mean in summarizing the set of document clusters we assigned to each of our
approaches. The second column presents the standard deviation. The third one gives the score
obtained by our approaches. The fourth column shows the distance to the mean and the last
column the ranking position.
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System(ID)
Human(A-J)
Best(27)
FEMsum(19)
Baseline(1)
Mean(2-35)

Score
4.75
3.08
2.60
2.04
2.56
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Mean Distance
2.19
1.83 1/35
0.04
-0.52
Stdev 0.28

Ranking

12/35
34/35

Table 6.5: DUC FEMsum manual content responsiveness score.

Being among the best participants, SEM150 is above the mean in 0.37, obtains an acceptable
performance in content responsiveness (2.92) and ranks in a fourth position.

LEX
SEM150
SEM250

Mean(1-35)
2.36
2.55
2.58

StDev
0.36
0.33
0.33

FEMsum
2.29
2.92
2.53

Mean Distance
-0,07
0.37
-0.05

Ranking
14/35
4/35
22/35

Table 6.6: DUC content responsiveness scores by approach.

Table 6.7 allows us to better understand the performance of each approach. While in 61.5%
of the summaries SEM150 was evaluated as acceptable, good, or very good, LEX and SEM250
were evaluated at least as acceptable in 43% of the summaries. It can be considered that the
performance of SEM250 is better than the LEX one because 16.7% of the SEM summaries were
scored as good. In addition, SEM250 produces less ’Very Poor’ summaries (6.7%) than LEX
(14%).

LEX
SEM150
SEM250

1: Very Poor
14%
7.5%
6.7%

2: Poor
43%
31%
50%

3: Acceptable
43%
31%
26.7%

4: Good
0%
23%
16.7%

5: Very Good
0%
7.5%
0%

Table 6.7: DUC content responsiveness scores distribution by approach

The difference between SEM250 and SEM150 can be partly explained by the fact that in the
CE component we apply the same S and R factor 15% to prevent overlapping and to remove not
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relevant candidates for both approaches. That means that SEM250 eliminates a larger number
of relevant sentences (15% of 250) than SEM150 (15% of 150).
The second manual content summary evaluation method is the pyramid-based one. Under
this evaluation, the FEMsum global submission obtained a score of 0,185, only 0,003 points
under the mean. 20 clusters were evaluated with this methodology: 3 of them produced by
LEX, 5 by SEM150, and 12 by SEM250. We decided that the number of summary examples
evaluated for each approach is not enough to analyze their performance according to this second
perspective.
Finally, Table 6.8 presents the ROUGE-2 (R2) and ROUGE-SU4 (RSU4) scores obtained
by the best ROUGE system (24), FEMsum (19), and the baseline (1). Differences between the
ROUGE scores obtained by different systems are small. Scores are low even for the best system.
At DUC it was concluded that ROUGE measures do not seem to correlate as well for this task
as for other summarization tasks.

R2
RSU4

Best(24)
0.095
0.155

FEMsum(19)
0.076
0.131

Baseline(1)
0.050
0.098

Table 6.8: DUC ROUGE measures when considering 4 manual summaries as references.

6.1.4

SEMsum and SVM based approaches evaluated with autoPan

This section presents a first experiment in using SVM to detect relevant information to be
included in a query-focused summary. Several classifiers are trained using pyramids of Summary
Content Unit (SCU)s information.
In (Fuentes et al. 006b) SVMs are tested on two systems that participated in DUC 2006
contest. The performance of the new approaches is compared with the original systems using
the DUC 2005 corpus as test data. For evaluation purposes, the automatic method based on
pyramid data, AutoPan, presented in Section 6.1.1 is used.
Following the work of (Hirao et al. 2003), we envision the extraction of important sentences
as a binary classification problem, where a sentence is either apt or not suitable for inclusion
in a summary. Not only SVMs can be trained for this classification problem, but also they can
rank the candidate sentences in order of relevance (Kazawa et al. 2002).
The analyzed approach consists in processing the set of documents, extract a set of features,
and using the trained SVMs to rank the sentences and check them for redundancy in order to
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generate the final summary.

Figure 6.7: Procedure to train a Support Vector Machine to rank sentences.

Figure 6.7 illustrates the procedure to train a SVM. To do this, it is necessary to first
build a training corpus. We used the DUC 2006 dataset, including topic descriptions, pyramid
evaluations as annotated during the DUC 2006 manual evaluation, peer and manual summaries,
and document clusters. From all these data, the training set is generated in the following
way: first of all, the sentences in the original documents are matched with the sentences in the
summaries as proposed by (Copeck and Szpakowicz 2005). Next, all document sentences that
matched a summary sentence containing at least one SCU are extracted.
Every sentence from the original documents matching a summary sentence that contains at
least one SCU is considered a positive example. To deal with the query-focused MDS the qMDS
FEATURE EXTR component has been implemented with the SVM FEATURE EXTR.
As detailed in Section 3.6.2, the features extracted by the SVM FEATURE EXTR can be
classified into three groups: those extracted from the sentences, those that capture a similarity
metric between the sentence and the topic description, and those that try to relate the cohesion
between a sentence and all the other sentences in the same document or collection.
Built in this way the training set contains only positive examples. The lack of negative
examples is addressed as detailed in Section 3.7.2. The SVM CE uses the MC algorithm with
positive, unlabeled data, and a small set of negative seeds.
The following settings can be varied during the experiments:
Concerning positive examples, two different sets have been considered: those obtained
by applying (Copeck and Szpakowicz 2005)’s proposal, and those obtained by matching
document sentences to manual summaries.
Concerning the kernel function of the SVM, we have experimented both with polynomial
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kernels (lineal, quadratic and cubic) and with Radial Basis Function (RBF) kernels.
Concerning the MC algorithm, two procedures to choose the initial set of “strong negative”
examples have been considered: a modification of the algorithm by (Yu, Han, and Chang
2002), to make it possible to handle non-binary features, and manually choosing a small
set of negative examples from the unlabeled instances. In this last case, for each cluster,
we took as negative sentences those found in the two or three automatic summaries with
lowest manual Pyramid scores. In average, 11.9 sentences were selected for each document
cluster as negative examples. In a similar way as with the positive sample, the selection
of the negative sample could also be done automatically. However, it is not analyzed in
this section.
For training, there were 6,601 sentences from the original documents, out of which around 120
were negative examples and either around 100 or 500 positive examples, depending on whether
the document sentences had been matched to the manual or the automatic peer summaries. The
rest were initially unlabeled.
The SVM CE has been instantiated by the MLsum(MDS,Q), see the experiments reported
in Section 6.1.4.

Evaluation Framework
To evaluate the performance of the SVM in detecting relevant information in query-focused
MDS task, the DUC 2005 data has been used. The performance of each system is evaluated
automatically using the ROUGE and AutoPan metrics (described in Section 6.1.1).
With respect to ROUGE measures, as in the last DUC competitions, both ROUGE-2 (R2)
and ROUGE-SU4 (RSU4) were used to rank automatic summaries.
In this experiments, to compute the AutoPan score, we used the modified pyramid score
computed from the peer annotation in DUC 2005 (AutoPan2 in Section 6.1.1). This score is
a ratio of the sum of weights of the SCUs found in the peer (OBServed) to the sum for ideal
summary (MAXimum). In the score used, MAX is computed using the average number of SCUs
that were found in the seven human model summaries in the corresponding pyramid. Like recall,
it indicates the proportion of the target highly weighted SCUs that were found in the peer.
The test corpus consists of 20 clusters manually evaluated in DUC 2005 with the pyramid
method. Features of each sentence from each cluster were computed as described in Section 3.6.2.
For complex questions the sentence splitting process presented in Section 3.5.1 was applied. This
process creates new sentences when a conjunction that joins two words with the same POS is
found.
The DUC 2006 systems evaluated are (Alfonseca et al. 2006), UAM-Titech06, and SEMsum.
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Both evaluated systems are described bellow:
The UAM-Titech06 system is a summarization system focused on producing coherent
summaries. To that purpose, questions are divided into subquestions from which aims are
identified, and separate mini-summaries are produced for each of the aims. These are later
merged together in a final summary.
The main steps in processing a document collection are the following:
– Linguistic processing of the query and the original documents.
– Identification of the aims of the questions, and background knowledge. For example, possible aims are advantages, disadvantages, problems, legal privileges, etc. of
a certain status, specified by a set of background terms extracted from the topic
description.
– Automatic collection of separate document sets for each of the aims, and sentence
ranking according to similarity to each set of documents.
– Multi-summary generation, by choosing the top-ranked sentences from each of the
ranks (with no repetitions).
– Multi-summary merging in a single summary, generating a small introduction to each
to indicate its focus.
In contrast to the SEMsum approach evaluated in Section 6.1.3, in the evaluated SEMsum
variant, NERC are computed, N is not fixed in the RID component, and in order to select
the candidate sentences in the CE component the Relevance criteria is with respect to the
query, the score given by the RID component is taken into account, and in the Candidates
Selector procedure S is set to 15% of and R to 10%.
Analysis of the results
Table 6.9 is divided in two main parts: The first line shows the results obtained by the two
original systems, UAM-Titech06 and SEMsum. In the second part of the table presents the results obtained when substituting the initial ranking step of the original approaches with different
SVMs. Three different aspects has been studied:
The use of positive examples: extracted from automatic summaries or manual summaries.
The use of seed negative examples: manually annotated or automatically annotated.
The use of different Kernels: RBF or Polynomial.
Some observations on the results are the following: firstly, concerning the different configurations of the SVM, some trends can be found:
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Seed
negatives

Annotated
Automatic

Annotated
Automatic

Kernel

R2

UAM-Titech06
RSU4 autoPan

R2

0.048

Original Systems
0.105
0.052

0.077

SEMsum
RSU4 autoPan
0.136

SVM (positive examples from peer summaries)
RBF
0.071 0.131
0.072
0.066
0.126
Poly
0.062
0.119
0.064
0.061
0.118
RBF
0.036
0.089
0.024
0.052
0.106
Poly
0.055
0.113
0.058
0.058
0.117
SVM (positive examples from manual summaries)
RBF
0.025
0.075
0.024
0.046
0.101
Poly
0.046
0.102
0.053
0.043
0.098
RBF
0.018
0.063
0.009
0.045
0.106
Poly
0.038
0.087
0.021
0.044
0.099

0.066
0.069
0.052
0.035
0.056
0.020
0.024
0,018
0.028

Table 6.9: ROUGE and AutoPan results on the original UAM-Titech06 and SEMsum or when
using several SVMs.

SVMs trained using the set of positive examples obtained from the pyramid data consistently outperform SVMs trained using the examples obtained from the manual summaries.
This may be due to the fact that the number of positive examples obtained from manual
summaries (on average 12.75 per cluster) is smaller than from SCUs (on average 48.9).
Generating automatically a set with seed negative examples for the MC algorithm, as
indicated by (Yu et al. 2002), usually performs worse than using a set of seed negative
examples selected manually from the SCU annotation. This may be due to the fact that
its quality is better, even though the amount of seed negative examples is one order of
magnitude smaller in this case (11.9 examples in average).
The best results are obtained when using a RBF kernel, while previous summarization
work (Hirao et al. 2003) uses polynomial kernels.
Concerning the two tested systems, UAM-Titech06 would be ranked in the middle zone
among the participants in DUC 2005 in terms both of AutoPan and ROUGE. As can be seen in
Table 6.9, a large gain can be obtained when combined with SVM, reaching very good ROUGE
results, and attaining the best AutoPan result of all the systems evaluated in this Section (0.072).
0,081 is the score of the top AutoPan system (Daumé III and Marcu 2005), it also scored highest
among DUC 2005 participant systems for responsiveness. UAM-Titech06’s performance varies
largely depending on the particular SVM used, probably due to the fact that the system just
chooses the top-ranked sentences from the SVM output, so its output completely depends on
the sentence rank received.
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While UAM-Titech06’s performance can be improved by using SVM, it can not be said that
the substitution of SEMsum PR RID component for the SVM ranks constitute an increase in
performance. On the one hand, SEMsum AutoPan score is better when using SVM (0.069) than
in the original (0.066). However, this difference is not significant. On the other hand, in terms
of ROUGE, the original SEMsum (0.077, 0.136) obtains better scores. It is ranked among the
best DUC 2005 participant systems. The best participant (Ye et al. 2005) has a R2 score of
0.078 (confidence interval [0.07388 – 0.08075]) and an RSU4 score of 0.139 (confidence interval
[0.13534 – 0.14264]), when evaluated on the 20 clusters used here. The difference between
the scores obtained by the best system and those obtained by SEMsum are not statistically
significant.

6.1.5

SEMsum at DUC 2007

The FEMsum approach for DUC 2007 main task (Fuentes et al. 007a) was based in the DUC
2006 best participation approach described in Section 6.1.3. The most important modification
has been carried out in the RID component. For the DUC 2007 participation we implemented
a TU re-ranking algorithm. As said in Section 3.6.3, TU Ranking module can be used in
addition to the PR Software, JIRS in this experiments.
Analysis of the results
Ten NIST assessors wrote summaries for the 45 topics in the DUC 2007 main task. Two
baseline summarizers were included in the evaluation: The first baseline (1) returns all the
leading sentences (up to 250 words). The second baseline (2), CLASSY04 (Conroy et al. 2004),
is an automatic summarizer that ignores the topic narrative but that had the highest mean
Summary Evaluation Environment (SEE) coverage score in the MDS DUC 2004 Task 2.
NIST received submissions from 30 different participants for the main task. All summaries
were truncated to 250 words before being evaluated.
Table 6.10 shows the results obtained for each linguistic quality aspect that was manually
evaluated (Q1: Grammaticality, Q2: Non-redundancy, Q3: Referential clarity, Q4: Focus and
Q5: Structure & coherence). The last row presents the mean of FEMsum linguistic quality
aspects and the system participant mean.
As in DUC 2006, acceptable quality summaries are obtained. The best score is achieved in
non-redundancy aspect (3.71).
Content based responsiveness scores the amount of summary information that helps satisfy
the information need. First column in Table 6.11 shows the responsiveness mean score obtained
by: Humans (4.71), the best system (3.40), FEMsum (2.93), the baseline (1.87 and 2.71), and
the participant mean score (2.64) and the last column shows the ranking position. It can be
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FEMsum
2.87
3.71
3.36
3.40
2.83
3.13

Q1: Grammaticality
Q2: Non-redundancy
Q3: Referential clarity
Q4: Focus
Q5: Structure & coherence
Mean

Mean
3.54
3.71
3.20
3.30
2.42
3.24

Table 6.10: FEMsum linguistic quality scores by approach, as well as the mean of the 32
participant systems obtained in the associated subset of summaries.

observed that FEMsum scores above the mean and ranks in the eight position.

System (ID)
Human (A-J)
Best (4)
FEMsum (20)
Baseline (1)
Baseline (2)
Mean (3-32)

Score
4.71
3.40
2,93
1.87
2.71
2.64

Ranking
1/32
8/32
30/32
17/32

Table 6.11: Content responsiveness score and mean distance for human, the best system, our
submission and the baseline.

Finally, the SEMsum evaluated approach ranks in a 9th position when evaluated with BEs
(score of 0.058, 0.008 above the mean). The baseline 1 ranks in the 29th position and the
baseline 2 in the 19th.

6.2

Query focused Multi-Document Summarization update task

The DUC 2007 update task consists in producing short (100-word) multi-document update
(just-the-news) summaries of newswire articles under the assumption that the user has already
read a set of earlier articles. The purpose of each update summary will be to inform the reader
of new information about a particular topic. The topics and documents for the update pilot
task will be a subset of those for the main DUC 2007 task. For each topic, the documents are
ordered chronologically and then partitioned into 3 sets, A, B, C, where the time stamps on all
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the documents in each set are ordered such that time(A) < time(B) < time(C). There will be
approximately 10 documents in set A, 8 in set B, and 7 in set C.
Most of the components used in FEMsum instantiation studied in this section, SEMsum
(Update), are the same as those in the instance evaluated in Section 6.1.5. Section 6.2.1 presents
the modifications made to some of those components. And Section 6.2.2 analyzes the results
obtained in the DUC 2007 manual evaluation.

6.2.1

Modifications with respect to DUC 2007 SEMsum

Figure 6.8 shows the FEMsum components used to participate in the DUC 2007 update task.
The instantiated LP, QP and RID components are those used by SEMsum in the DUC 2007 main
task, experiments reported in Section 6.1.5. The modifications carried out to some components
to deal with this new task are presented in the following sections.
Semantic based CE: Candidate Selector
As described in Section 3.7.4, the CE requires two modules, the Similarity Matrix Generator
(SMG) and the Candidates Selector (CS). This component requires document TUs (sentences
in this instantiation) enriched with semantic information. Similarities among sentences are
computed by SMG and used by the CS component.
The first change made in this component regarding the one used in DUC 2006 and the main
DUC 2007 task is that in the previous approach the score assigned to each candidate sentence
was computed using only the semantic similarities between the sentences coming from the RID
component without taking into account the relevance assigned by JIRS. For the update task we
have linearly combined this semantic similarity score with another one coming from the JIRS
score. The way we have computed this last score is simply considering a linear decay of the
scores of each ranked sentence, i.e. the first sentence returned by RID has a score of 1, the score
of the following sentences is linearly decreased until reaching 0 for the last ranked sentence. The
weight of the combination has been empirically set to 0.9 for the similarity-based score and 0.1
for the JIRS-based one.
In addition, we have faced the update task using the same methods and tools used in the
main task with some modifications related to the anti-redundancy process. This new process
is performed in three iterations: the initial set of sentences (A), the second set (A+B) and the
final set (A+B+C) according to DUC 2007 instructions.
The first iteration follows the same approach used in the main task. The new approach is
applied to iterations 2 and 3. In both cases a previous set of sentences are assumed to be known
by the user (sentences from the A set of documents in the second iteration and A+B in the
third). After the first and second iterations an additional antiredundancy step is performed for
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SEMsum (reRank, update)

LexicoMorpho Representation

English
TALPQA LP

Splitting
QP

Syntactic Representation
Semantic Representation

JIRS

PR RID
reRanking

Similarity
Matrix
Generator

SEM CE
Candidate
Selector

Complex SC

Reordering

Figure 6.8: DUC 2007 FEMsum architecture for the update task.

preventing the duplication of information (see more details in Section 3.7.4).

Complex SC (Reordering)
The instantiated Reordering SC is detailed in Section 3.8.1. For the update task, instead of
selecting the input TUs by relevance until reaching the summary size, we have introduced a
new component for reordering the already selected sentences in a way of increasing cohesion,
(Althaus et al. 2004).
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Analysis of the results

Ten NIST assessors wrote summaries for the 10 topics in the DUC 2007 update task. 4 human
summaries were written for each subset (A, B, C).
For the responsiveness evaluation, the assessor for a given topic had previously read all the
documents and written a summary for each of the A, B, and C subsets. As a surrogate for
rereading all the documents at assessment time, the assessor was given the 4 human summaries
for each subset. When evaluating the update summaries for a particular subset of documents,
the assessor was reminded that the intended user had already read documents in the earlier
subsets. Therefore, information in a summary for subset B that was already in subset A should
be discounted; similarly, information in a summary for subset C that was already in subsets A
and B should be discounted.
Two baseline summarizers were included in the evaluation: The first one, identified with
35, returns all the leading sentences (up to 250 words), and the second one, identified with
58, CLASSY04 (Conroy et al. 2004) that uses HMM with signature terms. CLASSY04 choose
sentences only from the most recent collection of documents. For example, the summary for
D0703A-B selects sentences only from the 8 articles in this cluster; however, it uses D0703A-A in
the computation of signature terms. Likewise, the summary for D0703A-C selects sentences from
only the 7 documents in this cluster and only uses D0703A-A and D0703A-B in the computation
of signature terms.
NIST received submissions from 22 different participants for the update task. The participants’ summarizer IDs are 36-57. All summaries were truncated to 100 words before being
evaluated.
Table 6.12 shows the results obtained in the update task. The first column presents the
responsiveness score obtained by FEMsum, the second column presents the ranking, the third
one the participation mean. The three last columns show the scores obtained by the best system,
identified as 40, and the results obtained by the two baselines.

A
B
C
all

SEMsum (Update)
2.40
2.10
2.20
2.23

Rank
16
17
12
15

Mean
2.46
2.25
2.28
2.33

Best (40)
3.30
2.70
2.90
2.97

Baseline1 (35)
1.80
1.90
1.30
1.67

Baseline2 (58)
3.00
2.60
2.50
2.70

Table 6.12: SEMsum (Update) responsiveness evaluation, 22 participants.

Each row in Table 6.12 presents the performance obtained summarizing the corresponding
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set of (A, B and C). The last row gives the mean performance. Our system performs somewhat
under the mean, but obtaining always better results than the Baseline1.

6.3

Conclusions

We have presented a method to automatically evaluate different FEMsum instantiations to deal
with the real-world complex question answering task proposed at DUC. This method uses the
pyramid information manually created.
We believe that AutoPan a part to be useful to evaluate automatic systems in a faster and
less costly way, it can be also interesting as a tool for human annotators. When evaluating sets of
summaries, it is difficult for humans to keep constant criteria along the complete set. AutoPan
can give a homogenous starting point that only needs to be corrected by the annotator. There is
still work to be done on our tool, but being AutoPan a method which uses such shallow linguistic
information (only stemming), the fact that correlation with human judgment is significant is
encouraging.
The AutoPan performance highly depends on the number of summaries used in the pyramid
construction process. We have observed a decrease in the method utility when using less summary references. For that reason, the method has been applied only to DUC 2005 data where
pyramids were created from seven reference summaries. In contrast, in DUC 2006 and 2007 only
4 references were used in the pyramid creation process.
A first analyzed FEMsum MDS approach, QAsum, generates a set of simpler queries from the
complex one. Then, part of a QA system, TALP-QA, is used to detect relevant sentences. The
semantic representations of all the relevant sentences are contrasted in order to avoid redundancy.
QAsum prototype was evaluated at DUC 2005 and some malfunctions were detected. A new
prototype was evaluated using AutoPan. It was observed that the performance of TALP-QA
PR decreases when working in the DUC 2005 task.
With the aim of evaluating several aspects of new FEMsum approaches we submitted different kinds of automatic summaries in the same run to be evaluated at DUC 2006. Two different
types of summarization approaches have been examined. A first one, based on lexical information, LEXsum, and a second one, that uses semantic information, SEMsum in order to avoid
redundancy and to improve the cohesion of the resulting summary. One of the changes with
respect to QAsum is that JIRS, a PR software, is used instead of the TALP-QA PR to instantiate the RID component. And SEMsum deals with redundancy in CE instead of in the SC
component.
The aspects to be analyzed in our participation in DUC 2006 were how well new approaches
performed in both detecting the most relevant sentences answering a specific user need and
producing a non-redundant, cohesioned text. The experiments show that using semantic in-
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formation significantly increases the performance when dealing with written news articles. The
best SEMsum configuration was evaluated in DUC 2007 ranking in the top ten for responsiveness
and producing acceptable non-redundant summaries.
Some experiments are presented to take advantage of the annotations created during DUC
conference for training automatically text summarization approaches using ML techniques. Different possibilities for applying DUC information in training SVMs to be used as RID component
have been studied. The experiments have provided some insights on which can be the best way
to exploit the annotations. On the one hand, the positive examples obtained from the annotations of the peer summaries are more useful than those obtained from the annotations of model
summaries. That is probably due to the fact that most of the peer systems are extract-based,
while the manual ones are abstract-based. On the other hand, using a very small set of negative
example seeds seems to perform better than choosing automatically the negative examples as
the ones that are more different to the positive instances.
The best SVM obtained has been able to produce a very large improvement on the UAMTitech06 system, but not significative improvement, in terms of the AutoPan evaluation metric,
when applied to the SEMsum summarization system.
The best SEMsum DUC main task approach was adapted to deal with the DUC 2007 pilot
task of generating just-the-news summaries. The main adaptations were carried out when computing redundancy and in the summary composition step were a specific reordering algorithm
was used. Our system performed somewhat under the mean, but obtaining always better results
than the baseline that consists in returning all the leading sentences (up to 250 words). For the
update task linguistic quality aspects were not evaluated, for that reason, we are not able to
evaluate if applying the specific reordering affects in the performance of the system.

Chapter 7

Multi-source FEMsum
This chapter studies the FEMsum performance when dealing with a new query-focused MDS
task within CHIL project framework. The task consists in summarizing an oral presentation in
order to give answer to a user need expressed as a list of keywords. Given a query or list of
relevant terms (e.g. “automatic speech recognition”, “perplexity measures”, “N-gram language
model”) and a set of documents, the summarizer is required to return a fixed-length extract
of relevant segments (100 words) from multiple documents to answer a set of queries (relevant
terms).
The goal of the MDS focused by queries task studied in this chapter is to answer a query
by summarizing documents of different natures. In this task, as in the SDS task studied in
Chapter 5, we focused on the CHIL lecture scenario. The lecture takes place in a Smart Room
that has access to different types of documents related to the oral presentation to be summarized.
Concretely, a multi-document set may consist of documents produced from different media
regarding a specific lecture, such as:
The scientific paper(s) to which the lecture refers.
The manual transcript of the audio recording.
The text of the corresponding presentation slides.
The author notes, if available.
Studies such the one presented in (Shriberg 2005) show that oral communication is harder
to process than written text. For that reason, we propose using a MDS approach capable
of handling documents from different media types to summarize the content of scientific oral
presentations. Combining documents from different media can help counteract not only the
difficulties in processing oral communication, but also those errors introduced by ASRs.
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Next section presents the CHIL evaluation framework. Section 7.2 briefly describes five
different approaches that have been manually and automatically evaluated. Section 7.3 analyzes
their performance in the task proposed in this chapter. Then, in Section 7.4 the results obtained
by SEMsum and LEXsum approaches in this new query-focused MDS task are contrasted with
the results obtained in the DUC task previously studied in Chapter 6.

7.1

Evaluation framework

The final objective of the reported research is to integrate a summarizer in a Smart Room. As
said in Chapter 5, the Smart Room is an intelligent space equipped with several distributed
cameras and microphones. Moreover, the room has access to the digital material used by the
speaker. In this scenario, the summaries to be presented to the user would be of different types:
fragments of the image/audio file containing the most relevant information, pieces of the digital
material used or cited by the speaker, or voice synthesized from the textual summary. Due to the
fact that it is possible to produce non-textual summaries it was decided to start by evaluating
only textual summary content aspects.
Evaluation and Language resources Distribution Agency (ELDA)1 , in charge of the creation
of the CHIL test corpora, selected 10 seminars from the ones recorded at Karlsruhe University,
at the Interactive Systems Laboratories (ISL)2 . Table 7.1 presents an example of the ISL topics.

Seminar ID
ISL 20031111
ISL 20041112 A
ISL 20041123 A
ISL 20041123 E
ISL 20050112

Topic
Robustness through articulatory features
Speech translation
Grapheme based speech recognition
ISL meeting transcription system
Blind segment of acoustic signal

Table 7.1: Example of ISL seminar topics.

Different sorts of documents (4 on average) were collected for each of these speech events
(technical seminars). For instance, besides the manual transcription of the seminar, additional
documents from scientific publications, conference papers, and presentation slides related to the
seminar, if available. All documents were converted into plain text. For each set of documents,
two queries were generated according to the seminar topic and the documents content. An
example of queries is given in Table 7.2.
1
2

http://www.elda.org/
http://isl.ira.uka.de/
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Seminar ID
ISL 20031111

ISL 20041112 A

ISL 20041123 A
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Queries
Q1: Articulatory features + automatic speech recognition
+ HMM
Q2: Large vocabulary continuous speech recognizer + LVCSR
Q1: Statistical Machine Translation + Noisy Channel Paradigm
Q2: Phrase-based spoken language translation
+ automatic speech recognition + word lattice
Q1: Multilingual grapheme based speech recognition
+ poly-grapheme clustering
Q2: Pronunciation dictionary + classification and regression trees
+ CART

Table 7.2: Example of queries for three of the ISL seminar topics.

For each of two generated queries of each subset of documents, three human annotators were
asked to create extracts with a length of approximately 100 words by concatenating relevant
segments from multiple documents to answer the given query. The generated extracts were
used as reference summary models for the automatic evaluation. Table 7.3 presents three assessors models produced for the Speech Translation topic, with the query: Statistical Machine
Translation + Noisy Channel Paradigm.
The manually created summaries were used as models for applying several ROUGE metrics.
In particular, ROUGE-n have been studied as simple n-gram co-occurrences between system
summaries and human-created models. ROUGE-L and ROUGE-W are used to measure common
subsequences shared by two summaries. ROUGE-W introduces a weighting factor of 1.2 to better
score contiguous common subsequences. And finally, ROUGE-SUn are used to compute Skip
Bigram (ROUGE-Sn) with a maximum skip distance of n.
In addition to the automatic evaluation, a manual content responsiveness evaluation was
carried out at UPC, along the same lines as in DUC. Concretely, 20 assessors were asked to score
each automatic and manual summary in terms of summary responsiveness content. Figure 7.1
shows the interface used by the UPC assessors in the evaluation process. The top part of the
screen presents the list of relevant terms to be taken into account in the summary production
Statistical Machine Translation + Noisy Channel Paradigm. As in DUC, UPC assessors were
asked to assign an integer between 1 (least responsive) and 5 (most responsive) with respect
the three reference summaries created at ELDA (at left site in Figure 7.1). Human evaluators
were also asked to score the quality of the human summaries taking into account the other two
human models as reference.
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The translation model used is the CMU Statistical Machine Translation toolkit.
The one best sentence inputted is converted into a single path lattice first.
Statistical machine translation work is based on the noisy channel paradigm.
The noisy-channel approach is a basic concept of SMT that was adapted to the problem of
disfluency cleaning, by assuming that “clean” i.e. fluent speech gets passed through a noisy
channel.
The modelling task is to build statistical models which capture the characteristics of the
translation and the target language.
In conventional speech translation systems, the recognizer outputs a single hypothesis which
is then translated by the Statistical Machine translation (SMT) system.
This approach has the limitation of being largely dependent on the word error rate.
A translated sentence from English to French is garbled or is encoded by some noisy channel
and we need to model this noisy channel in some statistically meaningful way .
The cleaning component is based on a noisy channel approach, a basic concept of SMT that
is adapted to the problem of disfluency cleaning, by assuming that fluent speech gets passed
through a noisy channel.
While speech recognition emerged to be rapidly adaptable to new languages in large domains,
translation still suffer from lack of large parallel corpora for statistical machine translation.
Statistical machine translation work is based on the noisy channel paradigm.
The model to describe this noisy channel needs to provide us with a probability of an English
target sentence given a French source sentence.
In SMT we use alignments to establish correspondences between the positions of the source
and the target sentences.
In conventional speech translation systems, the recognizer outputs a single hypothesis which
is then translated by the SMT system.
Table 7.3: Example of the three reference summary models of one of the 20 summaries to be
evaluated.
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Figure 7.1: CHIL manual evaluation web interface.

7.2

Configurations of the evaluated approaches

The approaches that participated in the CHIL evaluation were:
SDS. We assume that adding textual information helps when summarizing spontaneous
speech, for that reason the PostSeg lexical chains based SDS, LCsum (PostSeg) (described
in Section 5.3), has been used as a baseline. This approach extracts segments of about 30
words only from the transcription and has been adapted to be query-driven by increasing
the weight of the lexical chain members that appear in the query.
LEX. As described in Section 6.1.3, LEXsum only uses lexical information. Segments from
all documents are candidates to appear in the summary.
SEM. Due to the fact that textual transcriptions from spontaneous speech are often illformed and they not always follow the written syntactic rules, transcription segments have
not been considered as summary candidates in SEMsum, described in Section 6.1.3. Having
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a small number of documents to be summarized, we decided to use the not fixed default
value of N . All the TUs selected as relevant by some JIRS execution were considered as
RID output. The number of TUs detected as relevant ranges from 67 to 257 TUs (186,75
in average). The CE module settings are: 15% of S and 10% of R. Finally the Basic SC
component was instantiated to produce the final summary.
LEXnoT. It is as LEXsum approach, but without considering the transcription segments
as summary candidates.
+www. In the CHIL corpus, the number of documents to be summarized is smaller than
in the DUC one. However, since a lot of scientific information is available online, it would
be interesting to evaluate the UAM-Titech06 system briefly presented and evaluated in
Section 6.1.4, which also participates in the DUC 2006 evaluation. This system takes
into account background information related to the query from the World Wide Web in
order to produce the summaries. This system obtains similar results to general FEMsum
participation in DUC contest.

7.3

Analysis of the results

Table 7.4 shows the ROUGE metric results when comparing 20 extract-based summaries of a
set of documents related to scientific presentations, against three human-created summaries.
Best ROUGE values are shown in bold. All the evaluated approaches perform better than the
baseline, SDS. Looking at the ROUGE measures, it is difficult to determine whether LEXnoT
is better or not than +www.
Until now, for the new summarization task proposed in CHIL, it is not possible to show good
and consistent correlation between ROUGE measures and human evaluations. To have manual
evaluations is the first step to try to solve that. However, the amount of human evaluations is not
enough to conclude what is the ROUGE measure that better correlates with human judgments
to be used to score system performance.
Looking at the content responsiveness results, in Table 7.5, we see that LEXnoT obtains the
best mean score (2.025), while +www and SEM obtain the same score (1.800). The lower score
obtained by a MDS approach is the one obtained by LEX (1.775). That means that better mean
performance is obtained when not using the transcription as part of the output.
To find out how effective is each approach Table 7.6 shows the percentage of summaries
classified by score. On the one hand, although SEM mean is the same as +www (1.8 in Table 7.5),
Table 7.6 shows that the percentage of summaries considered as ’Acceptable’ or ’Good’ is higher
in SEM (20% + 5%) than in +www (15% + 5%). On the other hand, LEX with a lower mean
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SDS
0.293
0.060
0.029
0.019
0.256
0.089
0.057
0.064
0.069
0.136
0.102
0.090

ROUGE-1
ROUGE-2
ROUGE-3
ROUGE-4
ROUGE-L
ROUGE-W1.2
ROUGE-S1
ROUGE-S4
ROUGE-S9
ROUGE-SU1
ROUGE-SU4
ROUGE-SU9

LEX
0.309
0.092
0.056
0.043
0.272
0.098
0.088
0.089
0.095
0.162
0.126
0.116

LEXnoT
0.312
0.102
0.064
0.050
0.279
0.100
0.097
0.095
0.102
0.169
0.132
0.122

+www
0.333
0.089
0.052
0.043
0.289
0.104
0.087
0.094
0.103
0.168
0.134
0.124

SEM
0.323
0.073
0.032
0.021
0.280
0.098
0.067
0.073
0.083
0.152
0.115
0.105

Table 7.4: ROUGE measures when considered 3 manual summaries as references.
M1
3.625

M2
3.400

M3
3.375

SDS
1.250

LEX
1.775

LEXnoT
2.025

+www
1.800

SEM
1.800

Table 7.5: Responsiveness considering 3 human models when evaluating automatic summaries
and 2 when evaluating human summaries.

1:
2:
3:
4:
5:

Very Poor
Poor
Acceptable
Good
Very Good

M1
0%
10%
20%
40%
30%

M2
0%
5%
35%
40%
20%

M3
0%
10%
30%
45%
15%

SDS
70%
25%
5%
0%
0%

LEX
40%
25%
35%
0%
0%

LEXnoT
15%
50%
30%
5%
0%

+www
30%
50%
15%
5%
0%

SEM
35%
40%
20%
5%
0%

Table 7.6: Responsiveness scores distribution by automatic system.

score (1.775) obtains better results than SEM or +www in terms of percentage score with a 35%
of acceptable summaries.
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Contrasting the results obtained in different tasks

The aim of this section is to contrast the performance of LEXsum and SEMsum when dealing
with two different query-focused MDS tasks. Although both DUC and CHIL tasks are queryfocused MDS, they differ in the following aspects:
the type of query (complex vs. list of relevant terms)
the number of documents to be summarized (25 vs. 4)
the input media (well written text vs. raw text coming from: spontaneous speech transcripts and documents related to an oral presentation)
the input domain (news vs. scientific)
the input genre (written journalism vs. scientific spontaneous speech, research papers, and
author notes or slides)
the output summary length (250 vs. 100)
the size of the evaluation test corpus (50 vs. 20)
the number of manual summary references (4 abstract-based vs. 3 extract-based)
We have contrasted the responsiveness score obtained in DUC 2006 evaluation (see Table 6.5)
and the one obtained in the CHIL evaluation (see Table 7.5). The performance obtained from
human assessors in DUC (4.75) compared with the one obtained from CHIL assessors (3.48), it
seems that the task proposed in the CHIL framework is harder than the one in DUC. Nevertheless, although the score obtained by the best CHIL system (2.025), is lower than the best DUC
system (3.08), the distance from the upper bound (human assessors) is smaller in the CHIL task
(3.48, 2.035) than in the DUC challenge (4.75, 3.08). In fact, the score gap between human and
system performance is smaller when summarizing scientific presentations than when considering
a set of written news as input. This difference can be partly explained by the fact that less
manual summaries were used as reference in the CHIL evaluation. While in DUC evaluation 4
manual summaries were always used as reference, in CHIL 3 references were used to evaluate
system summaries and only 2 to evaluate human summaries.
Looking at the performance of the proposed approaches in the two different scenarios, we
observe that LEX seems to be robust in terms of responsiveness. LEXnoT scores are 2.025
in CHIL (see Table 7.6) and 2.29 in DUC (Table 6.7). Given that LEX mainly uses the RID
component, this means that the detection of relevant information for the summary is similar
for both tasks: oral presentations and written articles. However, because of the genre of the
documents to be summarized, the difficulty of the task, and that the linguistic processor tools
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were trained for general domain, SEM versions obtain better results in DUC (2.53 and 2.92)
than in CHIL (1.8). More efforts have to be done in order to set the appropriate parameters of
the CE module used for the CHIL scenario.

7.5

Conclusions

This chapter shows that FEMsum is capable of dealing with different MDS summarization tasks
by combining information from documents of different types, like manual transcriptions, slides,
notes or well written text. FEMsum approaches also take into account the user needs as well
as the particular features of the documents to be summarized. Within this framework, we have
focused on summarizing written news articles and textual documents related to scientific oral
presentations in response to a query.
Two different types of summarization approaches have been examined. LEXsum, based on
lexical information, and SEMsum, that uses semantic information in order to avoid redundancy
and to improve the cohesion of the resulting summary.
The experiments show two main facts. On the one hand, the approaches using only lexical
information achieve similar performances in both scenarios: written news articles and scientific
oral presentations. On the other hand, adding semantic information significantly increases the
performance when dealing with written news articles. In contrast, there is room for improvement
when adding semantic information when dealing with different sorts of documents from the
scientific domain, most likely because the language processing tools were trained on a different
domain. Moreover, oral presentation documents are less structured than formal text and less
edited.

Chapter 8

Conclusions
Rehuya, al principio, formas y temas demasiado corrientes:
son los más difı́ciles. Pues se necesita una fuerza muy grande
y muy madura para poder dar de sı́ algo propio ahı́ donde
existe ya multitud de buenos y, en parte, brillantes legados.
Por esto, lı́brese de los motivos de ı́ndole general. Recurra a
los que cada dı́a le ofrece su propia vida. Describa sus tristezas
y sus anhelos, sus pensamientos fugaces y su fe en algo bello;
y dı́galo todo con ı́ntima, callada y humilde sinceridad.
(R.M. Rilke, Cartas a un joven poeta)

With the aim of solving new real user needs, the objective of this thesis is to provide a
flexible multitask summarizer architecture that should allow the integration of different Natural
Language Processing techniques and tools. Given a new summarization challenge, new components have to be easily integrated allowing to re-use components when possible. So, once
studied several Summarization models as well as different existing automatic systems, this main
goal has been achieved by designing the Flexible Eclectic Multitask summarizer, a modular architecture to facilitate the re-usability of code. Moreover, in order to show the validity of our
design, several instantiations of FEMsum have been implemented to solve different summarization tasks using state-of-art techniques. Each task is supposed to face specific user information
needs, including: to process one single document vs. to process several documents; to take into
account the information provided by a user query vs. to produce generic text-driven summaries;
to assume a previous user knowledge giving only just-the-new information vs. the production of
background summaries; and to produce summaries of different lengths (ranging from 10 to 250
words). This general framework has to be able to deal with different kinds of digital documents
such as news reports or scientific presentations. This input can be of different media (e.g. text,
speech), languages (e.g. English, Spanish) or domains (e.g. journalistic, scientific).
Some FEMsum instantiations have been evaluated when summarizing documents from dif183
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ferent domain, genre, media and language. For each instantiation, Table 8.1 details the input
characteristics, as well as the specific information needs.

System
LCsum
(PreSeg)
LCsum
(DiscStr)
LCsum
(PostSeg)
LCsum
(MDS)
MLsum
(HL)
MLum
(MDS,Q)
QAsum
(TALP QA)
LEXsum
(JIRS)
SEMsum
(JIRS)
SEMsum
(JIRS,Rerank)
SEMsum
(JIRS,Update)

Domain
News
News
Scientific

Language
Spanish
Catalan
English

Media
Text
Text
Speech

Unit
SDS
SDS
SDS

Genre
Journ
Journ
ScSpeech

Audience
BackG
BackG
BackG

Content
Generic
Generic
Generic

Length
10%
10%
10,30,70w

News
Scientific
Scientific

Spanish
English
English

Text
Speech
Speech

SDS
SDS
SDS

Journ
ScSpeech
ScPres

BackG
BackG
BackG

Generic
Generic
keywordQ

10%
10,30,70w
100w

News

English

Text

MDS

Journ

BackG

complexQ

250w

News

English

Text

SDS

Journ

BackG

Generic

10w

News

English

Text

MDS

Journ

BackG

complexQ

250w

News
News
Scientific
News
Scientific

English
English
English
English
English

Text
Text
Multi
Text
Multi

MDS
MDS
MDS
MDS
MDS

Journ
Journ
ScPres
Journ
ScPres

BackG
BackG
BackG
BackG
BackG

complexQ
complexQ
keywordQ
complexQ
keywordQ

250w
250w
100w
250w
100w

News

English

Text

MDS

Journ

BackG

complexQ

250w

News

English

Text

MDS

Journ

JNews

complexQ

100w

Table 8.1: Details of several tested approaches: input, purpose and output aspects.

The first column of Table 8.1 specifies the domain: News or Scientific. The second column
indicates the language of the documents to be summarized: Catalan, Spanish or English. The
media of the input appears in the third column: Text, Speech or Multi, if different sort of documents are processed. In Next column, SDS denotes that the approach has been evaluated with
one document as input and MDS when the input unit is a set of documents. The fifth column
of Table 8.1 shows that three different genres of documents have been processed: journalistic
(Journ) genre; and two different genres in the scientific domain: ScSpeech, when the input is a
spontaneous speech transcript from an oral scientific presentation transcript and ScPres, when
the input consists of a set of different kinds of documents related with a scientific presentation
(transcript, slides, author notes or scientific papers). The audience, in column six, is related with
the production of background (BackG) summaries vs the production of just-the-new information
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(JNews). Moreover, the summary content can be Generic or Query-driven, being the query a
real-world complex question (compQ) or a list of keywords (keyQ). The last column reflects that
the evaluated summary length can be expressed in compression rate percentage (10 %), or in
number of words (10, 30, 70, 100, 250w).
In order to analyze the performance of the developed prototypes different evaluation frameworks have been created to allow the study of their portability to different tasks. The experiments carried out show the following facts:
First, with respect to Single Document Summarization, shallow text-oriented techniques,
previously evaluated for textual Spanish and Catalan documents, are robust enough to identify
relevant information and basic units of content in spontaneous speech. These techniques obtain
similar performance when processing manual and automatic transcripts.
Second, two approaches were evaluated in the same conditions when dealing with two different query-focused Multi-Document Summarization tasks. One approach is based on the use
of lexical features, while the other adds semantic information. Their performance is analyzed
in regard to two different genres: written news, obtaining state-of-art results, and scientific
oral presentations, showing that the use of different types of documents outperforms the use of
transcripts. It was observed that approaches using only lexical information achieve similar performance in both scenarios. The fact of adding semantic information significantly increases the
performance when dealing with written news articles. However, there is room for improvement
when adding semantic information when dealing with different sorts of scientific documents,
most likely because the language processing tools were trained on a different domain. Moreover,
oral presentation documents are less structured than formal text and less edited.
The main contributions of the reported research are outlined in the next section and in
Section 8.2 some possible extensions of the work described in this thesis are presented.

8.1

Contributions

The main contributions of this thesis are related with the FEMsum framework and their specific
instantiations. In addition, some relevant contributions are devoted with respect to the automatic evaluation of different summarizers or evolving prototypes of FEMsum instantiations.

FEMsum framework
Regarding to the input, although most of the FEMsum instantiations have been evaluated
for English, they can be considered partially language independent. All the presented
approaches can at least summarize English and Spanish documents. Moreover, the performance of some instantiations have been evaluated when summarizing well-written or
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ill-formed text from different genres and domains.
The Linguistic Processing FEMsum component is the most dependent to the type of
input. This fact facilitates re-using the rest of components when dealing with different
languages or different sort of documents. Furthermore, some of them are re-used by
several approaches.
FEMsum approaches can produce different sorts of summaries depending on the summarization task (SDS vs MDS) or the user information need (very-short or short text-driven
vs query-driven summaries). In the query-driven summaries the user need can be expressed
by a complex NLP query or by a list of keywords.
FEMsum instantiations
The LCsum has been evaluated when processing different sort of documents (journalistic
well-written text or scientific ill-formed spontaneous speech transcripts) in different languages (Catalan, Spanish or English). With respect to well-written text, we show that
the collaborative integration of discursive information yields an improvement on the lexical chain text representation. Moreover, text-oriented techniques are robust enough to
identify relevant information and basic units of content in spontaneous speech.
The annotations created during DUC conferences provide a valuable source of information
for training automatically text summarization systems using Machine Learning techniques.
A first DT sentence classifier was trained using DUC 2002 SDS data to instantiate a
Content Extractor component for a Headline Extractor approach. In a similar direction,
different possibilities for applying query-focused MDS DUC data in training SVMs to be
used as Relevant Information Detection FEMsum component have been explored. The
experiments have provided some insights on which can be the best way to exploit the
annotations.
Due to the fact that oral communication is harder to process than written text, we propose
to use a multi-document summarizer capable of handling documents from different media
types. In fact, combining documents from different media can help counteract not only
the difficulties in the processing of oral communication, but also those errors introduced
by automatic speech recognizers.
Several FEMsum approaches were manually evaluated by NIST assessors in DUC 2006.
Using semantic information to detect summary content and avoiding redundancy, SEMsum ranked among the best participants, obtaining an acceptable performance in content
responsiveness and a good performance in non-redundancy. An improved version of the
prototype evaluated in DUC 2006 was automatically evaluated in DUC 2005 data, and it
was ranked among the best DUC 2005 participant systems. The SEMsum approach was
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also evaluated in DUC 2007 producing acceptable summaries and ranking among the 10
best state-of-art systems.
Automatic evaluation
Several summary reference corpus have been created to evaluate the FEMsum instantiations when dealing with different tasks. The HERMES corpus was created to evaluate
the performance of summarizing news agency documents in different languages, Spanish
and Catalan. In the framework of the CHIL project, two different kind of corpus were
created. One to deal with generic summaries of scientific oral presentation transcripts and
the other to deal with query-focused summarization of different sort of documents related
with an oral presentation.
To take advantage of the big quantity of human-made judgements on summary quality
available for a big number of automatic extractive summaries produced by DUC assessors,
we propose two methodologies for re-using this information to automatically evaluate new
summarizers. The first methodology is based in unigram overlap between manual scored
summaries and the summary to be scored. It was applied to DUC 2003 Task1 participating systems. In contrast, the second methodology, AutoPan, does not take into account
the scores manually assigned to a summary, but the Summary Content Units manually
annotated for each cluster of documents to be summarized. In this case the measure used
to score new summaries is the one proposed in the Pyramid method. AutoPan obtained
a good correlation with human Pyramid scores and other automatic metrics in DUC 2005
data.

8.2

Future Work

With the aim of obtaining a generic summarizer architecture, many Automatic Summarization
aspects have been addressed in this thesis, most of them could be extended. Some of the
extensions proposed in this section refer to the application of FEMsum to new tasks, while some
others are related with the improvement of the actual instantiations. Moreover, another future
line is to extend the automatic evaluation methods.
Applying FEMsum to new tasks
Most of the FEMsum instantiations could be adapted to new languages, domains or genres.
Furthermore other ill-formed input could be summarized, such as mails, OCR output, as
well as automatically translated documents.
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Crosslingual summarization is another new task were FEMsum can be applied. The first
step consists in processing documents in English and Spanish or English and any other
language previously automatically translated to English.
Improving FEMsum component instantiations
Linguistic Processor: To deal with ill-formed data, to improve the specific modules or to
retrain the actual generic NLP tools, if corpora available.
Query Processor: In query-focussed approaches, to add new rules to improve the way of
extending the query in order to obtain better results in the Relevant Information Detection.
Relevant Information Detection: With respect to the ML approaches, extending the feature set that characterizes a sentence, such as including new features relating sentences
with semantic overlapping measures or including features from the adjacent sentences. In
the SVMs based approach, automating the selection of the seed negatives would make
unnecessary any human involvement in training.
Content Extractor (Lexical Chainer): To exploit other EuroWordNet relations, adding
new lexical chain candidate members such as verb, and study the possibility of relating
different kinds of chains. For instance taking into account the NE classification to relate
common noun lexical chains with NE lexical chains or syntactic relations to relate chains
of verbs with chains of nouns.
Content Extractor (Semantic Content Extractor): To exploit new lexico-semantic proximity measures between sentences to be used in the Similarity Matrix Generator component.
Additionally, other graph-based algorithms could be instantiated and evaluated as Candidate Selector.
Summary Composer: To refine subtasks to improve the final quality of extract based
summaries: reordering, sentence compression, anaphora resolution or repetition avoidance.
Enhancing automatic evaluation methods
To add deeper linguistic information to both proposed methods. By now, only wordform similarity has been considered when matching fragments of summaries or SCUs and
fragments of summaries to be evaluated. However, breaking down each sentence into a set
of minimal semantic units, such as the Basic Elements, may improve the quality of the
alignment as well as the quality of the resulting scores or pyramid annotations.
To use QARLA to try to combine different automatic evaluation measures, based in: ngram overlap, SCUs, and lexico-semantic similarities.
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Gómez, J. M., M. M. y Gómez, E. Sanchos, and P. Rosso (2005). A Passage Retrieval System for
Multilingual Question Answering. In TSD 2005, Plzen, Czech Republic.
Gong, Y. and X. Liu (2001). Generic Text Summarization Using Relevance Measure and Latent Semantic Analysis. In Proceedings of the 24th Annual International ACM SIGIR Conference on Research
and Development in Information Retrieval, New Orleans, LA.
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