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Introduction

• What to read
– “Embedding Methods for Natural Language Processing”, 

[Bordes, Weston, 2014] Tutorial at EMNLP. 

– “Statistical Language Models Based on Neural Networks”, 

[Mikolov, 2012], Google, 

– Yoav Goldberg (2015) “A Primer on Neural Network 

Models for Natural Language Processing”

– Aurélien Bellet (2013) “Tutorial on Metric Learning”

– “Deep learning”, Geoffrey Hinton tutorial on IPAM 2012. 

– The Neural Network Zoo.

• http://www.asimovinstitute.org/neural-network-zoo/
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Introduction

• What to read
– Zelong Liu PHD thesis: “High performance LDA for text mining”

– Aurelien Geron 2016. Hands-On Machine Learning with Scikit-Learn 

– François Chollet 2015. Keras: Deep Learning for Python!

– Kevin Gimpel 2017, Advanced NLP, elements of Neural NLP

– Yoav Goldberg 2016, Primer on NNM for NLP, JAIR 57

– Zelong Liu PHD thesis: “High performance LDA for text mining”

– Aurelien Geron 2016. Hands-On Machine Learning with Scikit-Learn 

– François Chollet 2015. Keras: Deep Learning for Python!

– Kevin Gimpel 2017, Advanced NLP, elements of Neural NLP

– Yoav Goldberg 2016, Primer on NNM for NLP, JAIR 57
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Introduction

• What to read
– “Deep Learning, Graphical Models, Energy-Based Models, Structured 

Prediction” from Yann LeCun. 

– Richard Socher’s tutorial on Deep Learning using Theano

• http://deeplearning.net/tutorial/

– “Deep Learning for NLP (without Magic)” tutorial of Socher and 

Manning in NAACL2013

– http://deeplearning.net/reading-list/tutorials/

– Tutorial TALP

• Deep Learning for Speech and Language 

https://telecombcn-dl.github.io/2017-dlsl/

– Course at Stanford (Socher)

• CS224d: Deep Learning for Natural Language Processing

• https://cs224d.stanford.edu/index.html

– Young et al, 2018, Recent trends in Deep Learning for NLP

– Aleksandr Kimashev, 2017 Master thesis

http://deeplearning.net/tutorial/
http://deeplearning.net/reading-list/tutorials/
https://telecombcn-dl.github.io/2017-dlsl/
https://cs224d.stanford.edu/index.html


The Neural Network Zoo
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Introduction

My initial guessing 
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Review

– Distributional Semantics

Distributional Hypothesis, Firth (1957): the meaning of a 

word can be obtained from the company it has.

• Vector Space Models (VSM)

• Baroni, Grefenstette, Lapata, Turney, …
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Review

– Semantic spaces

• most recent effort towards solving this problem concern latent 

factor models because they tend to scale better and to be more 

robust w.r.t. the heterogeneity of multi-relational data.

• These models represent entities with latent factors (usually low-

dimensional vectors or Embeddings) and relationships as 

operators destined to combine them. 

• Operators and latent factors are trained to fit the data using 

reconstruction, clustering or ranking costs.
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Review

• Ways of organizing the semantic entities

– Distributional Semantics

• Vectors, matrices, tensors

• Sometimes different representations depending on POS

– Units to be represented

• Words,

• Senses

• Phrases

• Sentences

• Relations

– Rdf triples
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Review

• Vector space model (VSM)

– Similarity of Documents

• Term Document Matrix

– Similarity of Words

• Word  Context Matrix

– Similarity of Relations

• Pair  Pattern Matrix
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Review

• Word  Context Matrix

– Rows: words to be represented (vectors)

– Columns: Base of the vectorial space (context)

• The set of rows form the vocabulary of words: VW

• The set of columns form the vocabulary of 

contexts: VC

• Frequently (but not always!!) VW = VC = V

• VC forms the base of the vectorial space



Embeddings 15

Review

• For w  VW, the row contains the component of 

𝑤 in the base VC

• The component wi of 𝑤 can be computed in 

several ways:

– The word w and the context word of column i (ci) co-

occur in a window (Boolean)

– term frequency (tf) how many times w and ci co-occur

in a window. 

– tf*idf

– PMI or PPMI between w and ci



Embeddings 16

Review

• PMI (pointwise mutual information) between 

two words

• PPMI (positive pointwise mutual information) 

between two words
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Review

• fij = count of occurences of wi in context cj
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Distances in Semantic Spaces
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Distances in Semantic Spaces
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Distances in Semantic Spaces

• Issues with these similarity functions:

– All the dimensions have the same importance

– Alternative: Weighting the dimensions

– Mahalanobis metric:

– Original: M = -1, where  is the covariance matrix of 

the input vectors

– Extended: Whatever M  ℝdxd being semidefinite 

positive (SDP). M ≽ 0
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Distances in Semantic Spaces

• Special cases:

– M is the identity matrix

• dM is the Euclidean distance

– M is a diagonal matrix, e.g. eigenvalues

• Each dimensión in the space is weighted by the value of 

the diagonal row.
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Distances in Semantic Spaces

• Mahalanobis metric:

• If M ≽ 0, then xTMx  0

• M = LTL for some matrix L.
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Distances in Semantic Spaces

• Popular Similarities:
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Distances in Semantic Spaces

• Metric Learning:
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Semantic spaces

• Basic formulation:

Look at Bellet tutorial for many other alternatives
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Semantic spaces

• Metric Learning implementations in Python:

– https://pypi.python.org/pypi/metric-learn

– Large Margin Nearest Neighbor (LMNN)

– Information Theoretic Metric Learning (ITML)

– Sparse Determinant Metric Learning (SDML)

– Least Squares Metric Learning (LSML)

– Neighborhood Components Analysis (NCA)

– Local Fisher Discriminant Analysis (LFDA)

– Relative Components Analysis (RCA)

https://pypi.python.org/pypi/metric-learn


AHLT     Deep Learning 1 28

Introduction

• Embedding

– Representing meaning

• Words meaning

• More complex units meaning

– Phrases, n-grams, clauses, sentences, documents

– Questions, Answers, Knowledge Bases, …

– VSM

• Problem of sparseness  dimensionality reduction

• Sparse ( 105 dimensions) vs Dense ( 200-1,000) Vector 

Spaces
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Review

• Reducing the size of semantic spaces

– Clustering of similar words

• Point-wise mutual information (PMI)

• 2nd order PMI

– Dimensionality reduction

• Latent Semantic Indexing, LSI (LSA, PCA, …)

– Deerwester et al, 1988

• pLSI

– Hofman, 1999

– Latent Dirichlet Allocation, LDA

• Blei et al, 2003

– Embeddings
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Review

• Clustering

– Brown Clustering

– Starting with ppmi dense representation of vectors

– Agglomerative clustering. Building the whole

dendogram

– The dendogram is a binary tree, words are 

represented by paths from the root to the leaves, 0 

for left child and 1 for right child.
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LSI

• For a square matrix A:

• Ax = b

Ax = λx

where x is a vector (eigenvector), and λ a 
scalar (eigenvalue)

X bA
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LSI

• SVD decomposes exactly:

– A = W  CT

• n  c

– W 

• n  m

• rows corresponds to A, columns are vectors in a m dimensional 

latent space orthogonal to each other ordered by the amount of 

variance

– 

• m  m

• Diagonal matrix containing eigenvalues in descending order.
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LSI

• SVD decomposes exactly:

– C

• c  m

• Rows correspond to words in A and columns to eigenvalues 

(the matrix is transposed in the decomposition)

n

c

A n

m

W

m

m



m

c

CT
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LSI

• SVD decomposes exactly:

– A = W  CT

• For dimensionality reduction we take only the k 

highest eigenvalues (and the corresponding 

eigenvectors), i.e. Wk k Ck

– k << r

– Set k that Minimizes the Frobenius norm (L2) of A-A’.

• Applying WkkCk
T we obtain A’ that approximates A
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LSI
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LDA

• Latent Dirichlet Allocation:

– In the LDA model, the topic mixture proportions for 

each document are drawn from some distribution, i.e. 

a Dirichlet prior.

• Dirichlet is a multivariate generalization of Beta distribution.

– pLSI can be considered a LDA under an uniform 

Dirichlet prior distribution

– The distribution is based on multinomials.  That is, k-

tuples of non-negative numbers that sum to one.
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LDA

• LDA model

– Dir() per document topic distribution

– Dir() per word topic distribution

– i topic distribution for document i

– zij topic for the jth word in document i according to

• Multinomial(i)

– wij specific word

http://upload.wikimedia.org/wikipedia/commons/d/d3/Latent_Dirichlet_allocation.svg
http://upload.wikimedia.org/wikipedia/commons/d/d3/Latent_Dirichlet_allocation.svg
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Review

• Both LSI and LDA models can be easily learned 

from corpora using gensim (Radim Rehurek)

• Just as other embeddings as word2vec or 

doc2vec 
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Embeddings

• What is an embedding?
– A mapping of an element of a textual space, of dimension n (a word, a 

phrase, a sentence, an entity, a relation, a predicate with or without 

arguments, an rdf triple, an image , etc.)  into an element of a, frequently 
low dimensional, vectorial space, frequently Rm, for m << n

– Within NLP, initial embedding models were first applied to words, 

basically for building accurate language models (e.g. ASR, MT).  

– Lexical embeddings can serve as useful representations for words for a 

variety of NLP tasks, but learning embeddings for phrases or other 

complex linguistic units, can be challenging but needed for many NLP 

tasks.

– While separate embeddings are learned for each word, this is infeasible 

for every phrase. |V|  105
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Embeddings of words

• Word Embeddings

– A word representation is a mathematical object 

associated with each word, often a vector. Each 

dimension’s value corresponds to a feature and might 

even have a semantic or grammatical interpretation, 

i.e. each dimension represents a syntactic or semantic 

property of the word, so we can call it a word feature.

– The most popular implementations of embeddings are 

NN models.
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Embeddings of words

• Word Embeddings

– Conventionally, supervised lexicalized NLP approaches take 

a word and convert it to a symbolic ID, which is then 

transformed into a feature vector using a one-hot 

representation. The feature vector has the same length as 

the size of the vocabulary, and only one dimension is on. 

However, the one-hot representation of a word suffers from 

data sparsity (and remember:  |V|  105). For facing this 

problem several approaches have been followed.

x  = [0 0 0 … 1 … 0 0 0]
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Embeddings of words

• Learning embeddings

– The simpler word embedding system consists of mapping 

a word token into a vector of reals. 

• w   w   ℝn, where n is the dimension of the embedding space. 

– [Pennington et al, 2014] consider that the two main model 

families for learning word vectors are: 

• global matrix factorization methods, such as LSI, LDA, and their 

derivates (e.g. pLSI, sLDA)

• local context window methods, such as the skip-gram or the 

CBOW models of [Mikolov et al. 2013]. Word2Vec

– [Pennington et al, 2014] global log-bilinear regression 

model, GloVe.
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Embeddings of words

• Learning embeddings
– The skip-gram and continuous bag-of-words (CBOW) models of 

Mikolov et al. (2013) propose a simple single-layer architecture 

based on the inner product between two word vectors.

– Mnih and Kavukcuoglu (2013) also proposed closely-related 

vector log-bilinear models, vLBL and ivLBL

– Levy et al. (2014) proposed explicit word embeddings on a PPMI

metric.

– All these systems use unsupervised learning

– An interesting system, using semi-supervised learning 

approach, is [Turian et al, 2010]. This system combines different 

word representations and use also clustering techniques.
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Embeddings of words

• Some examples downloadble
– Glove, [Pennington et al, 2014], 

• http://nlp.stanford.edu/projects/glove/

– [Turian et al, 2010]

• http://metaoptimize.com/projects/wordreprs/

– Senna, [Collobert, Weston, 2008

• http://ml.nec-labs.com/senna/

– HPCA, [Lebret, Collobert, 2014]

• http://www.lebret.ch/words/

– HLBL, [Mnih, Hinton, 2007]

• http://www.cnts.ua.ac.be/conll2003/ner/

– Word2vec, [Mikolov et al, 2013]

• Code.google.com/p/word2vec

– [pyysalo et al, 2013]. Medical domain

• http://bio.nlplab.org. 

http://nlp.stanford.edu/projects/glove/
http://metaoptimize.com/projects/wordreprs/
http://ml.nec-labs.com/senna/
http://www.lebret.ch/words/
http://www.cnts.ua.ac.be/conll2003/ner/
http://bio.nlplab.org/
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Embeddings of words

• Sparse word representation
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Embeddings of words

• Mikolov’s embeddings, (Mikolov et al, 2013)

– Skip-gram

• Given a word predict its context

– CBOW

• Continuous Bag of Words

• Given a context predict a word

– word2vec package

• Code for learning

• pretrained embeddings

• Implementation in gensim (Radim Rehurek)



Embeddings 48

Embeddings of words

• Skip-gram

– predicts each context window of 2C words from the current 

word wt. 

– for C = 2 the context of word wt to be predicted is [wt-2, wt-1, 

wt+1, wt+2]. 

– Skip-grams learn 2 embeddings for each w: the input matrix  

W and the output matrix C (similar to SVD)
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Embeddings of words

• Skip-gram

– Input embedding v, in W

• Column i of W is the 1×d embedding vi for word i in the vocabulary.

– Output embedding vʹ, in C

• Row i of C is a d × 1 vector embedding vʹi for context word i in the 

vocabulary.

W
C
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Embeddings of words

• Skip-gram

– Similarity as dot‐product (or cosine, …) between a

target vector and context vector, 
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Embeddings of words

• Skip-gram

– For mapping from similarities to probabilities Softmax is 

used.
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Embeddings of words
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Embeddings of words

• Skip-gram vs PPMI

– If we multiply W by CT we get a |V|x|V| matrix M

– mij corresponds to some association between input

word i and output (context) word j. skip-gram reaches

its optimum when M is a shifted version of PMI:

– W  CT  =MPMI - log k

– Embeddings capture relational meaning
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Embeddings of words

• CBOW

• Weighted CBOW
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Embeddings of more complex units

• Embedding of phrases

– phrases are critical for capturing lexical meaning for 

many NLP tasks. 

– Phrase embeddings have been usually approached 

following two lines:

• Using pre-defined composition operators, e.g., component-wise 

sum/multiplication, we learn composition. 

• Using matrices/tensors as transformations (Socher et al., 

2011), (Socher et al., 2013). 

– Other interesting systems: [Yu,Dredze, 2015], [Passos

et al, 2014], [Lebret, Collobert, 2014]
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Embeddings of more complex units

• Embedding of sentences

– Many models

• CNN, LSTM, GRU

– [Yu et al, 2014], [Yu et al, 2015], [Mikolov et al, 2013], 

Socher et al, 2011], Socher et al, 2012], Socher et al, 

2013], [Qiu, Huang, 2015], [Graves, 2014], 

– SentEval [Conneau et al, 2017]]
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Embeddings of more complex units

• Other embeddings

– Entities, Triples, Questions, relations

• [Bordes et al, 2014], [Bordes et al, 2015]

– KBs, WN, Freebase

• [Bordes et al, 2014], [Bordes et al, 2015], [Weston et al, 2013], 

[Socher et al, 2013a]

– Multirelational data

• [Jenatton et al, 2012]

– QA pairs

• [Yu et al, 2014]

• StarSpace (Embed All The Things!)
– Wu, et al, 2017



AHLT     Deep Learning 3 58

Embeddings of more complex units

• Some examples downloadble
– Phrases: FCT, [Yu,Dredze, 2015] , 

• https://github.com/Gorov/FCT_PhraseSim_TACL

– Entities, Triples, Questions: [Bordes et al, 2014]

– Words, Entities, Triples, WN synsets, [Bordes et al, 2012]

– Multi-relational Data, Entities, relationships: TransE, [Bordes et 

al, 2013]

– Structured embeddings of KBs, WN, FreeBase: [Bordes et al, 

2011]

– Sentences: FCM, [Yu et al, 2014] 

• https://github.com/Gorov/FCM_nips_workshop/

– Sentences: LRFCM, [Yu et al, 2015] 

• https://github.com/Gorov/ERE_RE

https://github.com/Gorov/FCT_PhraseSim_TACL
https://github.com/Gorov/FCM_nips_workshop/
https://github.com/Gorov/ERE_RE
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Working case: CQA

• CQA purpose is to provide to users pertinent answers to their 

questions by identifying, among a set (sometimes a thread) of 

question/answer pairs, questions that are similar to the original one.

• The SemEval Task 3 subtask D, (Nakov et al., 2016), (Nakov et al., 

2017), asks, given a question in Arabic, denoted the original question, 

and a set of the first 9 related questions (retrieved by a search 

engine), each associated with one correct answer, to re-rank the 9 

question/answer pairs according to their relevance with respect to the 

original question. 

• In SemEval 2016, 2017 the task for Arabic was in the medical domain.
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Working case: CQA
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Working case: CQA

q1

qn

qaq1,1

qaq1,m

qaa1,1

qaa1,m

… …

…n

m

Queries = 1400

QA pairs = 9

Original queries (Arabic)
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Working case: CQA

Original queries (Arabic)

9

q

q

…

 qaq … qaq

1
4
0
0

9

q

q

…

 qaq … qaq

1
4
0
0

Translated queries (English)
Google

Translate
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Working case: CQA

q1

qn

qaq1,1

qaq1,m

qaa1,1

qaa1,m

… …

…1400

9

Samples = 12,581

An example is a pair <qi qai> where qai is a pair < qaqi qaai >
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Working case: CQA

• Features

– English vocabulary (complete): 40,027 words

– Arabic vocabulary (truncated by tf*idf): 40,000 words

– English triggers (complete): 2003 segments

– Arabic triggers (complete): 3741 segments

– English medical NE (complete): 1806 terms (DRUG, DISEASE, BP, OTHER)

– Arabic medical NE (complete): 329 terms

• Generating the input layer

– lang: en, ar, a+e

– scope: s, w
• sentence, word

– source: w, t, n, n+t
• words, triggers, Nes, Nes+triggers

– modes: q, qa, q+qa, q&qa
• q+qa concatenation

• q&qa intersection

– vector: tf, tf*idf, pmi, embedding



w

Sources

en: 40027 ar: 40000 a+e: 80027

t en: 2003 Ar: 3741 a+e: 5744

n en: 1806 ar: 329 a+e: 2135

n+t en: 3809 ar: 4070 a+e: 7879

Working case: CQA
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Working case: CQA

• So, basically each example can be represented as a vector

 𝑥 = <𝑥1, 𝑥2, …, 𝑥𝑛>

sentence:

combination of words

n: dimensión of the representation of the sentence
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Working case: CQA

• or as a matrix

word wi:

one-hot

tf

tf*idf

pmi

embedding

m: length of the sentence

sometimes after

padding

truncating

shrinking

w1 w2 …            wi …              wm
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Simple Linear Models

• Statistical learning, the use of machine learning techniques with the 

goal of statistical inference: drawing conclusions on the data at hand.

• For these simple models no special machinery is needed.

• Scikit-learn is a Python module integrating classic machine learning 

algorithms in the tightly-knit world of scientific Python packages 

(NumPy, SciPy, matplotlib).

• Supervised learning consists in learning the link between two 

datasets: the observed data X and an external variable y that we are 

trying to predict, usually called “target” or “labels”. Most often, y is a 

1D array of length n_samples.
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Scikit-learn

• Fitting data: the main API implemented by scikit-learn is that of the 

estimator. An estimator is any object that learns from data; it may be a 

classification, regression or clustering algorithm or a transformer that 

extracts/filters useful features from raw data.

• All estimator objects expose a fit(X, y) method to fit the model, i.e. that 

takes a dataset (usually a 2-d array) and learns a model from it, and a 

predict(X), that, given unlabeled observations X, returns the predicted 

labels y.
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Scikit-learn

• If the prediction task is to classify the observations in a set of finite 

labels, in other words to “name” the objects observed, the task is said 

to be a classification task. Classification can be binary or multi-label. 

When more than one class are allowed the task is named multi-class.

• On the other hand, if the goal is to predict a continuous target variable, 

it is said to be a regression task.

• When the task consists of assigning an order to the possible labels the

classifier is named a ranker.
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Scikit-learn

• What is a classifier?

– a function from inputs x to classification labels y

– for any input x, assign a score to each label y, parameterized by vector 

– score (x, y, )

– classify by choosing highest-scoring label:

x

y
Input space

output space (clases)



Scikit-learn
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Linear regression

• Linear Regression, in its simplest form, fits a linear model to the data 

set by adjusting a set of parameters in order to make the sum of the 

squared residuals of the model as small as possible.

• 𝑦 = 𝑋𝛽 + 𝜖

• 𝑋: data

• 𝑦: target variable

• 𝛽: Coefficients

• 𝜖: Observation noise
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Linear regression

from sklearn import linear_model

from sklearn.metrics import precision_score, recall_score, …

train_set, test_set = splitDataset()

def buildLRClassifier(x_train, y_train):

from sklearn.linear_model import LinearRegression

lR_cl = LinearRegression()

lR_cl.fit(x_train, y_train)

return lR_cl

def predLRClassifier(lR_cl, x_test, y_test):

y_pred = lR_cl.predict(x_test)

y_pred = y_pred>0

return y_pred
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Ridge regression

• If there are few data points per dimension, noise in the observations 

induces high variance. The curse of dimensionality.

• A solution in high-dimensional statistical learning is to shrink the 

regression coefficients to zero: any two randomly chosen set of 

observations are likely to be uncorrelated. This is called Ridge 

regression. 

• Ridge regression addresses some of the problems of Ordinary Least 

Squares by imposing a penalty on the size of coefficients (ℓ2 prior ). 

The ridge coefficients minimize a penalized residual sum of squares,

• Here, 𝛼 ≥ 0 is a complexity parameter that controls the amount of 

shrinkage.
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Ridge regression

def buildRidgeClassifier(x_train, y_train):

from sklearn.linear_model import Ridge

ridge_cl = Ridge(alpha = 1, solver = 'cholesky')

ridge_cl.fit(x_train, y_train)

return ridge_cl

def predRidgeClassifier(ridge_cl, x_test, y_test):

y_pred = ridge_cl.predict(x_test)

y_pred = y_pred>0

return y_pred
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Lasso regression

• The Lasso is a linear model that estimates sparse coefficients. It is useful 

in some contexts due to its tendency to prefer solutions with fewer 

parameter values, effectively reducing the number of variables upon 

which the given

• Mathematically, it consists of a linear model trained with ℓ1 prior as 

regularizer. The objective function to minimize is:
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Lasso regression

def buildLassoClassifier(x_train, y_train):

from sklearn.linear_model import Lasso

lasso_cl = Lasso(alpha = 0.1)

lasso_cl.fit(x_train, y_train)

return lasso_cl

def predLassoClassifier(lasso_cl, x_test, y_test):

y_pred = lasso_cl.predict(x_test)

y_pred = y_pred>0

return y_pred
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Logistic regression

• Logistic regression, despite its name, is a linear model for classification 

rather than regression. Logistic regression is also known in the literature as 

logit regression, maximum-entropy classification (MaxEnt) or the log-linear 

classifier.

• In this model, the probabilities describing the possible outcomes of a single 

trial are modeled using a logistic function (sigmoid).

• The implementation of logistic regression in scikit-learn can be accessed 

from class LogisticRegression. This implementation can fit binary, One-vs-

Rest, or multinomial logistic regression with optional L2 or L1 regularization.
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Logistic regression

def buildLogRegClassifier(x_train, y_train):

from sklearn.linear_model import LogisticRegression

logReg_cl = LogisticRegression()

logReg_cl.fit(x_train, y_train)

return logReg_cl

def predLogRegClassifier(logReg_cl, x_test, y_test):

y_pred = logReg_cl.predict(x_test)

return y_pred
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Other linear models

• scikit-learn includes other linear models.

• LARS (Least Angle Regression) is a regression algorithm for high-

dimensional data.

• LassoLars is a lasso model implemented using the LARS algorithm unlike 

the implementation based on coordinate_descent

• ElasticNet is a linear regression model trained with L1 and L2 prior as 

regularizer. 


